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LINK TO ABSTRACT

In financial parlance, the word factors may bring to mind the famous Fama-
French factors of Eugene F. Fama and Kenneth R. French (1993). I report here on
my investigation of the status of two of the factors that the duo investigated that
pertain to stocks. One of the factors is based on classifying stocks according to their
capitalizations (“market equity,” or ME); the other is grounded on classification by
the book-to-market ratio (BE/ME).2 The factors are stock market statistics that
are derived from capitalization-weighted average values of the returns of stocks
within certain intersections of the capitalization and book-to-market classifications.
As such, they vary with time. My investigations of these two factors are mainly
based on time series of monthly data that were obtained from an online library at
Dartmouth College that is maintained by Kenneth French.

The casual way of referring to ME is with the word size. BE/ME, the book-
to-market ratio, is referred to with the word value. The idea is that there is a size
spectrum and there is a value spectrum. The findings of Fama and French were
consistent with stocks at the low end of the size spectrum and stocks at the high
end of the value spectrum outperforming the stocks at the opposite ends of the
two spectra—between 1963 and 1991. They then fashioned a size factor consisting
of returns of small-cap stocks minus returns of big-cap stocks and a value factor
consisting of the returns of high-book-to-market ratio stocks minus those of low-
book-to-market ratio stocks. Details are presented below.

1 Michael O’Connor is the proprietor of MO’C Portfolio Analytics, a consultancy.
2 This article conforms to the variable labeling scheme of the 1993 Fama-French article, because Kenneth
French’s online repository of stock market data generally still uses the same symbols. See especially Fama
and French (1993, 8) for a discussion of the labeling. See also footnote 7 of Asness et al. (2014). With
the scheme, capitalization is labeled ME (market equity) and the book-to-market ratio is BE/ME.
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Stock market momentum became a recognized phenomenon concurrently
with the development of the Fama-French factors. Narasimhan Jegadeesh (1990)
produced an influential article that demonstrated strong positive serial correlations
(autocorrelations) in monthly returns of stocks. He investigated a range of lags,
noting especially that the correlations were particularly strong when the lag was 12
months. But he did more. He then used his findings about the correlations to form
portfolios: “Using the observed systematic behavior of stock returns, one-step-
ahead return forecasts are made and ten portfolios are formed from the forecasts.
The difference between the abnormal returns on the extreme decile portfolios over
the period 1934–1987 is 2.49 percent per month” (Jegadeesh 1990, 881). The decile
portfolios were created by sorting the stocks each month according to forecast
values of their returns, with the forecast based on their prior, lagged returns and
on their correlation coefficients (which were also determined ex ante from prior
returns).

To create a Fama-French-style factor based on Jegadeesh’s work, a minor
additional step was needed. It was taken by the then-young Clifford Asness, a
graduate student of Eugene Fama at the University of Chicago’s Booth School
of Business, whose early work is presented in Asness (1995).3 Asness recalls the
moment: “You want to do something scary in the world of finance? You go tell
Gene Fama you want to write a dissertation studying the strategy of simply buying
what’s been going up over the last 6–12 months and selling what’s gone down, and
then adding ‘it seems to work’ ” (Asness 2024, 18).

He first established the simple average of the returns of lagging months 2–
12 as his measure of momentum, which he labeled PAST(2,12).4 The extra step
that he took to turn momentum into a Fama-French-style factor was that bit about
selling what’s going down. His own findings were that between 1963 and 1991
high-PAST(2,12) stocks had outperformed low-PAST(2,12) stocks. Thus, his mo-
mentum factor became the returns of stocks of high momentumminus the returns
of stocks of lowmomentum. Implementing a factor-mimicking portfolio for either

3 On the SSRN page for this article it says that it was submitted in 2016 but written in 1995. The document
itself is not dated but cites some sources from the year 1995. It also shows the current name and address
of the author’s firm AQR Capital Management, LLC, but, according to the firm’s website, the LLC was
not founded until 1998. A footnote explains that the text is an adaptation and extension of Clifford
Asness’s dissertation, which was completed in 1995.
4 Today, you can download returns of decile portfolios that are formed by sorting on PAST(2,12) from
Kenneth French’s online data library at Dartmouth College. The data cover the period from 1927 to the
present. The library’s data are occasionally revised. The revisions are generally not limited to recent data
and mainly originate from the ultimate source which is the CRSP US stock database at the University
of Chicago. Thus, results based on the library’s data and published in this or other articles, including
articles by Asness, may not be exactly reproducible by anyone making use of the updated data, but the
differences should be minor. French (n.d.) does explain all of this on his website, and for a few of his
data series he counters by providing historical archives that you can download that provide the data series
just as they were, online in any given year from 2005 onward.
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of the two original factors of Fama and French, or for momentum as defined by
Asness, would consist of buying a portfolio of stocks that are currently positioned
at the better-performing end of the given spectrum (size, value, or momentum),
and selling short a portfolio of stocks that are currently positioned at the worst-
performing end (with the size of the short sale equaling that of the buy, in dollars).

Asness et al. (2014, 84) claim that “Considering the overwhelming long-term
evidence for both value and momentum investing, the onus is on anyone claiming
future risk premia or behavior will change to these factors’ detriment. This chal-
lenge has not been met, not even closely.” The present article is an attempt to meet
that challenge.

For example, I show the results of some very simple analyses that I con-
ducted of the historical returns of momentum, size, and value decile portfolios.
Whereas prior to 2003 there was quite a substantial difference between the returns
of the top and bottom momentum deciles, as with Jegadeesh’s discovery, my re-
sults demonstrate that since about the start of 2003 the advantage of owning the
high momentum stocks has vanished. The same exercise applied to value and size
deciles shows the benefits of owning high BE/ME stocks and low ME stocks dis-
appearing, from about the start of 2008 and the start of 2010, respectively.

Furthermore, it’s easy to compute the cumulative returns of the factor mim-
icking portfolios and plot them against time, and the plots alone are all that I would
need to make the case against the continued viability of the three factors. But I do
more. Using, in part, the same t-statistic approach to hypothesis testing that Fama,
French, and Asness employed, I demonstrate that the factor malperformance of
recent decades really amounts to what I will call a regime change.

Whereas in its literal meaning regime refers to a set of institutions and the peo-
ple in leadership or command, here the word refers to the persistent characteristics
of the distribution of the monthly returns of a security. In particular, suppose that
a security’s returns have been distributed about a certain average value, but then a
point in time is reached such that thereafter the returns happen to be distributed
about a substantially different average value. If the difference between the average
values is statistically significant, then we would say that the mean returns of the
security were not stationary and that regime change occurred at that point in time.
“Structural breaks” is another term that has been used for such regime changes.

That is a formal definition of a regime change affecting mean returns. As
such, it admits of the (faint) possibility of an abrupt and statistically significant
decline in mean returns that is not quite so bad as to be regarded as dramatic but is
still formally classifiable as regime change. To be clear, the regime changes featured
in this article are dramatic: Momentum’s cumulative return has flatlined, and the
returns of size and value went negative and remain thus.

I review and criticize an article by Asness et al. (2014) for having mounted
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an attempt to defend momentum, whose cumulative returns had by that time been
flatlining for a full decade. And I call to task Fama, French, and Asness for having
respectively failed, in their 2021 and 2024 articles, to confront the clear evidence—
it’s in the online data library of French—of the year-end 2007 change point after
which portfolios formed using the value factor consistently produced negative re-
turns. For each of the articles, I provide in-context hypothesis tests confirming
that those utter collapses in the mean returns of the factor portfolios constitute
regime changes.

If an analyst has invented a portfolio formation scheme, such as one based on
some factor, and if there was no semblance of a regime change when the scheme
was applied to historical data—the returns were stationary—then the natural ex-
pectation would be for the continued stationarity of the scheme’s returns. And,
in those circumstances, the likelihood of subsequent regime change happening is
inestimable due to the lack of regime change events in the historical data. Indeed,
the founders of the momentum, size, and value factors did not encounter regime
change in the historical data that they studied.

I am not the first to suggest that factors such as momentum, size, and value
have sustained regime change. Further below, I provide a literature review that
presents articles on regime change, including some that provide means of detecting
regime changes not long after they happen and responding in such a way as to
maintain profitability. But first, I will elaborate on what regime change is.

Factors and Factor Performance
The Fama-French factor that is based on ME, market equity, is SMB, which

stands for small minus big market capitalization (size). It is an average of the returns
of the stocks that have a size, an ME, that is less than the median NYSE market
equity, minus the average of the returns of those whose ME is greater than the
NYSE median.5 But the average taken is not a simple one. Instead, 30th and 70th
percentile BE/ME ratio breakpoints are found on the NYSE and applied to all
stocks, regardless of their exchange, with the two breakpoints establishing L, M,
and H categories—standing for low, middle, and high BE/ME ratios. Then, for
example, SL stands for the capitalization-weighted average of the returns of the
small capitalization stocks that are also in the low book-to-market ratio category,
BM stands for the like average of the returns of the big-cap stocks in the middle
category of the book-to-market ratio, and so on. There are six such combinations
in all. So, finally, we can write down the factor: SMB = (SH + SM + SL) / 3 – (BH
+ BM + BL) / 3.

5 A stock’s monthly return is (𝛲𝑖 − 𝛲𝑖−1 +𝐷𝑖)/𝛲𝑖−1 where 𝛲𝑖 is the price of the stock at the end of month 𝑖
and 𝐷𝑖 is any dividend that might have been delivered during the month.
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The factor that is based on BE/ME, the book-to-market ratio, is HML,
which stands for high minus low (values of the ratio). It’s HML = (SH + BH) / 2
– (SL + BL) / 2. The middle range of BE/ME ratios is omitted. If the definitions
here seem to be a bit arbitrary, they surely are: “The splits are arbitrary, however,
and we have not searched over alternatives. The hope is that the tests here…are
not sensitive to these choices” (Fama and French 1993, 9).

Asness patterned his version of the momentum factor after the HML factor
of Fama and French, and popularized it as UMD which stands for up minus down.
The formula is identical to that of HML in form, but in place of L and H we
have Lprior and Hprior, which are established by monthly PAST(2,12) 30th and 70th
NYSE percentiles.6 Thus, we have UMD = (SHprior + BHprior) / 2 – (SLprior +
BLprior) / 2.

Returns of factor-mimicking portfolios
The returns of the factor-mimicking portfolios are computed from the values

of the factors. For SMB we shall have 𝑟𝑆𝛭𝛣𝑖 = 𝑟̃𝑟𝑓𝑖 + SMB𝑖 where 𝑖 is the index of
the month, 𝑟̃𝑟𝑓𝑖 is the risk-free return ratio 𝑟𝑟𝑓𝑖 (the return ratio on cash) adjusted for
fees charged by lenders of stocks that are shorted, and 𝑟𝑆𝛭𝛣𝑖 is the return ratio of
the SMB-mimicking portfolio. We can break this down as N dollars spent buying
the portfolio (SH + SM + SL) / 3, with the weightings that are implied by that
expression, and N dollars gained by selling the portfolio of (BH + BM + BL) /
3 short. Interest is paid on the N dollars from the short sale at the adjusted rate.
That’s all that is needed to compound the returns of the mimicking portfolio for
the factor SMB, except to note that there is rebalancing at the end of every month.
The return ratios for the other two factor-mimicking portfolios, HML and UMD,
are respectively 𝑟𝛨𝛭𝐿𝑖 = 𝑟̃𝑟𝑓𝑖 +HML𝑖 and 𝑟𝑈𝛭𝐷𝑖

= 𝑟̃𝑟𝑓𝑖 + UMD𝑖.
7

6 Mark M. Carhart (1997) had previously defined a momentum factor that was based on PAST(2,12) and
on Asness’s PhD dissertation. He adopted the 30th and 70th percentiles of the Fama-French factors but
did not indulge in the market capitalization categorizations (cf. footnote 3 on page 61 of his article).
7 These factor-mimicking portfolios are constructs that can only be roughly emulated in practice. Interest
has been included, at the risk-free rate on the short sales cash proceeds, adjusted for stock lender’s
fees amounting to 50 basis points, to permit cumulative returns of the factor-mimicking portfolios to
be plotted up alongside market cumulative returns—as in Figure 1, to show the flatlining despite the
market continuing to soar. If the returns on short sale cash proceeds were left out, the trends would
still be as shown but the cumulative returns of the factor mimicking portfolios would be drastically and
unrealistically lower than the market’s cumulative return. And any casual comparison based on that
would be unfair. But authors who publish information on the returns of factor-mimicking portfolios
such as SMB, HML, or UMD who don’t plot up cumulative returns generally don’t include returns on
the proceeds of short sales. For example, Asness et al. (2014) states that its “Exhibit 1 reports the
annualized mean spread returns,” which refers to just the mean difference between the returns of the
stocks that are held long and those that are held short. And Panel A of Table 1 of Fama and French
(2021) does not differ in that regard.
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Figure 1 below shows the cumulative returns of the factor mimicking port-
folios; the returns of cash and of the market are also shown for reference.8 The
abruptly curtailed uptrends of the cumulative returns of the momentum and value
factor-mimicking portfolios, at approximately year-end 2002 and year-end 2007,
respectively, are graphically evident (and are circled on the plot). There is nothing
subtle about it, but tests of the statistical significance of those two abrupt changes
in trend are provided further on in this article.

Figure 1: Cumulative returns of mimicking portfolios of momentum, value, and size
factors

Notes: After about year-end 2007, mean returns on HML (value) became negative. Mean
returns on SMB (size) were about zero after 2009, and since about the start of 2003
UMD (momentum) has returned something like the returns on cash. Each horizontal
tick mark is at the beginning of the year of its label. It’s assumed that the short rebate on
short-sale proceeds is 50 basis points. The dashed vertical lines on the figure delineate
the 1963–1991 historical sampling period of Fama and French (1993).

It is not appropriate to make casual pairwise comparisons involving the mo-
mentum_UMD, value_HML, size_SMB, and market plots on Figure 1. The prob-
lem is the difficulty of determining whether the shown differences between the
mean returns of any pair of the portfolios are likely to be sustained going forward.
It might be thought, at first, that a good way to answer that question would be to
indulge in hypothesis testing, testing for statistical significance.

The power of such a hypothesis test is the probability that sustainable differ-
ences won’t be wrongfully dismissed by the test. Any two broadly-based portfolios
of long positions in stocks will have returns that are highly positively correlated.

8 To reproduce the figure, the files to download from Kenneth French’s data library at Dartmouth Uni-
versity would be F-F_Research_Data_Factors.zip and F-F_Momentum_Factor.zip.
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In that circumstance, pairwise comparison of their mean returns over the same
period, with decades of data, will not suffer from low power. But if instead the re-
turns are not highly positively correlated, then it’s not uncommon for the power of
the test to be too low. The returns of hedged portfolios such as momentum_UMD,
value_HML, and size_SMB are poorly correlated with each other and with the mar-
ket. That does indeed mean that hypothesis testing of the differences between the
mean returns of any pair of the portfolios of Figure 1 is rather ill-advised.

And then there’s the matter of apples and oranges: Would it be fair at all
to compare the performance of a hedged stock portfolio with that of the market?
A hedged stock portfolio, such as momentum_UMD, value_HML, or size_SMB,
should be insulated frommarket risk and should thus be much less volatile than the
long-only market portfolio, with the reduced volatility happening at the expense of
reduced returns. We might then want to make some sort of adjustment for that
lower volatility—using, say, the Sharpe ratio as the basis of the comparison. But the
power of the hypothesis test of statistical significance that is based on the Sharpe
ratio is likewise far too small if the correlation coefficient of the returns is very low.

John Douglas Opdyke (2007) was the first to correctly show the relationship
between the correlation coefficient and the power of the test of the significance of
a Sharpe ratio difference. See also the top half of Figure 1 of O’Connor (2024),
which is focused entirely on Sharpe ratio differences in hypothesis testing.

Decile portfolio returns of PAST(2,12), ME, and BE/ME
To obtain themeanmonthly returns of each of these portfolios, we need only

to download three spreadsheet files, in *.csv format, from Kenneth French’s data
library, located on the Dartmouth University webpage.9 Then, using the “Value
Weight Returns – Monthly” data, we use the spreadsheet’s AVERAGE(:) function
to average the logarithms of the return-ratio data of each decile, which appear in
columns, over any desired date range. The averages are later exponentiated in order
to derive compounded returns. Figure 2 is the result of that exercise.

Of the three factors, momentum has suffered the least. Since the start of
2003, the PAST(2,12) decile choice has hardly mattered, but post-2007 the sign of
the difference between the mean return of the high BE/ME (value) decile and that
of the low BE/ME decile has been the opposite of what it was in prior years. The
same is true of the ME (size) deciles, post 2009 versus the prior years.

9 The files to download are Portfolios_Formed_on_ME.zip, Portfolios_Formed_on_BE-ME.zip, and
10_Portfolios_Prior_12_2.zip. The latter is for PAST(2,12), the measure of momentum.
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Figure 2: Mean monthly returns of momentum, value and size decile portfolios

Notes: Prior to 2003, buying high-PAST(2,12) (high-momentum) stocks and selling
low-PAST(2,12) (low-momentum) stocks paid off; thereafter momentum hardly mattered.
Prior to 2008, buying high-BE/ME (value) stocks and selling low-BE/ME (growth)
stocks paid off; thereafter doing the exact opposite worked. Prior to 2010, buying
small-cap (low-ME) stocks and selling big-cap (high-ME) stocks paid off; thereafter
doing the exact opposite worked. The calculated returns plotted here incorporate the
effect of compounding, with monthly rebalancing subsequent to recategorization.

Pitfall Avoidance and a Way Forward
This article focuses on the idea of regime change having happened and hav-

ing upset the factor applecart. There are tests that confirm this to be the case.
But it is also important to confront other problematical aspects of factor develop-
ment, such as the static character of factors and the distinct possibility that their
discoveries were based on chance occurrences rather than real effects.
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Change point derivation
The momentum (UMD) breakpoint at the end of 2002 and the value (HML)

breakpoint at the end of 2007, which are circled on Figure 1 above, are the points
in time at which regime change seemingly occurred, because thereafter there was
flatlining, or worse. These points are used in other analyses, presented below in this
article, that bear upon the question of whether the momentum and value factors
remain viable. In all of the analyses, the statistical significance of the change in
slope of the cumulative return plot is determined. Rejection of the null hypothesis
of no change in slope is then used as justification for labeling the change regime
change.

But it is also possible to perform a more proper hypothesis test that does
not rely on the analyst’s inspections of charts to find likely breakpoints (which are
also called change points)—to alleviate concern that the found points may have
appeared due to chance machinations of a stationary stochastic process. I used the
method of Ricardo Maronna and Victor J. Yohai (1978) to confirm that the change
points that seem apparent on Figure 1 are unlikely to have appeared there by chance.
Their method employs a dual null hypothesis. In the present use of the method, it
is that the distributions of the returns of both the portfolio under study and that of
the market are different, but remain the same over the entire period of study. The
alternative hypothesis is that the distribution of the returns of the portfolio under
study are distributed about a mean value that changes at some change point (with
the distribution of the market’s returns not having a change point). The algorithm
first attempts to find such a change point, determines the difference between the
mean value of the returns before and after the change point (if one is found), and
then determines the statistical significance of the difference. See also Kenneth W.
Potter’s article (1981) for a demonstration and clear summary of the method.

My findings with the Maronna and Yohai algorithm are that, over the period
from the start of 1950 to the end of June 2025, their test statistic has the value 17.4
for the factor-mimicking portfolio of momentum (UMD), with a change point
happening at the end of September 2002 (whereas from Figure 1 I had surmised
that the change point was approximately at the end of 2002). Similarly, with the
mimicking portfolio of value (HML), the test statistic has the value 18.6 and a
change point at the end of 2006 (whereas I had judged that the change point was
at the end of 2007). If the value of the test statistic exceeds 14.3, the probability of
reaching a finding of statistical significance in error is less than 0.01. In other words,
the null hypothesis was rejected at a significance level of 0.01 for both mimicking
portfolios.

Others have searched for these change points, and have found them, us-
ing entirely different methods. Smith and Timmermann (2022) find four change
points, supported by hypothesis testing, between 1950 and 2018, with the last two
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being June of 2001 and October of 2008—both close to the change point findings
that came from mere inspection of Figure 1 and from the use of the Maronna and
Yohai (1978)method. Smith and Timmermann did not work with factormimicking
portfolios; they primarily conducted a regression analysis that featured six explana-
tory variables, the underlying parameters of six factors (e.g., the stock’s book-to-
market ratio is the underlying parameter of the value factor, the PAST(2,12) mean
of the trailing returns is the underlying parameter of the momentum factor, etc.).
In addition to market, size, value, and momentum parameters as regressors, the re-
gression model included investment and profit parameter regressors. And change
points were determined using the entire regression model for the stock’s returns.
Thus, the occurrences of the change points were not attributed to any particular
factor. The authors were critical of Fama and French (2021) for the failure of that
article to observe and make use of the change points.

The t-test and its limitations
Several of the factor-related papers that are cited or reviewed here assess the

statistical significance of a found difference between the mean values of sample
returns of two portfolios by using the appropriate t-statistic. It will be helpful to
keep in mind how t-stats are interpreted. The interpretation of a t-stat’s value is
based on the presumptive truth of the null hypothesis that the expected value of
the difference in means is zero. If the absolute value of the t-stat of the sample is
greater than 1.65, then the probability of obtaining a t-stat of greater magnitude
than the sampled value and of the same sign, with the null hypothesis in effect,
is less than one in twenty, making it unlikely that the sample value could have
occurred if the null hypothesis were true.10 When the t-stat is greater than 1.65, the

10 Student’s t-test is a test of statistical significance that compares the means of two samples in such a way
as to reveal whether the difference between the two means might have occurred by chance alone. There
are two versions, the paired and unpaired tests. With the paired version, as used in the Fama and French
(2021) article, the portfolio’s monthly returns are paired with those of the market—month-by-month,
within a single sample period. Then, if 𝛸 = 𝑅 − 𝑅𝛭 is the monthly return of the portfolio minus
the return of the market, the t-statistic (which is usually abbreviated t-stat) is 𝛸̄/(𝑠/√𝑛) where 𝑛 is the
number of months in the sample, 𝑠 is the standard deviation of 𝛸 in the sample, and 𝛸̄ is the mean of
𝛸. The term 𝑠/√𝑛 is an estimator of the standard deviation of the sampling distribution of 𝛸̄, which is
called the standard error.

The expectation value of 𝛸̄ is the mean of its sampling distribution, and its value is unknown. But
if we hypothesize that its value is zero, which is called the null hypothesis, then we can reject the null
hypothesis as being too improbable if the sample value 𝛸̄ is substantially bigger in magnitude than
the sample approximation 𝑠/√𝑛 of the standard error—if the t-stat is substantially bigger than 1. The
widely followed custom in finance, in use by Fama and French in their 2021 article, is to regard a t-stat
of magnitude bigger than 1.65 as requiring rejection of the null hypothesis, because in that circumstance
the sample value of 𝛸̄ is unlikely to be consistent with the null hypothesis that its expectation value is
zero. That is, if the null hypothesis were true with the t-stat being of greater magnitude than 1.65, then
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null hypothesis is rejected and the found difference between the means is termed
statistically significant.11

The t-test is suitable for use in various circumstances involving mean re-
turns of portfolios. But, in addition to the cautions that are issued above about
the power of the test being suspect, or worse, in certain circumstances, there are
other problematical situations that reduce the power of the test. For example, the
occurrence of a mean-return change point—see the Change Point Derivation sub-
section above—does substantially bias t-statistic values downward, reducing the
power of the test. With Welch’s t-test the variance of the returns, within whichever
of the two intervals of time includes the change point, is in the denominator of the
t-statistic. And it is increased if there is such a change point, because the returns
on either side of the change point are widely separated values. That increase means
that the t-statistic is reduced, and the probability of rejecting the null hypothesis
when it isn’t true (i.e. the power of the test) is lower. Thus, Welch’s t-test applied
to the null hypothesis that there has been no reduction in mean returns of fac-
tors since their invention can be biased toward failure to reject if the subsequent
out-of-sample period includes a change point.

The foible of human nature called “data mining” that harms
investors

Data mining allows naïve quantitative analysts to fool themselves into think-
ing that they have a grand scheme that works when they are adjusting scheme-
defining parameters to optimize performance on one dataset (such as past market

that would mean that there would be less than one chance in 20 of any sampled value of 𝛸̄ exceeding
the found sample value (and being of the same sign). Thus, it’s unlikely that the found value was the
result of chance alone, with chance alone meaning the null hypothesis.

The computation of the t-stat for the unpaired version of the test is just a bit more complicated. In the
present article the version that is known as Welch’s t-test is used, which accommodates unequal sample
sizes and unequal variances. If 𝛸 = 𝑅 −𝑅𝛭 is the monthly return on the portfolio minus the return on
the market, and we have defined in-sample (IS) and out-of-sample (OOS) periods, then let 𝛸̄𝛪𝑆 be the
IS mean of 𝛸 and 𝛸̄𝛰𝛰𝑆 the OOS mean. The t-stat is (𝛸̄𝛰𝛰𝑆 − 𝛸̄𝛪𝑆)/√

𝑠2𝛪𝑆
𝑛𝛪𝑆 +

𝑠2𝛰𝛰𝑆
𝑛𝛰𝛰𝑆 .

11 Although the three articles by Fama, French, and Asness that are reviewed below make extensive use of
t-stats in hypothesis testing, there is no indication that any estimator of the standard error of the mean
other than the simple ordinary least squares version was used. It is reasonable to be a bit concerned about
autocorrelations in the returns biasing the thus-determined t-stat values upward. I did test for that by
using the stationary bootstrap method of Politis and Romano (1994) to correct for the autocorrelations.
With that procedure, the t-stats are usually lower than what would be computed using the naïve estimator.
The largest reduction in the computed values that I found was about 30%; in most cases the adjustments
were rather inconsequential. With that being the finding, I elected to proceed using the naïve estimator—
for compatibility with the articles that I reviewed and to avoid lowering the power of the test. Where
below in this article I report unpaired tests that were concluded with rejection of the null hypothesis,
rejection was obtained with both the naïve and the Politis-Romano estimators.
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returns), only to eventually realize that fine tuning is off-base when the thus-tuned
scheme is applied to a different dataset (such as future market returns).

Jegadeesh and Titman (2023, 4) provide an explanation of a particular data
mining concern:

Any [seeming] violations of the efficient market hypothesis are subject to con-
cerns about data mining. The concerns arise because academics and practition-
ers have collectively back-tested numerous return strategies—likely, most do not
predict returns—but only those that do predict returns are published in the aca-
demic and practitioner literature, giving the impression that stock returns are
more predictable than they really are.

This problem can occur with or without the help of journal editors. A single
analyst can sift through multiple enhanced-return strategies until finding one that
works, the problem being that with so many tries the one that worked may well
have worked simply by chance.

In settling on the definitions of the SMB and HML factors, Fama and French
(1993) introduced two classes of stocks based on market equity and three based
on the book-to-market ratio. Of the resulting six intersections of those classes,
they selected four for use when defining the value factor. They also had their
choice of what arithmetical formula to use for combining the mean returns of the
portfolios that were formed out of each of the six intersections into each of the
factors. Further, they investigated factors formed using other stock characteristics,
such as the earnings/price ratio. Those are quite a few choices, and something like
the “you’d only get, like, half the backtest going forward” problem can pretty much
be counted on to rear its ugly head.

That problem is expressed in Asness (2021):

Finally, at its most simple, we have never, not for a second, believed that one
should expect to get results going forward that are as good as a backtest. We may
fight hard, and on net successfully, to control data mining, but that doesn’t mean
we can eliminate it. Some always creeps in to even the best intentioned backtests.
For rough (very rough) justice, we’ve always started from an assumption that
you’d get half the backtested results going forward (of course, specific situations
might call for different estimates). Thus, oddly, when papers come out saying
that if you invested in all the published factors right after they were known you’d
only get, like, half the backtest going forward, others see a problem while we
generally pump our fists in a kind of obnoxious “yes!!”-like motion.

The expectation should be that the factors have not performed as well out
of sample as they had in sample. Asness et al. (2014) pointedly warns about the
possibility of the Fama-French data mining having run amok:

Taking this a bit further reveals a dirty little secret of value investing. It turns
out that value investing, as measured by HML… is highly sensitive to the fact
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that Fama and French chose to split the weight in HML half to large and half to
small… if HML was done just among large cap stocks in the original Fama and
French (1993) paper over the time frame used at that point in history, they would
not have found a very strong value effect at all.

But there is another way to look at this problematical aspect of backtesting,
and that is to question the reliability of any findings of statistical significance that
the authors might have reached that were used to guide selections from among can-
didate factor formulations. T-statistics are indeed used in Fama and French (1993).
This is the multiple hypothesis testing problem that plagues determinations of statis-
tical significance, and it’s greatly exacerbated if the power of the test is low. You
want the power to be as close as possible to 1.0 so as to avoid the error of failing
to reject false null hypotheses.

Even if the power isn’t low, the greater the number of candidate schemes
investigated in search of a good performer, the greater the chance of a different
kind of error happening: a chance finding of a statistically significant benefit when,
going forward, there will be none. But if the power is quite low, the analyst keeps
discarding alternatives, often wrongly discarding those that would have actually
been beneficial, and therefore casts a wider net in search of an alternative that tests
out as statistically significant. The odds of coming across a finding of significance
due to chance alone are thereby increased.

It’s not as though factor analysts all fail to watch out for data mining biases.
Asness (1995) states that its findings regarding the efficacy of the PAST(2,12) mea-
sure of momentum are primarily based on data from 1963 to 1991. But some tests
of the measure’s performance were performed over earlier periods as well. The
results did not suggest to Asness that the in-sample findings were substantially due
to data mining. Campbell R. Harvey and Yan Liu (2021) primarily discuss a math-
ematical scheme of theirs to explain the variation in expected returns of stocks
based on their intrinsic characteristics (e.g. momentum, book-to-market ratio, etc.)
that is different from the scheme of Fama and French (1993). But Harvey and Liu
go further and include a procedure to limit the untoward effects of the multiple
hypothesis problem.

There are a few ways of coping with the multiple hypothesis problem, but
it has no perfect solution. There is the scheme of Benjamini and Yekutieli (2001),
which has its merits; there is the Hansen-improved version ofWhite’s Reality Check
(Hansen 2005); cross-validation procedures are less elegant but effective. Harvey
and Liu (2021) use a variation of White’s Reality Check, but analysts often don’t
bother to implement any such scheme.12 Fama and French (1993) did not, so it’s

12 Jegadeesh and Titman (1993) do commendably implement a means of controlling the risk of false find-
ings of significance, by chance alone—Bonferroni corrections. An autocorrelation-consistent estimator
of the standard errors that are used to compute t-statistics was also used.
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unlikely that those authors, having formally adopted a 5% significance level goal
for their hypothesis testing, even came close to controlling the risk of false findings
of significance to less than a one in 20 chance.

The academic preference is for simple laws, not codebases
The academically derived factor portfolio schemes of momentum, value, and

size are analogous to laws of economics: Their designs are simple and static.13 They
came about through the scrutiny of long-term data (with Fama, French, and Asness,
28 years) and are each based on a particularly simple factor portfolio formation
algorithm (e.g. buy high book-to-market and sell low book-to-market). And that
algorithm is utterly constant: its parameterization doesn’t change with time (e.g.
you always buy the top 30% and sell the lowest 30%, always as ranked using the
same factor, with the 30% and the factor identity being examples of chosen but
fixed scheme-defining parameters). Thus, the academic factor portfolio formation
schemes are truly non-adaptive. If the market undergoes regime change, a factor
may become completely useless.

At first glance, creating such factors looks like very risky work for finance
professors. The market can suddenly change on them, discrediting their work. But
the academic world and the fund management world are accommodating. The
truth is that if you are going through 28 years of historical data, you can expect
some turbulent periods of a few years at a time here and there, during which factor
returns fail to beat the market—sometimes by a wide margin. The general idea is
that, from your analysis of 28 years of historical data, you are garnering what should
be expected in the way of similarly long-term future factor performance—not, say,
what should be expected of the returns over the next few years after the initial 28,
but the mean returns over something like the subsequent 28 years. That’s the Fama
and French (2021) way of thinking, because they note therein that 2021 is about
28 years beyond the 1991 founding of their factors. It almost seems that, short of
waiting something like 28 years, the claimed factor definitions are not falsifiable.
Non-falsifiability is an unfavorable situation for investors who then have to wait
28 years to determine whether Fama and French were misled by data mining.

A way forward
Here’s a real-world alternative, my own way forward: I, and legions of fellow

practitioners, pursue what is commonly called “supervised machine learning.” Nu-

13 And the laws of economics do proliferate. Andrew Lo, the MIT economist, likes to muse about that:
“And it’s a peculiar psychological disorder…this desire to be able to explain 99% of all economic phe-
nomena with three laws. Right, that’s what physicists can do. In fact, we have 99 laws explaining maybe
3% of all phenomena (laughter)” (Lo 2010, 6:40).
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merous books have been written about how to do it. The Massachusetts Institute
of Technology offers several courses on the topic (and of course other such insti-
tutions do likewise). Although the machine learning sort of thing that I do is also
based on scrutinizing long-term data, it features fairly complicated algorithms that
are adaptive, unlike the academic-factor approach. The parameterizations of these
algorithms vary in response to changing market conditions because there is also a
focus on trailing short-term data. This allows for adaptation to, or avoidance of,
regime change in a timely manner.

Regime Change Literature Review
As demonstrated above, years went by between the circa-1991 invention of

the value, size, and momentum factors and the regime changes that ended their
viability (e.g. Figure 1). In those interim years, others were at work finding new
factors or combinations of factors. Novel frameworks for forming and managing
portfolios based on the new factors were also devised. During most of the interim
years, the original factors had been producing returns that were unimpressive or
even lacking when compared with the market’s returns.

The early follow-on contributors to the factor business had no regime-
change issues to confront, but they were aware of the shortcomings of the original
factors. Some did pointedly suggest that the slippage in the performance of the
original factors might have been the natural consequence of data mining. But they
were basically out to build better mousetraps of their own, so to speak. The scope
of this factor founding activity has been stunning, and it is not at all clear that the
pace has waned. John H. Cochrane (2011) called the plethora of new factors a
“factor zoo.” About five years later, Campbell R. Harvey, Yan Liu, and Heqing
Zhu (2016) counted about 300 post-1991 publications announcing new factors.

I will now proceed to mention some articles that were published well after
the momentum regime-change point, and some from well after the value regime-
change point. These articles were based on data that by then exhibited regime
change, yet the authors did not recognize it as such.

Neely et al. (2014) found that combining information from both technical in-
dicators and macroeconomic variables significantly improves equity risk premium
forecasts when compared to using just one or the other. Their study period ex-
tended from the start of 1953 to the end of 2011. Momentum, whose returns had
flatlined by the start of 2003, was included in the analysis. The authors did also
test for regime change, for structural break, but found “little evidence of structural
instability in the predictive regressions” (Ibid., footnote 9).

Hanson and Sunderam (2014) took the approach of studying whether
time-varying levels of short interest in a company’s stock effectively represent
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the amount of arbitrage being undertaken to exploit a pricing anomaly. They
generally concluded (p. 1238) “that the amount of capital devoted to value and
momentum strategies has grown significantly since the late 1980s,” bringing about
lower strategy returns. However, they also qualify that conclusion by noting that
the arbitrage capital is not always made available in a timely manner, so strategy
returns may not be eliminated. In short, they do not acknowledge that there was
any abrupt point in time beyond which momentum or value failed to perform at
all.

Da et al. (2014) find that “[m]omentum following continuous information
persists for eight months, while the momentum profit following discrete infor-
mation becomes insignificant after two months” (Ibid., 2173). They are talking
about how investors respond to a steady stream of small bits of information versus
sudden big news. Whatever the merits of their claims, the article takes no notice
whatsoever of the utter flatlining of momentum from 2003 onward.

McLean and Pontiff (2016) studied how the post-publication performance of
a new factor tends to be substantially diminished from the prepublication research-
phase performance. They did so for 97 factors, including value, size, and momen-
tum. Regime change is not mentioned. No notice is taken of the momentum and
value regime change points, evidently because they are not publication dates.

But Harvey et al. (2016) had a different explanation for factor post-invention
malperformance: data mining. The authors took an expansive view of the prob-
lem, noting that every factor invention involved scrutiny of numerous candidates.
Further, they applied established means of properly computing the probability of
the found outperformance having happened by chance. The authors “argue that
most claimed research findings in financial economics are likely false” (Ibid., 5).
They do not discuss regime change.

Jacobs and Müller (2020) followed in the footsteps of McLean and Pon-
tiff (2016), reexamining the 97 factors but also examining 144 additional cross-
sectional return anomalies. They extended the analysis beyond the United States
to include developed-nation stock markets. They noted that the United States mar-
ket shows a robust and “reliable post-publication decline in long-short returns”
(Ibid., 213). But again, the regime changes affecting momentum, value, and size
went without notice. While those events were the main reasons for the observed
declines in the long/short returns of those factors, they happened well beyond the
respective publication dates.

Arnott et al. (2021) has the title “Reports of Value’s Death May Be Greatly
Exaggerated.” That does set the tone, doesn’t it? Arnott is a partner and chairman
of Research Affiliates, LLC. Acting as an investment manager that partners with
some of the world’s largest investment managers, the firm delivers mutual funds,
ETFs, commingled funds, and separately managed account solutions—$188 bil-
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lion in assets (Research Affiliates 2026). Notably, the authors do list “structural
changes in the market” as one of several possible causes of factor portfolio under-
performance in their introduction. Their Figure 2 plots upHML exactly as above in
Figure 1 of this article. The authors place the regime change point within a year of
where I put it. Yet they decline to acknowledge that it is structural change, regime
change. Instead, they hold out for other explanations, such as the rise in valuations,
for growth relative to value (with “valuations” referring to stock prices relative to
book value per share): “Unless we choose to assume that the valuation spread
between value and growth stocks will continue to widen indefinitely, our analysis
suggests that value is highly likely to outperform growth in the years ahead” (Ibid.,
46). They do also make use of momentum in the formation of an improved ver-
sion of HML. This is despite the fact that their Table 1 shows that between January
2007 and June 2020 (inclusive) momentum returned 1.2% to the market’s 8.6%. In
other words, the momentum regime change was ignored. Moreover, after early
2007 their improved HML factor performs almost as badly as HML (−3.2% per
year versus −5.4% per year, on their Figure 2), yet they decline to recognize that
refractory aspect of the new regime as indicative of true regime change.

Lev and Anup (2022) go a long way toward emulating Arnott et al. (2021).
Their Figure 1 shows the negative mean return performance of the value factor
from about 2007 onward. Their Figures 2 and 3 show that their adjustments to the
value factor, which focus on the proper treatment of intangibles as in the Arnott
et al. article, offer scant improvement from 2007 onward. Yet they never mention
regime change or structural change, nor do they do anything about controlling for
data mining.

Others have examined stock market regime changes in some depth. Further,
efforts have been made to find ways of adapting to certain forms of regime change
as it happens.

One intriguing thread of research began in 1951 when a book by New
Zealand mathematician and statistician Peter Whittle introduced the ARMA
model—the autoregressive-moving-average model (Whittle 1951). Here “autore-
gressive” refers to the fact that the model approximates the current value of a
stochastic time series (e.g. monthly returns of a stock) as a weighted linear sum
of trailing values; the “moving average” component makes corrections to the
autoregression approximation, by adding a weighted linear sum of the error terms.

Note especially that the autoregression component, the weighted linear sum
of trailing values, is a general form that is quite capable of expressing Asness’s
PAST(2,12) measure of momentum and subsuming it. Indeed, linear regression
modeling of returns with PAST(2,12) does appear in Asness (1995).

But, just as is the case for linear regressions, the ARMA model demands sta-
tionarity: The statistical properties of the stochastic process must not change with
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time. So regime change causes very substantial problems with ARMA modeling.
To the rescue came James D. Hamilton (1989). His article proposed a fix for the
deleterious effects of regime change on ARMA modeling: He developed a non-
linear iterative filter which, when applied to the weightings of the ARMA model,
permitted the econometrician to draw probabilistic inferences about whether and
when regime change has occurred. The filter provided a foundation for estimating
revised weightings for use going forward.14

“Regime Switching in StockMarket Returns” is the title of an article by Hunt-
ley Schaller and Simon Van Norden (1997). The authors make substantial use of
Hamilton’s procedure and show that the price-dividend ratio, as a factor, has some
predictive power for stock market returns, but only after accounting for regime
switching.

Rapach and Wohar (2006), nearly a decade later, consider “predictive regres-
sions models of…real stock returns based on eight financial variables that display
predictive ability in the extant literature,” and show that the then extant literature
could have been improved by taking regime changes into account. The authors
find, for example, that when modeling the S&P500’s returns there is strong evi-
dence for regime change (“structural breaks” in their parlance), affecting five of
the eight financial-variable regression models. They use procedures other than
Hamilton’s for detecting the regime changes. The Fama-French value and size fac-
tors and the momentum factor were not among the financial variables that they
considered.

An article by Lettau and Van Nieuwerburgh (2008) considers stock return
predictability by financial ratios to be controversial, with in-sample and out-of-
sample results not offering consistency. After the authors account for regime
shifts, which they do with Hamilton’s scheme, and alternatively with other sim-
pler schemes, they adjust the financial ratios accordingly. However, they find that
out-of-sample performance is sensitive to their estimates of the magnitudes of the
regime shifts.

Rapach and Zhou (2013) is part of a handbook, and the chapter’s title is
“Forecasting Stock Returns.” The authors suggest several strategies, and one of
them is observing and adapting to regime shifts. Their chapter provides details of
one such method, and rather thoroughly reviews prior studies by others.

Hammerschmid and Lohre (2018) contains a thoroughgoing regime-change
literature review of its own, which is worth a look. The article considers fundamen-
tal variables and technical indicators that are known to be predictive of equity risk
premia, alongside macroeconomic variables (viz., inflation, unemployment, GDP,
consumption, money stock, and production). The latter are considered to be ca-

14 There is an open-source Python code module, statsmodels.tsa.regime_switching, that implements
Hamilton’s algorithm for detecting regime changes.

328 VOLUME 23, NUMBER 2, SEPTEMBER 2026



FALL FROM GRACE OF FAMA-FRENCH AND MOMENTUM FACTORS

pable of representing regime change and are compiled into regime factors via the
use of a regime switching model of the same general character as that of Hamilton
(1989). The authors conclude that a regression model that incorporates three of
the fundamental variables, one technical indicator, and a regime factor provides su-
perior out-of-sample performance. The Fama-French book-to-market ratio factor
variable is not one of the fundamental variables that were retained for use; it was
not found to produce acceptable out-of-sample performance.15

Smith and Timmermann (2022) find four change points, supported by hy-
pothesis testing, between 1950 and 2018, with the last two (June 2001 and October
2008) being close to the change point findings of the present article, which came
from mere inspection of Figure 1 and from the use of the Maronna and Yohai
(1978) method. The authors primarily conducted a panel regression analysis that
featured six explanatory variables, the underlying parameters of six factors (e.g. the
stock’s book-to-market ratio is the underlying parameter of the value factor, the
PAST(2,12) mean of the trailing returns is the underlying parameter of the mo-
mentum factor, etc.). In addition to market, size, value, and momentum parame-
ters as regressors, their model included investment and profit parameter regressors.
Change points were determined using the entire multivariate regression model for
the stock’s returns. Thus, the occurrences of the change points were not attributed
to any particular factor. The authors were critical of Fama and French (2021) for
the failure of that article to observe and make use of the change points.

Asness (1995) mentions that there were periods early in the 20th century
during which high and lowmomentum stocks did not perform as expected; instead,
there may have been “regression to the mean.” Javier Giner and Valeriy Zakamulin
(2023) published an article titled “A Regime-switchingModel of Stock Returns with
Momentum and Mean Reversion.” In it, we read that the authors are reliant upon
Hamilton’s work but have extended his analysis a bit. The findings are “that this
model induces short-term returnmomentum and subsequent reversal” (Ibid., 1), in
agreement with empirical results. In other words, reversal, reversion to the mean,
which confounds momentum investing on occasion, is successfully modeled as
regime change (switching).

15 Open-source Python code is available, from several sources, for running the “expectation–
maximization (EM) algorithm” for the maximum-likelihood estimation of regime-switching parameters
that was used by Hammerschmid and Lohre. Several other Python open-source libraries implement the
principal-component analysis that was also integral to their process (e.g. sklearn.decomposition.PCA).
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Reviewing Articles by Fama and French, and
Asness

None of the three articles critiqued here include a chart showing portfolio
performance versus time, such as a plot of cumulative return versus time. It would
be difficult to argue for the continued viability of a factor if anything like Figure 1
above were to be displayed. My cursory reviews of the articles suffice to show that
factor founders French, Fama, and Asness had at their immediate disposal all of
the data that would have been needed to assess and disclose the clearly evident
occurrences of regime change, yet they opted not to do so.

The three authors have declared conflicts. Clifford Asness is the Managing
and Founding Principal of AQR Capital Management, LLC, a global investment
management firm whose SEC Part 2A of Form ADV (Firm Brochure) states in
part that it “relies on proprietary models, utilizing a set of value, momentum, and
other factors” (AQR Capital Management, LLC n.d.). Eugene Fama and Kenneth
French are shareholders in, board members of, and advisors to Dimensional Fund
Advisors LP. Their organization has created and managed numerous funds, includ-
ing the Dimensional US Small Cap Value (I) ETF (DFSVX) that had its inception
in 1993 near the publication date of Fama and French (1993), which had finalized
size and value as factors.

Asness et al. (2014)—Fact, Fiction, and Momentum Investing
My disagreement with Asness et al. (2014) is not minor. Their article pecu-

liarly compares the mean returns of momentum over its 1991–2013 out-of-sample
period with the returns of the 1963–2013 conjoined in-sample and out-of-sample
periods. That design, that misstep, makes it seem as though the mean returns
only just declined by about 2%. Of course, if anything, the comparison should
instead have been made between the returns of the 1963–1991 in-sample period
and those of the entirely separate 1991–2013 out-of-sample period. Such a com-
parison would have revealed that the actual decline, from the in-sample returns of
1963–1991, was by about 4%.

The article utterly conceals the flatlining of 2003–2013, a decade that pro-
duced negative returns, of −1.9% per year.16 That glaring failure thus concealed,
the article misstates that span of utterly untoward results as “the last few years,” and
characterizes it as momentum merely having “a more difficult time.” And there’s

16 This is the return on a hedged momentum (UMD) stock portfolio that earns interest on cash from
short sales (adjusted to allow for a short rebate on short-sale proceeds of 50 basis points). Thus, the
stated annualized mean return of UMD during the 2003–2013 period is not 1.9% below that of the
market. It is not 1.9% below the mean return on cash. No, it’s 1.9% below zero.
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a claim that momentum “has been shown to be robust out-of-sample” and then
the parenthetical that it is “(an important exercise we will repeat here).” Losing
1.9% per year for an entire decade is not a repetition of “robust out-of-sample per-
formance,” and, if the decade of −1.9% had been disclosed, that could not have
been written. Comeuppance arrived in the form of continued flatlining over the
succeeding 11 years and counting.

Recalling the discussion above concerning the inadvisability of conducting
a Welch’s t-test when a change point (from one regime to another) has happened
within one of the samples, I avoided that problem by testing the null hypothesis that
the mean return of momentum between and including July 1991 and December
2002 was the same as the mean between and including January 2003 and December
2013—taking the end of 2002 to be the change point. I found a t-stat of −2.38,
which is a clear rejection of the null hypothesis. The annualized returns went from
17.9% prior to the change point to the aforementioned −1.9% thereafter. That is
another confirmation of regime change.

MTUM is the ticker symbol of the iShares MSCI USA Momentum Factor
ETF. It had its inception on April 16, 2013, a full decade after the momentum fac-
tor proper’s mimicking portfolio UMD had started flatlining. The fund’s webpage
states that the fund provides “exposure to large- and mid-cap U.S. stocks exhibit-
ing relatively higher price momentum” (Blackrock n.d.). Jegadeesh and Titman
(1993) is cited; no other article on momentum is cited. The portfolio formation
scheme of the index that MTUM tracks is not based on PAST(2,12), UMD’s mea-
sure of momentum. Instead, trailing 6- and 12-month time periods are used to se-
lect 125 stocks of the highest momentum, which are then capitalization-weighted
up to a maximum weighting of 5% (Securities and Exchange Commission 2024).
Thus MTUM is utterly unlike the factor portfolio UMD, which is fully hedged and
chooses stocks to hold long or short using a different criterion.

Figure 3 below demonstrates that MTUM has performed quite a bit like SPY,
the huge fund that tracks the S&P 500 index. I find the annualized returns of the
two funds since the inception date of MTUM to be 14.7% and 14.0%, respectively,
and the corresponding Sharpe ratios to be 0.78 and 0.79. So, when there is an
adjustment for the different volatilities, such as via the Sharpe ratio, the two funds
score essentially the same.

The small difference between the mean annual returns of the two funds is
not inconsistent with the dramatic flattening of momentum decile mean returns
over the entire post-2002 period, as shown on the first panel of Figure 2, because
that figure does show slightly enhanced returns for the top decile. The lesson is
that real-world long-only momentum does not beat the market.
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Figure 3: Cumulative returns of momentum and of a market-index exchange-traded fund

Notes: MTUM finishes with its cumulative return just a bit better than that of SPY, but it
is also more volatile. Each tick mark is at the beginning of the year of its label.

Fama and French (2021)—The Value Premium
Fama and French (2021) is focused on the value factor, but not in the form

of HML. Rather, the authors state that they are mindful of others having a focus
on the return premiums of portfolios, which is to say the portfolio returns minus
those of the market, so they follow that standard. Accordingly, they do not refer to
HML at all but instead separately consider the in-sample and out-of-sample return
premia of the four sub-portfolios that are represented in the formula for HML,
which are formed out of four of the six intersections of their market equity (ME
or size) and book-to-market ratio (BE/ME or value) classes.

Their Table 1 Panel A shows, unequivocally, that the SV portfolio (which was
labeled SH in their 1993 article), which now stands for small-cap value, outshines
the others in their 1991–2019 out-of-sample period, just as it did in their 1963–
1991 in-sample period. For present purposes it will therefore suffice to focus on
the performance of the SV portfolio.

Looking at the SV-Mkt plot on Figure 4 below, in the 1991–2025 period: yes,
there are wiggles, but it also looks quite a bit like two straight lines joined together at
an angle at about year-end 2007. Comparing the pre-2008 and post-2007 segments
of the plots, the difference between the slopes of the cumulative return is rather
gross. The slopes being proportionate, on the logarithmic vertical scale, to the
mean of the monthly premiums tells us that the pre-2008 and post-2007 means are
very different. I therefore investigated the statistical significance of that difference
in the means.

Could I get rejection of the null hypothesis that the expected premiums of the
1991–2019 198-month pre-2008 part and of the 210-month post-2007 part were
the same? Following Fama and French’s lead, I used the very same t-tests that they
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used. My findings are that the mean annual return of the SV – Mkt mimicking
portfolio (with the estimated short-rebate-adjusted returns on cash from the short
sales included) dropped from 9.2% pre-2008 to −0.5% post-2007, and that the
null hypothesis for that pre-2008 and post-2007 comparison is handily rejected
with a t-stat of −2.31. I also investigated the null hypothesis that the SV portfolio’s
expected return was the same as that of the market in the pre-2008 part of the
1991–2019 period. I then did the same for the post-2007 part. The pre-2008 null
hypothesis was rejected with a t-stat of 2.15; the post-2007 null hypothesis test
produced a t-stat of −0.37, a clear failure to reject.

Figure 4: SV portfolio and market portfolio cumulative returns

Notes: Over the period from about year-end 2007 onward, the mean of the excess SV
premiums has been slightly negative, as is shown here by the decline, after 2007, of the
cumulative return of the SV-Mkt mimicking portfolio. That is a reversal of the prior
uptrend. The dashed vertical lines delineate the original Fama-French in-sample period.
Each tick mark is at the beginning of the year of its label. The short rebate on the
proceeds of the short sale was assumed to be 50 basis points less than the risk-free rate.

In sum, I differ with Fama and French regarding tests of value’s continued
viability: They acknowledged that out-of-sample returns to value are substantially
less than in-sample returns, but found that it was not possible to determine the de-
cline as statistically significant. Using their best-performing portfolio (SV – Mkt),
I have shown that recognition of the change point circa 2007 immediately leads to
the mean returns to value over the pre-2008 and post-2007 periods showing a statis-
tically significant difference (with the post-2007 returns being quite objectionably
dismal).
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To conclude this review of Fama and French (2021), DFSVX is the ticker
symbol of the Dimensional Fund Advisors US Small Cap Value Portfolio (1). It
had its inception on March 2, 1993, quite near the publication date of Fama and
French’s 1993 paper. The fund’s webpage states that the investment objective of
the fund is “to achieve long-term capital appreciation” (Dimensional Fund Advi-
sors n.d.). Whatever the details of operation of the fund, its portfolio is radically
different from the mimicking portfolio of either the SMB (size) or the HML (value)
factors, as the latter are fully hedged.

Figure 5 below demonstrates that, since about 2007, DFSVX has not per-
formed nearly as well as SPY. I find the annualized returns of the two funds since
the inception date of DFSVX to be 6.6% and 10.8%, respectively, and the Sharpe
ratios to be 0.18 and 0.52, respectively. DFSVX currently has an expense ratio
of 0.31%; SPY’s ratio is 0.0945% (State Street Investment Management n.d.). The
gross performance dissimilarity betweenDFSVX and SPY is not unexpected, given
the post-2007 and post-2010 flatlining of the cumulative returns of the mimicking
portfolios of the value (HML) and size (SMB) factors, as shown on Figure 1 and
on the second and third panels of Figure 2.

Figure 5: Cumulative returns of small-cap value and of a market-index exchange-traded
fund

Notes: DFSVX held its own until about 2007, but thereafter it has returned far less than
SPY and has been more volatile. Each tick mark is at the beginning of the year of its label.

Asness (2024)—The Less-Efficient Market Hypothesis
Asness says, about 51 minutes into a recent podcast (Columbia School of

Business 2025), that Asness (2024) was an invited paper that was not peer re-
viewed.17 He jokes that in such cases the editor just checks to see if it’s a Un-

17 At the webpage for the podcast, hitting the Play button starts the audio podcast. But no way of jumping
to any given point in it appears. To do so, after hitting the Play button, look at the very top of the page
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abomber manifesto. He is otherwise candid: “And I do say, at the beginning of
this paper, by the way, that this paper is a lot of opinion. It’s really hard when you
have two data points of crazy periods, and you have very general hypotheses…
you’re not going to build a solid quant paper.” However, it won the “Outstanding
Article” award of the 26th Annual Bernstein Fabozzi/Jacobs Levy Awards, a des-
ignation decided by subscribers to the Journal of Portfolio Management in which
it was published (AQR Capital Management, LLC 2025).

The article attempts, in a roundabout way, to make two separate periods of
market history, circa 2000 and circa 2021 (during which the lowest big-cap book-
to-market ratios of the market were extremely low) into evidence of reduced market
efficiency. It presents only book-to-market ratio data; there is no presentation at
all of value factor returns data that were readily available from the same source. At
first glance, the article could be considered to be too far off topic to be suitable
for review here—after all, it entirely avoids confronting systematic trends in value
factor returns. However, Asness counsels that staying the course is generally best
in the long run:

Assuming a valuation change will continue to go on forever is obvious folly.
Hopefully, you can see that a little time asking why something happened can
change your perspective, if not the reality of what occurred, and hopefully help
you stick with the plan.
So, pushing yourself (and whoever you report to!) to have the longest time hori-
zon possible is definitely #1 on the list. Quoting myself, “a long-term horizon is
the closest thing to an investing superpower.” (Asness 2024, 17)

In other publications, cited below, he has specifically stated that he will stick
with the value factor in the long run. And the article itself begins with “key findings”
that include one that states that: “If [the stock market has gotten less efficient], this
means disciplined, value-based stock picking is both riskier and likely more rewarding
in the long run” (emphasis added). The article’s staying-the-course advice, and its
deliberate avoidance of the evident value factor regime change by only presenting
episodic data on book-to-market gyrations, make it on-topic.

Asness has been candid about his firm’s losses during those two episodes of
anomalous book-to-market ratios. AQR’s value-involved portfolios have suffered
badly twice in the last three decades—once in the run-up to the 2000 dot-com
peak, and then again at the 2020 Covid-19 crash. He wrote the following about his
company’s most recent serious losing period (Asness 2020):

Sure, the last nearly three years have hurt, but at least the explanation was straight-
forward. A core part of our process, value, suffered. So when value rebounds,

and hover over the little square that contains a thumbnail image of the Value Investing with Legends
logo. Click on the expand icon that then appears (which is double-ended arrow symbol).
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we will too, right? Well, not necessarily. To be clear, if value makes a prolonged
major recovery, we certainly believe we will as well, but over short periods that
doesn’t have to happen. Unfortunately, this is what we have experienced since
the end of October, making what I’m about to cover excruciating. While it does
not change my view going forward one drop (more on this later), that doesn’t
mean it’s not a gut punch.

Notwithstanding those extensive losses, Asness (2021) states that “excruciat-
ing results don’t really change our long-term estimate of the value factor’s expected
return.” And this was with full cognizance of the years immediately before and af-
ter the 2000 dot-com peak in the market, about which Asness (2024, 5) states that:
“Return to value strategies…were crushed at never-seen-before levels as the prices
of already expensive stocks soared versus those of cheap stocks. They then made
more than all of that back in the years after the peak.” His firm’s funds did also
suffer lesser losses of as much as 13% just prior to the Lehman Brothers/subprime
financial crisis of 2008 (Celarier 2024).

Figure 6: BV – BG ratio of price-to-book ratios versus factor cumulative returns

Notes: The BG/BV ratio of price-to-book ratios plot is as in Exhibit 1 of Asness’s article.
The BV – BG cumulative return is that of the factor mimicking portfolio, and estimated
short rebate returns have been included. The short- and thin-dashed vertical lines
delineate the Fama-French in-sample period. The long- and thick-dashed vertical line is
the starting point of the Asness exhibits. Each date tick mark is at the beginning of the
year of its label.

With BV standing for big-cap value stocks (those of the highest book-to-
market ratios) and BG standing for big-cap growth stocks (those of the lowest
book-to-market ratios), the three exhibits of Asness (2024) only present data on
the ratio of the BG price-to-book ratio to the BV price-to-book ratio (which is
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mathematically identical to the ratio of the BV book-to-market ratio to the BG
book-to-market ratio). The performance of the mimicking portfolio of long po-
sitions in BV stocks and short positions in BG stocks is never shown. Figure 6
above makes amends for that.

The aforementioned bad times for the AQR firm are circled on the BV – BG
cumulative return plot. The spiking that is shown at about those times, post-1991
on the Figure, in the ratio of the BG price-to-book ratio to the BV price-to-book
ratio, happened almost entirely because the numerator (which is the reciprocal of
the BG book-to-market ratio) spiked. Note especially that, although small-cap
stocks are utterly excluded, the plot shows the same sort of change point, circa
year-end 2007, that is shown on Figure 1 for the value_HML portfolio (which does
involve small-cap stocks) and on Figure 4 for the SV – Mkt portfolio. Figure 6 also
shows how radically the overall out-of-sample performance of big-cap value has
failed, since the 1991 start of the out-of-sample period, to meet the “you’d only get,
like, half the backtest going forward” standard: Surely “half the backtest” means
beating the market by half as much. And yet, post 1991 the growth in the BV –
BG mimicking portfolio’s cumulative returns is handily exceeded by the market’s
growth.

In observance of the change point in the BV – BG mimicking portfolio’s
returns, I applied the unpaired Welch’s t-test analysis to the pre-2008 and post-
2007 subperiods of the months of July 1991 through to and including December
2023. There is again rejection of the null hypothesis that the mean returns pre-2008
and post-2007 are the same (t-stat −2.10). Mean annualized compounded returns
of the pre-2008 and post-2007 subperiods, with estimated short-rebate-adjusted
returns on cash from the short sales included, are 6.1% and −3.4%, respectively.

That analysis doesn’t rebut quantitative analysis within the Asness (2024) ar-
ticle, as there is little in the way of quantitative analysis in that article. None of what
there is even pertains to returns of value portfolios. The article generally supports,
with words, the idea that in out-of-sample times, in addition to the “you’d only
get, like, half the backtest going forward” effect, which is a statement about mean
returns, investors should expect volatility in the form of substantial downturns
(even if the downturns were not present during the in-sample period). I found
that mean annualized compounded returns of the BV – BG portfolio over the
in-sample 1963–1991 and out-of-sample 1991–2023 subperiods, with estimated
short-rebate-adjusted returns on cash from the short sales included, were 10.1%
and 1.3%, respectively (t-stat −2.82). This rejection happened despite the presence
of the mean return change point in the 1991–2023 period, and despite the volatil-
ity circa 2000 and circa 2021, which reduced the power of the test. That drop in
returns is not a 50% haircut; it’s far worse. And again, over the entire 16 years
from the end of 2007 on to the end of 2023, the annualized return was a miserable
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−3.4%.
Figure 7 below depicts the margins by which big-cap factor sub-portfolio

Sharpe ratios have exceeded the Sharpe ratio of the market (Mkt). On it, as above,
value refers to BV stocks; growth refers to BG stocks. Momentum has been
included. Stock market returns exhibit heteroscedasticity and autocorrelations.
Hence a heteroscedasticity- and autocorrelation-consistent estimator was used to
determine the confidence intervals. See Ledoit and Wolf (2008) and Mark (n.d.).

Figure 7: Sharpe ratio differences of factor big-cap subportfolios (monthly data)

Notes: Colored bars extending to the right of the 0.00 line mean that the subportfolio’s
Sharpe ratio exceeded that of the market (Mkt), with the bar’s length representing the
difference. The error bars indicate 90% confidence intervals. The cc quantity is the
correlation coefficient between the sub-portfolio’s returns in excess of the returns on
cash and the market’s returns in excess of the returns on cash.

Confidence intervals lying either entirely to the right or left of the 0.00 line
on Figure 7 signify that the Sharpe ratio difference is statistically significant. Quick
observations can be made about momentum. With the red bars pertaining to the
low-momentum sub-portfolio, the indication is that its risk-adjusted returns have
always been lower than those of the market, in a statistically significant way. But the
blue-barred high-momentum sub-portfolio is a different story. It seems to have
started with risk-adjusted returns exceeding those of the market, with statistical
significance, only to make a transition to its Sharpe ratio almost equaling that of
the market since the start of 2003.

But Asness (2024) is primarily concerned with what has been happening
to value, not to momentum. And the value story that we get from Figure 7 is
more interesting. It’s clear that during the pre-1991 period risk-adjusted returns
to value (green-barred) exceeded those of the market, with statistical significance,
with growth (lavender-barred) very nearly also having risk-adjusted returns differ-
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ing from those of the market with statistical significance, but to the downside.
But then, during the period from 2008 onward, when the cumulative return

of the BV – BG portfolio was sloping downward, both value and growth risk-
adjusted returns are presented as being close to manifesting statistically significant
differences from those of the market, but with the sign of the Sharpe ratio dif-
ferences reversed. This is in spite of the fact that the confidence intervals in the
2008-onward period are wider due to the included number of months being much
less than in the 195407–199012 period. This reinforces the contention that there
was a definitive breakpoint at about the end of 2007, with the big-cap value factor’s
performance thereafter being wholly unlike what it had previously been.

Conclusion
The empirical analyses of this article show that, in the U.S. stock market,

regime changes have caused the momentum factor and the Fama-French value
and size factors to lose their viability—beginning in about 2003, 2008, and 2010,
respectively. The market is no longer what it was during the 1963–1991 in-sample
discovery period of the factors.

Data and Code
Data and code used in this research is available here.
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