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The Max U Approach: Prudence
Only, or Not Even Prudence?
A Smithian Perspective
David Lipka1
LINK TO ABSTRACT

Deirdre McCloskey is discontented with the practice of economists. She
dislikes that they follow Paul Samuelson instead of Adam Smith. In her opinion, it
is a mistake—a mistake she, too, once committed. She once believed that the only
character needed for understanding markets is “Mr. Maximum Utility, the monster
of Prudence who has no place in his character for Love—or any passion beyond
Prudence Only” (McCloskey 2006, 135). She, too, wrote articles populated by the
“Max U-er obsessed with prudence” (2006, 375), “Max U, that unlovely maximizer
of Utility, Homo prudens” (2010, 274). But she changed her mind and she invites
others to follow her lead: Max U—a character fettered by the ends-means logic of
Prudence Only (2006, 111) does not work, not even scientifically, she claims (135).
Here I do not want to assess the working of Max U as an explanatory device.
I focus on McCloskey’s identification of Mr. Maximum Utility with prudence, an
identification that permeates her work.2 I do not think that works, either.
The strategy I pursue is to contrast Max U with the man of prudence in
Smith’s The Theory of Moral Sentiments (1759; hereafter TMS). The reason for singling
1. University of Economics, Prague, 130 67 Prague 3, Czech Republic. I would like to thank Niclas
Berggren, Marek Hudik, and participants in the George Mason University Invisible Hand Seminar for
many helpful comments. Any errors, of course, are my own. I also gratefully acknowledge the financial
assistance provided by the International Center for Economic Research.
2. It seems to be a fair characterization of her position despite the fact that, in Bourgeois Dignity, McCloskey
writes that prudence in the P-Only character of Max U is not necessarily the classical one: “Max U cares
only for the virtue of prudence, and even ‘prudence’ defined in an especially narrow way” (2010, 274, emphasis
mine).
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out Adam Smith is simple. Even though McCloskey (2004, 318) uses the word
prudence as a “useful, long-period compromise among the wisdom-words from
phronesis in Aristotle to ‘maximization’ in the modern economists,” Smith occupies
a prominent position in her argument. He is not just one of many in the tradition.
He is the founding father of economic science and also, contends McCloskey
(2008a), the last prominent figure in the former mainstream of the virtue ethics.
In the postscript to Bourgeois Virtues outlining her future work, she further stresses
Smith’s prominence by saying: “The way forward is to go back to the blessed Adam
Smith, or at any rate to his project…of a commercial yet virtuous society. And
humanistic economics” (2006, 514). Smith’s TMS therefore seems to be the ideal
locus for probing McCloskey’s claim about Max U being P-Only.
The chief question I want to address is whether the processes underlying the
virtue of prudence in Smith correspond to the decision making process McCloskey
ascribes to Max U, or in other words, whether the process of decision making
described by Smith can be interpreted as a version of utility maximization.

What is prudence? Preliminary remarks
McCloskey’s description of prudence is rich yet elusive. The elusiveness is
perhaps a consequence of her rich talk. Still, I can see three notable aspects. First,
she links prudence with “P-Only motivations” (2006, 411), “P variables of…
pleasure, …profit, …power” (407), and she writes about “Prudence-Only axioms
of strict self-interest” (497). Second, she believes prudence fulfills an “executive
function” (256); it denotes “know-how” (66, 253), ends-means logic or
instrumentality (111). And third, she identifies prudence with the lack of regard of
one’s own character: “Max U does not value even himself as a person, and leaps at
the chance to hitch himself up to an Experience Machine” (135). Max U does not
value Max the man but only the utility of the consequences of his actions (258).
Combination of the three perspectives gives us a character that is not
particularly attractive. McCloskey offers an example: “Albert Speer, Hitler’s official
architect and from 1942 minister of production, was a very saint of Prudence Only,
an echt efficiency expert” (2006, 284). Does this concept of prudence fit in well with
Adam Smith?
Adam Smith left his readers with a multi-faceted concept of prudence, too
(Vivenza 2004, 113-114). He too associates prudence around self-interest. Prudence deals with “The care of the health, of the fortune, of the rank and reputation
of the individual, the objects upon which his comfort and happiness in this life
are supposed principally to depend” (TMS, VI.i.5). It is recommended to us by
the concern for our own happiness, our selfish affections (VI.concl.1), not by
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concern for the happiness of other people. “The prudent man is not willing to
subject himself to any responsibility which his duty does not impose upon him.
He is not a bustler in business where he has no concern; is not a meddler in other
people’s affairs” (VI.i.13). For many interpreters the concern for oneself is the main
attribute of prudence (Griswold 1999, 132; Stigler 1971; Raphael 2009, 65; Otteson
2002, 153ff.).
Smithian prudence also implies deliberation about consequences. Samuel
Fleischacker (1999, 66) argues that prudence is primarily an intellectual virtue—a
synonym of what Aristotle called phronesis.3 Not all actions spurred by the concern
for ourselves are necessarily prudent. Prudence requires that we “deliberate soberly
and coolly” (TMS, VI.1.12), not act impulsively. Prudence comprises “[s]uperior
reason and understanding, by which we are capable of discerning the remote
consequences of all our actions, and of foreseeing the advantage or detriment
which is likely to result from them” (IV.2.6). There is no prudence without
knowledge.
Obviously, some of Smith’s statements about prudence correspond to
features of Max U. Yet it would be hasty to draw the conclusion that Smithian
prudence and McCloskey’s P-Onlyness coincide. Prudence in Smith must be
understood in the context of his general system of understanding human conduct.
And I believe that any closer inspection of the system reveals there is more that
separates than unites prudence in Smith and Max U.
The idea that Smithian prudence is a rich concept is not new. Amartya Sen
(1986, 31) stressed that prudence goes well beyond self-interest maximization.
Charles Griswold (1999, 206) writes that prudent man is not homo oeconomicus—
which I take to be a synonym for Max U. The prudent man needs to learn what
is best for him (Den Uyl 1991, 128). He is not driven by the always already-given
utility of foreseen outcomes (Shaver 2006, 196; Otteson 2002, 55); his character
stands before him as a project that he carries out in dialogue with the supposed
impartial spectator of his conduct.
In what is perhaps TMS’s single most important paragraph about prudence,
Smith says clearly that there is more to prudence than interest in one’s fortune
and the superior reason and understanding. Prudence involves “self-command, by
which we are enabled to abstain from present pleasure or to endure present pain,
in order to obtain a greater pleasure or to avoid a greater pain in some future time”

3. Den Uyl (1991, 129) challenges this view and argues prudence is rather a moral virtue. Similarly, Raphael
(2009, 65) points out that what distinguishes ordinary prudence from benevolence is not the intellectual
component but the object of the virtue. Both prudence and benevolence imply rational pursuit of
interests—in the former case one’s own interests, in the latter case the interests of others.
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(IV.2.6). Self-command is not an incidental attribute of prudence. It is from selfcommand that all virtues derive their principal lustre (VI.iii.11).
Self-command implies that, within the human being, there is a commanding
part and a commanded part; it implies a tension within the self and therefore richer
psychology than Max U can typically offer. The richer psychology suggests that a
prudent person looks upon herself as she looks upon others, and sympathizes with
her sentiments toward her own behavior—she values her character. Such intrabeing reflection and romance is lacking in Max U.

Adam Smith and the two types of virtues
For Smith, human conduct is to a large extent about following rules. He
identifies two types of rules that people apply in decision making: “The one, are
precise, accurate, and indispensable. The other, are loose, vague, and indeterminate, and present us rather with a general idea of the perfection we ought to aim
at, than afford us any certain and infallible directions for acquiring it” (III.6.11).
Only the rules of commutative justice belong to the former category and can be
compared to the rules of grammar (VII.iv.1). The rules of all other virtues are loose,
vague, and indeterminate and resemble those rules “which critics lay down for the
attainment of what is sublime and elegant in composition” (III.6.11).
Both types of rules can be understood as instructions about what to do if
certain initial conditions hold. There is, however, a difference in what the initial
conditions stand for. In the rules of commutative justice they tend to fully represent
all the relevant attributes of the situation. In the rules of other virtues, the
conditions that predicate the rule describe only a fraction of relevant initial
conditions. A rule of prudence prescribing saving part of one’s income does not
imply we always have to save if we have some income—it only indicates that usually
there is duty to do so because the other relevant conditions, which may be difficult
to ascertain, typically hold as well.
The two kinds of rules also differ in how they instruct behavior. The loose,
vague, and indeterminate rules function as pointers indicating what should be done
but leave it open for the actor to assess the recommendation on other grounds.
The ultimate reason for action exists outside of the rule (Raphael 2009, 55). Smith
contends:
We do not originally approve or condemn particular actions; because,
upon examination, they appear to be agreeable or inconsistent with a
certain general rule. The general rule, on the contrary, is formed, by
finding from experience, that all actions of a certain kind, or circum-
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stanced in a certain manner, are approved or disapproved of. (TMS,
III.4.8)
Such a rule is a report that specific cases have been found on other grounds to
be properly approved of; it is not itself the ultimate reason for approval. It is a
rule only under a summary view (Rawls 1955, 19). It is formed from “experience
and induction” (TMS, VII.iii.2.6) and a strict adherence to it would thus be “the
most absurd and ridiculous pedantry” (III.6.9). Its use is justified by the prohibitive
cost of ascertaining the proper conditions of the decision situation. The rules of
commutative justice, by contrast, do not allow for such freedom. They must always
be observed and the person who “adheres with the most obstinate stedfastness
to the general rules themselves, is the most commendable, and the most to be
depended upon” (III.6.10). They are rules constituting the game (Searle 2005, 9;
2006, 23). They do not summarize what worked in the past within a given game;
they determine what it means to play the game.
The last difference between the two types of rules that is relevant for my
argument concerns the way they affect decision making. The rules of commutative
justice help to circumscribe the boundary of feasibility. They provide a necessary
grammar and just as with grammar, their observance often does not require
action—one may avoid violation of any rule of grammar by leaving the page blank.
Smith calls the respect for the rules of commutative justice the “negative virtue”
that may often be fulfilled “by sitting still and doing nothing” (TMS, II.ii.1.9). The
rules corresponding to such virtues as prudence, charity, generosity, gratitude, and
friendship (III.6.9) are on the contrary positive or active; they recommend what
is lovely, becoming, or desirable. They are imprecise pointers helping agents to
overcome the problem of limited knowledge of the ends.
So there are the precise, accurate, grammar-like rules of commutative justice,
and there are the loose, vague, and indeterminate rules of other virtues. Where
does Smith locate prudence? It is abundantly clear that he locates prudence among
the other, non-grammatical virtues. The rules of prudence are loose, vague, and
indeterminate (III.6.9-11).

Tacit knowledge problem
Smith believed that the loose, vague, and indeterminate rules including the
rules of prudence did not provide the ultimate reason for action—there must be
something else that primarily recommends behavior in a particular situation.
Most fundamentally it is our sentiments, which includes our passions. Smith
considers it absurd and unintelligible to suppose that whether an action is right
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or wrong can be primarily derived from reason (VII.iii.2.7). The problem with
sentiments is that they do not provide unambiguous guidance either. We experience a clash between affections that are “private, partial, and selfish” (VII.ii.1.47)
and sympathy that drives us to seek approbation from our fellow men. However
selfish we are there is a principle in our nature that interests us in the fortune
of others (I.i.1.1), including the spectators—real or supposed—of our conduct.
There is a tension between natural, undisciplined, untaught feelings (III.3.28) and
the equally natural search for approbation, a tension that instructs us to adjust our
passions to “that pitch of moderation, in which the impartial spectator can entirely
enter into them” (I.i.5.8).
Smith shows that in assessing our own conduct we follow a strategy like
the one we use to assess the conduct of others (III.i.2). Both processes are driven
by sympathy. In our own conduct we want to be guided by sentiments that real
spectators of our situation can sympathize with and approve of. Smith argues that
“nothing pleases us more than to observe in other men a fellowfeeling with all the
emotions of our own breast” (I.i.2.1).
Knud Haakonssen (1981, 53) explains how the search for approbation
operates in three distinct sympathetic moves. We first put ourselves into the shoes
of a spectator of our situation. The second move consists of imagining to what
extent the spectator can sympathize with our take on the situation and approve
of our sentiments. We try to discover which of the possible interpretations the
spectator would adopt and what moral sentiment triggered by the interpretation
would thus be appropriate. We try to gain impartial perspective on the propriety
of our motives but also imagine gratitude of our future self who will bear the
consequences of our action. Virtuous conduct requires not only appropriate
perception of the situation but also correct knowledge of ends-means
relationships. In the last move we sympathize with the spectator’s approval or
disapproval of the original sentiments and thereby make the spectator’s sentiments
our own. Griswold (1999, 121) shows that the pleasure we take in mutual sympathy
with the spectator should be understood aesthetically, as a “disinterested attraction
to harmony, concordance, system, and balance.”
The search for approbation by real spectators is just the beginning of the
process, though. The man of virtue strives not only to imitate sentiments of those
who happen to see and judge his behavior, he strives to have wise and virtuous
sentiments. “Man naturally desires, not only to be loved, but to be lovely” (TMS,
III.2.1). The question is how one can discover what is lovely—how to see one’s
own situation from the position of a well-informed and less partial spectator. This
poses a cognitive challenge to the agent. Only the “[a]ll-seeing Judge of the world,
whose eye can never be deceived, and whose judgments can never be perverted”
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(III.2.33) has absolute certainty about her interpretation, the certainty that is denied
to human beings in their earthly lives.
The difficulty of finding an adequate interpretation can to some extent be
alleviated by a process of “free communication of sentiments and opinions”
(VII.iv.28). The only prerequisites are that the grammar of the communication be
correct and that people transcend the base desire to persuade (VII.iv.25), endorsing
the desire to be worthy of belief (VII.iv.24). Smith sees it as a natural process
aimed at achieving a “certain harmony of minds” (VII.iv.28). Just as people seek
praiseworthiness not only praise, they desire that others who accept their
interpretation do so because it is worthy of acceptance. They invite others to look
into their hearts, and they strive to look into the hearts of others. It is not a merely
imaginary process; it is a real encounter whereby one tries to learn about perspectives available to the spectators of his situation while explaining the circumstances
of his case available only to him.
The intersubjective standard emerging in the dialogue is never final, but it
typically points in the likely direction of the impartial spectator’s position relative to
that of the greater part of mankind. It enables us to meaningfully apply a criterion:
sentiments are assessed as praiseworthy if they deviate from what is ordinary
towards the consensus emerging out of the well-intended free communication, and
as blameworthy if they deviate in a direction away from that consensus. This is
much more modest a criterion than the benchmark of perfect propriety but also is
much less cognitively demanding. It only requires knowing the direction pointing
to the ideal, not the ideal itself. As stressed by Alexander Broadie (2006, 184), our
characterization of the impartial spectator is not ideal but is instead the working
best; it is only a demigod, not God.

Problem of self-command
The described process—the search for an ever-less-partial approbation—is
the basic source of motivation for action. It is not, however, one that impels deep
contemplation in most daily activity. It requires judgment about a situation that
may be too difficult to obtain for ordinary people in the daily business of their lives.
Perfect judgment requires moral perfection. And, as Smith was very well aware of,
“The coarse clay of which the bulk of mankind are formed, cannot be wrought
up to such perfection” (TMS, III.5.1). We resort to rules, and often without deep
contemplation.
What are the loose, vague, and indeterminate rules that help prudent man
navigate his life? They instruct him to avoid risk. Writes Smith: “Security, therefore,
is the first and the principal object of prudence. It is averse to expose our health,
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our fortune, our rank, or reputation, to any sort of hazard” (VI.i.6). The rules do not
mean we can never take risk and be entrepreneurial. They only imply that in normal
circumstances we should not. They also instruct the prudent man to save. Smith
claims that “frugality, and even some degree of parsimony, in all our expences” is
what prudence recommends to improve our fortune (VI.i.6). For abstaining from
present pleasure the prudent man deserves not only approbation but even applause
from the impartial spectator (VI.i.11). Again, that we should save is in no way a
categorical imperative. The last example I will provide is the maxim to think things
through. Writing about the prudent man, Smith observes: “If he enters into any
new projects or enterprises, they are likely to be well concerted and well prepared.
He can never be hurried or drove into them by any necessity, but has always time
and leisure to deliberate soberly and coolly concerning what are likely to be their
consequences” (VI.i.12).
Effective application of rules requires that we know them. But there is more.
Smith writes: “The most perfect knowledge, if it is not supported by the most
perfect self-command, will not always enable him to do his duty” (VI.iii.1). The fact
that some part of the acting person knows what should be done does not guarantee
that the person will behave accordingly.
In a similar context, Jonathan Haidt (2006, ch. 1) uses a metaphor of a rider
on an elephant. I find it quite useful here. In the metaphor, the course of action
is determined primarily by the elephant, which is the more powerful part of the
pair. The rider observes and only gradually apprehends the necessary knowledge,
in the form of rules. With the rules she can steer the elephant onto the right path
in situations where it misinterprets prevailing conditions. The rider, though not
particularly mighty, can learn to become very important. Smith acknowledges that
“the violence and injustice of our own selfish passions are sometimes sufficient to
induce the man within the breast to make a report very different from what the real
circumstances of the case are capable of authorising” (TMS, III.4.1). Frequently,
the elephant runs loose, and it is then that the commanding part of the person,
the part that has carefully learnt “in all [her] sober and cool hours” general rules of
morality (VI.iii.1), should see the opportunity to guide behavior. The stronger the
commanding part becomes, the greater her self-command.
The prudent man is not morally perfect (Griswold 1999, 205). His decision
making is as complex as of the man of perfect virtue “[w]ho acts according to
the rules of perfect prudence, of strict justice, and of proper benevolence” (TMS,
VI.iii.1). He can impartially judge a situation, but the lenses through which he
spectates the world filter away all other persons from his interpretation. McCloskey
(2008b, 181) would say he lacks other-regarding and sacred concerns. In a competitive game metaphor, prudence would denote excellent understanding of the game,
selecting the most effective way to individual success but not actively caring about
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others. The only goal of the prudent man would be to win within the limits of fair
play—he would have the grammar right but his composition would lag behind.
Prudence, says Smith, should be regarded as “a most respectable and, in
some degree, as an amiable and agreeable quality…[which] commands a certain
cold esteem, but seems not entitled to any very ardent love or admiration” (TMS,
VI.i.14). The love and admiration is not very ardent because the care for ourselves
is what nature first recommends to us and therefore is not difficult to cultivate
(Otteson 2002, 143). In this perspective prudence can be viewed as a stage of moral
perfection (Hanley 2006, 30; 2009, 95).4

Max U
Max U is very different, although it is not easy to say what exactly he is like.
He seems to have no particular character. McCloskey calls him “a MachiavellianHobbesian-Mandevillian-Benthamite-Samuelsonian-Beckerian maximizer of utility specialized in the one virtue of prudence only” (2011). In my reading of
McCloskey, Samuelsonian economics stands for the wide stream of economics that
students typically learn at graduate programs. She is not very specific.
If this is the case, Max U can maximize any goals. Economics today is often
understood as a domain-unspecific method applicable to any choice in the
presence of scarcity where the choice is characterized by consistency (Sugden 1991,
751; Lazear 2000, 100). When economists use the term utility maximization they
do not imply anything particular about preferences. Especially, they do not claim
that people have “little utility generators in their heads. Still less do they make it
axiomatic that utility is the same as income” (Binmore 2005, 817). As Sen observed
thirty-five years ago: “if you are consistent, then no matter whether you are a singleminded egoist or a raving altruist or a class conscious militant, you will appear to
be maximizing your own utility” (1977, 323). Utility is an empty drawer suitable
for storing any kind of mental content. Anyone capable of ranking alternatives
on a single scale and capable of choosing accordingly can be described as Max U
(Buchanan 1979, 25; Gauthier 1975, 414; Lutz 1999, 153).
McCloskey would probably agree. She acknowledges that other-regarding
and sacred goals (McCloskey 2008b, 181) can be made part of Max U: “It’s easy

4. Besides ordinary prudence Smith also mentions “superior prudence” that combines prudence with
“many greater and more splendid virtues” supported “by a proper degree of self-command” (TMS,
VI.i.15). The superior prudence is, however, a different species of virtue referring to wise policy making
rather than to wise pursuit of private goals (Raphael 2009, 68).
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to include ‘love’ in economics. Just put the beloved’s utility into the lover’s utility
function” (2006, 108).
What else then characterizes Max U if not selfishness? McCloskey writes that
the choice of Max U is purely instrumental; there are no dilemmas in the choice
(2006, 355). Max U values things for “their capacity to yield utility” (135), or in
other words, their capacity to conduce to the given end. He always chooses only
means but never ends. For Max U the choice problem is simply given, as it is to
an observing economist; no judgment is necessary on either side. Max U confronts
no dilemma. Perhaps he stands in the position of the impartial spectator, superknowledgeable and seeing everything in its proper light. Or maybe he is far from
that position, but deludes himself so thoroughly that he confines himself entirely
to his interpretation, singular and crisp. He need not contemplate which solution
of many should be selected; he need not hesitate to ponder the situation, because,
to his mind, he has the right interpretation. For Max U no sublime composition is
necessary, as he only executes according to a mathematical grammar.
In executing an optimization problem set out in a microeconomics textbook
or exam question, the solver, acting as Max U, follows a set of rules that are precise
and accurate. Perhaps it is a Lagrangian problem: Take a derivative, set it equal
to zero, solve for the unknowns, apply the rules of algebra, check the secondorder conditions, and so on. Perhaps it is a more complicated, Kuhn-Tucker set
of rules. Regardless, the procedure is pretty much confined to execution according
to a mathematical grammar. But, again, Smith said unequivocally that prudence
is not grammatical. Only commutative justice is grammatical. Prudence is listed
among “the other virtues” (TMS, III.6.10), whose rules are loose, vague, and
indeterminate.
For Max U, no problem of self-command ever arises. Max U has no internal
structure; he is unitary. There is no commanding and commanded part, no rider
and no elephant. The agent is not a weak individual that struggles with powerful
forces trying to corrupt her character. Max U is a synonym for an algorithm that
transforms inputs into outputs. He is a single preference ordering, as McCloskey
would put it (2006, 343).

Summary
The Smithian man of prudence is not a perfectly virtuous character. In some
important way he is selfish. But Max U is not necessarily selfish. Economists often
put unselfish arguments into the utility function, and, when they do, it is still Max
U.
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To a prudent man the decision is not simply given. Decision entails interpretation and judgment (Klein 2012, 22, 145-147). The prudent man struggles to
approximate the position of the impartial spectator to see the most relevant aspects
of his situation and to achieve harmony with his sentiments. Max U acts on the
premise that he is always already there and sees no beauty in standing in such a
position.
And finally, the prudent man can use grammar-like optimization only in
situations where he has access to the position of the impartial spectator—in other
words, where his passions do not blur his interpretation. In most cases he applies
loose, vague, and indeterminate rules that supposedly, hopefully, summarize what
worked in similar situations in the past. For Max U, on the other hand, constrained
optimization is the only method he can apply. His being consists of a set of
grammar-like algorithms.
McCloskey argues that economists forgot about all virtues except for
prudence. I see no virtues in Max U economic discourse at all. Max U cannot be
identified with prudence in Smith or any single other moral virtue. Max U is not
the man of prudence; the two are not even distant relatives but rather different
species. Max U proceeds as from a position of settled interpretation. The rules that
exist in his world are grammar-like instructions. There is no tacit knowledge, and
no judgment is needed. Max U knows neither virtues nor vices; he is an automaton.
He is a unitary being dwelling in a single, settled interpretation, with no internal
quarrels and no dilemmas. None of this makes him necessarily useless as a tool. But
it definitely alienates him from prudence.
McCloskey’s identification of Max U with the virtue of prudence is not
persuasive. The Smithian prudent man is among McCloskey’s “speaking and
listening and interpreting animals” (2006, 191); he is not a pre-programmed inputoutput robot. The gap between utility maximization and the virtue discourse seems
to be too large to be bridged by even the most generous interpretation.
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Andrea Imperia1
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In 2000, Francesco Daveri and Guido Tabellini published an article in
Economic Policy, a prominent European journal published by the London-based
Centre for Economic Policy Research. The article has been quite influential: by
August 2012 it had accumulated 184 citations in the Thomson Reuters Web of
Science.
Daveri and Tabellini’s article is titled “Unemployment, Growth and Taxation
in Industrial Countries.” It argues that the increase in labor taxation seen in most
industrialized countries, from the second half of the 1960s, has had varying effects
depending on the prevalent characteristics in the respective labor markets. In
countries with competitive markets, that increase did not produce substantial
effects on labor costs, but in continental Europe, the authors say, trade unions
shifted a large part of the burden of the taxation increase onto businesses. The
resulting increase in labor costs, according to the authors, had two effects: (1)
it reduced the labor demanded, leading to an increase in unemployment; (2) it
resulted in an increase in the capital-labor ratio and a reduction in the rate of return
on capital as well as the GDP growth rate. According to the authors, therefore,
the increase in labor taxation contributed in a significant manner to the increased
unemployment and slower growth in European countries.
The layman’s impressions about the connection between heightened levels
of unemployment and reduced levels of economic growth are fundamentally right,
say Daveri and Tabellini. They attempt to offer an explanation for the connection.
1. Sapienza Università di Roma, 00185 Rome, Italy.
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They say that their goal “is to make this argument more precise,” and thus they
develop a model. The model’s “results serve as a basis for [their] empirical
investigation” (2000, 51-52).
Daveri and Tabellini say that labor taxation was increased chiefly in order to
pay for increases in the public social security systems. They then suggest that, by
reducing public pensions, states can reduce labor taxation levels and thereby reduce
the cost of labor, increase employment, and spur economic growth. In their words:
The first and most important implication concerns the cost of the
generous European welfare states. The spectacular rise in labor taxes in
Europe is mainly due to rising pension expenditures. The cost entailed
by these tax distortions has probably been underestimated by European
policymakers and public opinion at large. Our estimates on the effects of
labor taxes suggest that the long-run benefits of pension reforms could
be very large, in terms of unemployment, investment and growth. (87)
In what follows, I present the main features of the Daveri and Tabellini
model. I demonstrate that in the model the existence of unemployment benefits is
a necessary, although not sufficient, condition for the existence of unemployment.
In light of that result, I question the purpose, usefulness, and framing of Daveri and
Tabellini’s article.

The main features of
the Daveri and Tabellini model
The model proposed by Daveri and Tabellini describes the functioning of
an economic system closed to the rest of the world. Four types of agents are at
work: individuals, businesses, a trade union, and the government. The model is one
of general equilibrium with overlapping generations. The population of individuals
is constant, and individuals live for only two periods: working age and old age.
Therefore, in every period there are two generations: young individuals (of which
the labor force is made up) and old individuals (the owners of capital). The entire
labor force belongs to a trade union that acts as a monopolist in the labor market
and is therefore able to impose real wage rates on businesses. The businesses are
perfectly competitive; they produce a single commodity, using the labor offered by
the young along with capital, which is a physical quantity of the sole commodity
produced. If a young individual is employed, he receives real net wages equal to
w(1−τl), where w is the gross wage rate set by the trade union and τl is the wage
taxation rate. If an individual is unemployed he receives unemployment benefits, s,
which are not subject to taxation.
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At the end of the productive process the old individuals consume a physical
quantity of the commodity equal to the stock used in the production, capitalized at
interest rate r(1−τk), where r is the rate of return on capital before taxes and τk is the
tax rate on capital income. The young individuals, both employed and unemployed,
only partially consume their income. Savings are an increasing function of income
and of the interest rate after taxes r(1−τk). Savings are entirely invested and
constitute the stock of physical capital which will be used, along with the labor of
the new generation of young individuals, in production in the period immediately
afterwards.
Acting autonomously, a government sets all of the variables of fiscal policy
(2000, 97). In all periods the revenues from income taxes are entirely used either to
pay for unemployment benefits or for government consumption, “the latter being
treated as a residual variable that plays no role except to balance the budget” (2000,
57). Pension payments come under government consumption. The government
budget constraint in per capita terms is as follows:
τkrk + τlwl = γ + (1−l)s

(1) [A4]

where τk is the tax rate on capital incomes; r is the interest rate before taxes; k is
the stock of capital per member of the labor force; τl is the wage tax rate; w is the
wage rate before taxes; l is the employment rate; γ is government consumption per
unit of labor force; and s is unemployment benefits. On the left side of the equation
(1) is the government revenue, and on the right is public expenditure. (I provide
new numbering to equations that appear in the Daveri and Tabellini article but
also, in brackets, their original numbering of corresponding equations, which are
sometimes in slightly different yet equivalent form.)

Labor market equilibrium
As stated above, businesses are perfectly competitive. They produce a sole
commodity by way of the use of labor and a physical quantity of the commodity
itself. Technology is represented by the following production function:
y = φ(k)l 1−α

(2) [A6]

where y is the level of the real product divided by the overall labor force N; k is
the stock of capital per member of the labor force existing at the beginning of the
period; φ is a concave and increasing function; l is the employment rate, l ≤ 1; and α
is a parameter, 0 < α < 1.
Through equation (2) the following labor demand function is obtained:
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l=

(

1/α
(1 − α)(1 − τl)φ(k)
wn

)

(3) [A7]

where wn is the real wage rate after taxes, wn = w(1−τl). The function (3) is decreasing
and convex; it is asymptotic in relation to both the axes (wn,l); the elasticity is
constant and equal to 1/α:2

|ε| : =

| |

∂ l wn
∂ wn l

=

1
α

(4)

with 1/α > 1. All things being equal, an increase in τl causes a downward shift in the
entire labor demand function towards the left. The reason for such a shift can be
intuited. In order that businesses may continue to maximize profits, any increase in
the wage tax rate must be followed by a reduction in the wage rate after taxes so that
the gross wage rate remains unchanged.
Daveri and Tabellini hypothesize that the trade union acts as a monopolist in
the labor market and that it sets real wages at the level at which the expected income
of a union member is at its highest (again, every worker belongs to the union). The
union’s objective function is therefore:
lw(1−τl) + (1−l)s

(5) [A9]

where l and 1−l express the odds that a worker is employed or unemployed,
respectively, and w is the real wage rate before taxes. Moreover, as has already been
said, τl is the wage tax rate and s is unemployment benefits; the size of each is set
by the government and is, therefore, given from the union’s point of view. I will
use an equivalent objective function from an analytical point of view, obtained by
multiplying (5) by the labor force N:
Nlw(1−τl) + N(1−l)s

(6)

The trade union’s objective, according to (6), is to maximize the sum of the overall
net wages, Nlw(1−τl), and unemployment benefits, N(1−l)s.
All the elements necessary to solve the trade union’s optimization problem
are now in place. The problem involves determining the level of the real wage rate3
so that (6) is maximized under the constraint represented by equation (3), given the

2. For the demonstration see Appendix A.
3. Since the wage tax rate is a given from the union’s point of view, reference can be made either to beforetax or to the after-tax wages without any change.
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levels of τl and s set by the government. From this maximization the equilibrium
level of the gross wage rate is derived:4
s

wE =

(7) [A10]

(1 − α)(1 − τl)

to which the following level of wage rate after taxes wEn corresponds:
s
1−α

wEn =

(8)

Substituting (8) in (3) yields the equilibrium level of employment divided by the
overall labor force N, i.e., the equilibrium rate of employment:
lE =

(

1/α
(1 − α)2(1 − τl)φ(k)
s

)

(9) [A11]

From the presentation given by Daveri and Tabellini, one is led to think
that the causes of unemployment in the model are the level of labor taxation (and
the corresponding pension expenditure) and the contractual power of the trade
union. An increase in the government’s pension expenditure would bring about an
increase in the wage tax rate. Thanks to the power to impose the real wage level on
businesses hypothesized by the authors, the trade union would entirely shift such
an increase to the businesses themselves. The gross real wage (equation 7) would
increase so as to be sufficient enough to leave the real net wage unchanged (eq. 8),
and the wage increase would bring about a reduction in employment (eq. 9). In the
following section I shall illustrate why Daveri and Tabellini’s interpretation of the
causes of unemployment in the model is not convincing.

The role of unemployment benefits
With reference to the Daveri and Tabellini model I shall now demonstrate
the following propositions:
1. The existence of unemployment benefits is a necessary condition for
the existence of unemployment.
2. The existence of unemployment benefits is not a sufficient condition
for the existence of unemployment.
Let us demonstrate the first proposition. Assume that there are no
benefits—s = 0—and that the wage tax rate at any specific level is given to be
4. The demonstration is provided in Appendix B.
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0 < τl < 1. With s = 0, from equation (6) one obtains the following as the trade
union’s objective function:
Nlw(1−τl)

(10)

Therefore, the trade union’s objective is to maximize overall wages after taxes.
Consider an infinitesimal reduction in the real wage rate w from any level
higher than that of full employment. Since labor demand elasticity is greater than
1, given τl, a decrease in w will lead to an increase in total after-tax wages. For
the maximization of overall net wages, the trade union will therefore have to set
the real wage rate at the level that yields full employment. Since the wage tax rate
that we have hypothesized is arbitrary, we can conclude that in the absence of
unemployment benefits it is convenient for the monopoly trade union to fix the
wage rate at the full employment level, whatever the level of the wage tax rate may
be.
So I have demonstrated that in the Daveri and Tabellini model the absence of
unemployment benefits implies the absence of unemployment. Consequently, the
existence of unemployment implies the existence of unemployment benefits. The
existence of unemployment benefits is a necessary condition for unemployment.
The economic explanation is that unemployment benefits represent an
incentive for the monopoly trade union to fix the wage rate above the level
associated with full employment because they guarantee a transfer to workers who
would be laid off. Since labor demand elasticity is greater than 1, an increase in
the wage rate would only accentuate the drop in the overall wages. Therefore, in
the absence of unemployment benefits, an increase in labor taxation would weigh
entirely upon the workers: the trade union would leave the real gross wage rate
unchanged and the economy would retain full employment.
Daveri and Tabellini highlight the role of the contract power of the trade
union and the level of labor taxation (and that of pension expenditure). But neither
would be able to cause unemployment if there were no unemployment benefits
in the model. This leads to the question: Why should the government introduce
unemployment benefits in an economic system that otherwise would always
operate at full employment?
I shall now demonstrate the second proposition, that the existence of
unemployment benefits is not a sufficient condition for the existence of
unemployment. Let s > 0 and 0 < τl < 1. First, calculate the after-tax wage rate that
corresponds to full employment, indicated by the symbol wFE
n . Assuming l = 1,
from equation (3) one obtains:
l
wFE
n = (1 − α)(1 − τ )φ(k)
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Assume that the following condition holds:
s = (1−α)2(1−τl)φ(k)

(12)

Substituting this expression in equation (8), one finds that even though unemployment benefits have been introduced, there is still full employment:
wEn =

(1 − α)2(1 − τl)φ(k)
1−α

= wFE
n

(13)

Thus in the Daveri and Tabellini model the existence of unemployment
benefits is not a sufficient condition for unemployment. In order to have
unemployment, the following condition must hold:
s > (1−α)2(1−τl)φ(k)

(14)

To prove this, substitute (14) in (8). One obtains:
wEn > (1 − α)(1 − τl)φ(k) = wFE
n

(15)

As for the economic meaning of condition (14), unemployment benefits
are an incentive for the trade union to increase the wage rate as a response to an
increase in labor taxation. If this incentive is strong enough (i.e., the unemployment
benefits are high enough), the reduction in the total net wages caused by an increase
in the real wage rate above the level of full employment will be compensated for
by the overall unemployment benefits. In this case the trade union would be well
advised to increase wages, and an increase in τl will actually cause unemployment.
The above gives rise to a second question, logically subordinate to the first,
which is, as has been seen, the economic justification for the existence of
unemployment benefits in the Daveri and Tabellini model. Assume that condition
(12) holds and, therefore, that there is no unemployment. Suppose the government
increases the wage tax rate (and pension expenditure); the negative effect on
employment this would bring about could be eliminated by decreasing
unemployment benefits. Since in the Daveri and Tabellini model unemployment
benefits are a waste of resources, and the authors assume that the government
controls all the policy variables (2000, 97), the reduction of unemployment benefits
is the best way to maintain a situation of full employment. Daveri and Tabellini
make no mention of this possibility. The reader is led to believe that reductions to
labor taxation and pension expenditure are the main economic policy indications
that derive from the model. Why is this so?
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Appendix A:
The wage elasticity of the labor demand
|ε| : =

| |

(A1)

∂ l wn
∂ wn l

Where:
l = [(1 − α)(1 − τl)φ(k)]

1/α

(A2)

wn−1/α

Substituting (A2) in (A1), one obtains:

|ε| = [(1 − α)(1 − τl)φ(k)]
=

1 −1/α−1 wn
α wn
wn−1/α

1/α

=

|

d
−1/α
dwn wn

|[

wn
1/α −1 α
(1 − α)(1 − τl)φ(k)
wn /

]

(A3)

1
α

Appendix B: Trade union’s problem
max{Nlw(1 − τl) + N(1 − l)s}

(B1)

w

s.t. l = [(1 − α)φ(k)]

1/α −1/α

w

(B2)

Where:
w=

wn

(B3)

1 − τl

First-order condition:
∂l

∂l

N ∂ w w(1 − τl) + Nl(1 − τl) − Ns ∂ w = 0

(B4)

The economic meaning of the first-order condition is the following. An
increase in the wage rate has two contrasting effects on overall wages. First, it
decreases employment. This negative effect is caught by the first term of the sum,
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∂l

N ∂ w w(1 − τl). Second, workers who are not fired as a consequence of the increase
in wage rate get a bigger wage; this positive effect is represented by the second
term, Nl(1−τl). Since labor demand elasticity is bigger than 1, the negative effect
prevails, so the sum of the first two terms is negative. This can be described as the
∂l
trade union’s marginal cost. Finally the last term, −Ns ∂ w , catches the increase in
unemployment benefits; this can be considered the trade union’s marginal benefit.
So, an increase in the wage rate has a negative effect on the overall wages and a
positive effect on unemployment benefits. The monopoly trade union fixes the
wage rate as to balance these two effects.
Let us calculate the following partial derivative:
∂l
∂w

= [(1 − α)φ(k)]

1/α d −1/α
dw w

= −

1
α

[(1 − α)φ(k)] / w−1/α−1 =
1 α

Substituting equation (B5) in equation (B4), one obtains:
−

Nl
αw w(1

− τl) + Nl(1 − τl) +

Nls
αw

=0

−

l
αw

(B5)
(B6)

From equation (B6), after some algebraic passages, one obtains the Daveri and
Tabellini equation [A10]:
wE =

s

(

(1 − α) 1 − τl

(B7) [A10]

)
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Did John Lott Provide Bad Data to
the NRC? A Note on Aneja,
Donohue, and Zhang
Carlisle E. Moody1, John R. Lott, Jr., and Thomas B. Marvell2
LINK TO ABSTRACT

In an American Law and Economics Review article published during 2011, Abhay
Aneja, John Donohue III, and Alexandria Zhang (hereafter ADZ) examined
Chapter 6 of Firearms and Violence: A Critical Review, a 2005 report from the National
Research Council (hereafter NRC). The chapter examined by ADZ is concerned
with the effect that right-to-carry laws have on crime. The laws are also known
as shall-issue laws, and we employ that term. Shall-issue laws require authorities
to issue concealed carry permits to all persons who meet certain legislated
requirements. Aside from Illinois, states that have not passed shall-issue laws leave
it up to the issuing authorities, typically local police or sheriff departments, to
determine whether or not to grant the applicant a concealed weapons permit. Such
states are known as “may-issue” states. It is usually the case that may-issue states,
especially in urban cities and counties, issue very few concealed carry permits,
and most of these go to celebrities, wealthy individuals, and politicians (Snyder
1997). An interesting policy question is whether shall-issue laws, which increase the
number of concealed carry permits, increase or decrease crime. One theory is that
criminals, knowing that some ordinary citizens may be carrying firearms and being
unable to tell those who are from those who aren’t, will be more likely to forgo a
violent crime for fear of being met with armed resistance. Under this theory, violent
crime should go down as a result of the passage of shall-issue laws.

1. College of William & Mary, Williamsburg, VA 23187.
2. Justec Research, Williamsburg, VA 23185.
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The original article in this area is by John Lott and David Mustard (1997),
who found that states with shall-issue laws had significantly lower violent crime
rates than may-issue states or states that ban concealed carry. The publication of
Lott and Mustard’s article generated a controversy that continues to this day. The
Lott and Mustard results have been tested many times: by our reckoning, there have
been at least 29 peer-reviewed studies by economists and criminologists, with a
majority finding some support for the hypothesis that shall-issue laws reduce crime,
many (including the NRC report) not finding any significant effect on crime, and
only a few finding that shall-issue laws cause an increase in one or more types of
violent crime (Lott 2010, 284).3
ADZ (2011) attempted to replicate the results of the 2005 NRC report with
a data set that they received from NRC. Their attempts at replication failed. “We
cannot replicate the NRC results using the NRC’s own data set…. [O]ur…
estimates diverge wildly from the…estimates [that] appeared in the NRC report”
(ADZ 2011, 583). In the conclusion of their article they discuss their problem in
replicating the NRC results. We find their discussion murky. Here we quote at
length the key passages of the discussion; the parenthetical remarks are ADZ’s, but
we have bolded some words:
Data reliability is one concern in the NRC study. We corrected several
coding errors in the data that were provided to us by the NRC (which
had originally been obtained from John Lott). Accurate data are essential
to making precise causal inferences about the effects of policy and
legislation—and this issue becomes particularly important when we are
considering topics as controversial as firearms and crime control. We
attempted to mitigate any uncertainty over data reliability by re-collecting
the data. However, when attempting to replicate the NRC specifications—on both the NRC’s and our own newly constructed data
sets—we consistently obtained point estimates that differed
substantially from those published by the committee.
Thus, an important lesson for both producers and consumers of
econometric evaluations of law and policy is to understand how easy it
is to get things wrong. In this case, it appears that Lott’s data set had
errors in it, which then were transmitted to the NRC committee
for use in evaluating Lott and Mustard’s hypothesis. The committee then
published tables that could not be replicated (on its data set or a new

3. ADZ’s 2011 paper finds increases, as do the papers by Ian Ayres and John Donohue (2009a, 2009b)
published in this journal as part of an exchange with two of the present authors (Moody and Marvell 2008,
2009).
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corrected data set), but which made at least Professor James Q. Wilson
think (incorrectly it turns out—see our Tables 2a–c) that running LottMustard regressions on both data periods (through 1992 and through
2000) would generate consistently significant evidence that RTC [or
shall-issue] laws reduce murder. (ADZ 2011, 613-614)
There are two questions to ask about ADZ’s inability to replicate the NRC
results. The first question is: What was the source of the inability to replicate?
We now know that the source was ADZ’s estimation of a misspecified model, a
fact later admitted by ADZ (ADZ 2012; Aneja, Donohue, Pepper, Wellford, and
Zhang 2012). But at the time of the 2011 article, ADZ presumably thought they
were estimating the same model as did the NRC, in which case they would have
replicated the NRC results since the same programs applied to the same data would
yield the same results.
The second question is: What was ADZ’s understanding of the source of
their inability to replicate? And, correspondingly, what were they suggesting to
readers was the import of that inability? It seems that ADZ either concluded that
the same program applied to the same data generated different results, or they
thought—and perhaps were suggesting—that two different data sets, or tables
based on different data sets, both originating with Lott, had been in play. The
latter interpretation might fit ADZ’s mention of “on its data set or a new corrected
data set.” Since, for the data sets they themselves constructed, ADZ had used the
expression “our own newly constructed data sets,” perhaps “a new corrected data
set” is meant to suggest a second Lott-originated data set.
If researchers receive reports that a data set is inconstant and unreliable, that
sows seeds of doubt about all the research that has made use of that data set. Many
studies have used the Lott data in question. Since we now know that the source of
ADZ’s failure to replicate was their having estimated the wrong model, we know
that the published articles using Lott’s data have not been invalidated because of
critical data errors. The picture as sketched by ADZ (2011) is vague, but their
speculation that “it appears that Lott’s data set had errors in it” turns out to be
unfounded. In two items released in 2012, ADZ themselves admit their error. But
they do so in a way that fails to take responsibility for or rectify the doubts they had
sown about the data and, therefore, the studies using the data.
In October 2012, the American Law and Economics Review published an
Erratum bearing the names of ADZ along with those of John V. Pepper and
Charles F. Wellford. The Erratum begins:
In section four (pp. 578-584) of the above referenced article [ADZ 2011]
the authors report their efforts to replicate some of the results of analyses
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conducted by a panel of the National Research Council (NRC) and
reported in Firearms and Violence (2004) [sic]. Based on this analysis, Aneja,
Donohue and Zhang (2011) conclude that they “cannot replicate the
NRC results using the NRC’s own data set” (p. 583) and that the NRC
committee “published tables that could not be replicated.” (p. 614).
Subsequent to the publication of this article, members of the NRC panel
demonstrated to the authors that the results in question were replicable
if the authors used the data and statistical models described in Chapter 6
of the NRC (2004) report. The results presented in Tables 1b and 2b of
Section 4 of the article do not replicate the NRC results because different
data and models were used in the attempted replication effort. Thus, the
results reported in the article should not be interpreted to mean that if
one uses the data and model used by the NRC panel the results they
reported cannot be replicated. In fact, replication using the NRC’s data
and models produces results that are identical to those reported by the
NRC panel. (Aneja, Donohue, Pepper, Wellford, and Zhang 2012, 601)
The Erratum says that ADZ’s replication efforts failed because in those efforts
“different data and models were used.” In fact, the problem was in the specification
of the models estimated. Any concerns about the data that ADZ might have had,
such as the “few small errors in the NRC data” they listed in the 2011 paper (ADZ
2011, 585),4 could not have caused the failure to replicate. So ADZ, as coauthors of
the Erratum, are not being candid about the source of the problem.
The Erratum then has a second and concluding paragraph. It speaks of the
importance of making data and replication files publicly available, and then concludes:
Donohue, Aneja, and Zhang have now issued an amended version of
the published paper, which removes the above inaccurate claim about
replication of the NRC results and corrects some other minor errors
that do not alter the major findings of the published paper: Donohue,
John J., Aneja, Abhay and Zhang, Alexandria, The Impact of Right to
Carry Laws and the NRC Report: The Latest Lessons for the Empirical
Evaluation of Law and Policy (July 27, 2012). Available at SSRN:
http://ssrn.com/abstract=2118893. (Aneja, Donohue, Pepper,
Wellford, and Zhang 2012, 602)

4. The “coding errors” referred to by ADZ (2011, 578, 613) are mostly minor disagreements over the exact
date of implementation of some of the shall-issue laws.
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Thus, in August 2012, ADZ issued a National Bureau of Economic Research
working paper, 93 pages in length, that is supposed to supersede their journal article
published the preceding year.5 The title of the paper has changed by the addition
of the word “Latest.” The 2012 working paper does not explain itself in relation to
article published the preceding year. In fact, the working paper acknowledges the
existence of the 2011 journal article only in footnotes, the first of which appears on
page 21 (ADZ 2012, 21 n. 11, 23 n. 14, 29 n. 18). The journal article does not appear
in the References section of the working paper (74-77).
In the text of the 2012 working paper, the authors write: “With the help of
the NRC Committee members who provided the NRC 1977-2000 county data set,
we were ultimately able to generate the NRC panel data estimates” (20-21). At the
end of the sentence they hang a footnote, which reads in full:
The initial published version of this article—Aneja, Donohue, and
Zhang (2011)—noted that we had originally failed to replicate the NRC
results, with our efforts complicated because the Committee had misplaced the do files that generated the NRC estimates. After publication,
we were informed of the precise specification the NRC had employed,
which did generate the published NRC estimates (although these
estimates are flawed in the manner described in the text). (2012, 21 n. 11)
Whatever ADZ’s problems in obtaining the do files from NRC might have been,
what is significant is that this admission is relegated to a footnote, and that it in no
way acknowledges that they had suggested that their inability to replicate had arisen
from misfeasance in the Lott-originated data. In the new working paper those
accusations are now somewhat muted but not altogether eliminated. For example,
“there were some errors in the data, which was supplied by Lott” (ADZ 2012, 21),
“clear errors in the Lott and Mustard specification, data, and standard errors” (22),
“inaccurate Lott data” (27), and, most egregiously, “pure data errors that entered
into the NRC data set when Lott transmitted an imperfect data set” (71). Thus,
ADZ continue to mention “data errors” without noting that these errors involved
minor judgment differences in the timing of when laws were enacted and, more
importantly, did not materially affect the results.
We direct the reader to a more extensive discussion of these matters (Moody
et al. 2012). In that paper we replicate the NRC tables using the same data set that
Lott sent to the NRC and over a hundred researchers around the world, including
one of the authors (Moody), who still has the original data set on a server. We also

5. As seen in the quotation from the Erratum, the working paper issued by NBER (ADZ 2012) also
appeared on the Social Science Research Network website in July.
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use the correct model specification to replicate the NRC tables using the data set
that ADZ collected. We find that the results are essentially the same as the estimates
based on the Lott data set.
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We are grateful to authors Carlisle Moody, John Lott, and Thomas Marvell
(hereafter MLM) for their close attention to our article “The Impact of Right-toCarry Laws and the NRC Report: Lessons for the Empirical Evaluation of Law
and Policy,” which was published in the American Law and Economics Review (Aneja,
Donohue, and Zhang 2011), and then re-issued as a National Bureau of Economic
Research working paper with some substantively unimportant errors corrected
(Aneja, Donohue, and Zhang 2012). (Henceforth, we too will use the abbreviation
ADZ to refer to our jointly authored work.) We think the attention to this work is
warranted because it represents the most comprehensive and exhaustive analysis to
date in the scholarly debate over right-to-carry (RTC) laws.
In thirty-three tables and twenty-seven graphs, our 2012 NBER paper
showed that estimates of the impact of RTC laws were sensitive to four econometric modeling features: (1) choices of econometric controls (below we show
results with variables used in work by Lott and David Mustard versus our own
preferred models that include, most importantly, controls for incarceration, as well
as models that do or do not control for pre-existing state crime trends); (2)
functional form (estimating either an average post-passage effect or a change in the
1. Stanford University, Stanford, CA 94305.
2. Stanford University, Stanford, CA 94305.
3. Johns Hopkins University, Baltimore, MD 21218.
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trend in crime); (3) choice of county or state crime data; and (4) computations of
the standard errors (which, we showed, must include a cluster adjustment to reflect
the lack of independence in state crime observations over time). The importance
of these modeling choices is captured in Tables 1 and 2 below, which use data that
is both more current and accurate than the data that was available to the National
Research Council (NRC) for its 2005 report Firearms and Violence: A Critical Review.

The major substantive finding of our work
Our extensive review of the findings and the methodological choices made
by the National Research Council in its 2005 chapter on the deterrent effects of
RTC laws, coupled with our extensions and improvements in their data and
analyses, led us to a number of noteworthy substantive and methodological
findings. Importantly, we affirmed the committee’s conclusion that there is no
evidence in aggregate econometric data that supports the existence of a net crimereducing effect from RTC legislation.
Our paper also highlighted some potential missteps and issues that were
overlooked in the NRC report. Perhaps the most important of these is that the
NRC’s failure to correct for serial correlation using clustered standard errors led
to large underestimates of the standard errors, resulting in Type I error rates of
between 40 and 70 percent.4 Another important finding with substantive methodological implications is that the estimates of RTC laws’ impact are highly sensitive
to the inclusion of state-specific crime trends.
Tables 1 and 2 show eight different estimates of the impact on crime of
adopting a RTC law for seven different crime categories—a total of 56 estimates.
Of these, 23 are negative (suggesting crime decreases), but none of these negative
estimates is significant at the .01 level and only one isolated estimate, that for auto
theft in Table 2b, is significant at the .05 level. In contrast, 33 of the 56 estimates
are positive (suggesting RTC laws increase crime) with three being significant at the
.01 level and seven significant at the .05 level. There is only one crime for which
one could make a case that the different modeling approaches reveal a discernible
pattern: seven of the eight estimates for aggravated assault are positive, and four of
those eight are significant at the .10 level or above (with two significant at the .01
level and three significant at the .05 level). Our more complete paper demonstrates

4. Type I error refers to obtaining “false positives” in statistical research. In the present context, it refers
to mistakenly finding that RTC laws have a statistically significant impact on crime when in truth there
is no statistical effect. Standard econometric practice suggests that researchers should find such false
“significant” differences no more than 5 or 10% of the time.
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in greater detail the extent to which particular estimates are sensitive to various
modeling and data permutations beyond those depicted in Tables 1 and 2. But
using the most complete data from 1977 to 2006, the most consistent, albeit imperfect, evidence is that RTC laws increase aggravated assaults. If one sharpens the
focus to look only at gun assaults as we do in Table 3, the same essential pattern
emerges.
TABLE 1. Estimated impact of RTC laws, 1977-2006:
Lott-Mustard controls, clustered standard errors, ADZ (2012) updated county data 5
Table 1a. No controls for pre-existing state crime trends
Murder

Rape

Aggravated Assault

Robbery

Auto Theft

Burglary

Larceny

Dummy Variable Model

−4.00
(6.40)

11.60
(12.98)

15.91***
(5.01)

6.77
(4.61)

16.52**
(7.19)

10.82**
(4.53)

16.82***
(5.07)

Spline Model

−0.04
(0.65)

−1.68
(1.29)

1.16
(0.94)

0.45
(0.72)

−0.44
(0.57)

−0.52
(0.51)

0.10
(0.62)

Table 1b. With controls for pre-existing state crime trends
Murder

Rape

Aggravated Assault

Robbery

Auto Theft

Burglary

Larceny

Dummy Variable Model

−1.66
(4.83)

−9.90
(9.77)

9.56**
(4.54)

4.36
(5.77)

8.44
(6.39)

3.75
(5.78)

6.80
(6.22)

Spline Model

−0.47
(0.99)

−5.47
(4.65)

1.78
(1.46)

−0.57
(1.84)

−0.95
(1.80)

−1.37
(1.57)

−1.47
(1.68)

Note: Data from 1993 not included.
TABLE 2. Estimated impact of RTC laws, 1977-2006:
ADZ preferred controls, clustered standard errors, ADZ (2012) updated state data
Table 2a. No controls for pre-existing state crime trends
Murder

Rape

Aggravated Assault

Robbery

Auto Theft

Burglary

Larceny

Dummy Variable Model

−3.17
(3.87)

0.42
(3.70)

4.88
(3.69)

5.14
(4.27)

6.39
(5.99)

2.33
(2.99)

6.50**
(2.94)

Spline Model

0.08
(0.62)

−0.75
(0.58)

1.33*
(0.71)

0.15
(0.81)

−0.35
(0.59)

−0.57
(0.44)

−0.15
(0.48)

Table 2b. With controls for pre-existing state crime trends
Murder

Rape

Aggravated Assault

Robbery

Auto Theft

Burglary

Larceny

Dummy Variable Model

0.07
(2.71)

−3.38*
(1.83)

−2.17
(2.98)

2.20
(3.59)

7.69*
(4.10)

1.47
(2.13)

1.94
(1.80)

Spline Model

0.81
(0.86)

0.06
(0.78)

3.22***
(0.79)

0.59
(1.27)

−1.70**
(0.83)

−0.22
(0.87)

−0.18
(0.73)

5. Tables 1 to 3 are based on panel data regressions that include year and county fixed effects and are
weighted by county population. All figures reported as percentages. Robust standard errors are provided
beneath point estimates in parentheses; * significant at 10%; ** significant at 5%; *** significant at 1%.
The control variables in Table 1 (adopted from the Lott-Mustard model) include: lagged arrest rate,
county population, population density, per capita income measures, and 36 demographic composition
measures indicating the percentages of the population belonging to various race-age-gender groups.
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TABLE 3. Estimated impact of RTC laws on gun-related aggravated assaults, 1977-2006:
ADZ preferred controls, clustered standard errors, ADZ (2012) updated state data
Pre-existing state crime trends
No controls
for those trends

With such controls

Dummy Variable Model

*

14.76
(8.01)

0.43
(7.26)

Spline Model

1.53
(1.26)

5.66*
(3.12)

Correcting the record
Apparently, on the substance of our paper, there is little or no disagreement.
The current comment by MLM (2013) focuses only on a tangential issue about our
initial inability to replicate some regression results that were published in the NRC
report using a Lott-Mustard model on county data for the period from 1977-2000.
A recounting of events may help explain why we think that MLM’s speculations are off base. We initially sought to replicate the NRC’s results based on
the committee’s own description of the model. When we were unable to do so,
we contacted the NRC committee, who gave us the data set that had been used
for the report, but we were told the do-files (illustrating the precise specification
employed) had been lost. We then undertook a good-faith, but originally
unsuccessful, effort to replicate the two published tables from the NRC report.
Our inability to do so underscores our point that many modeling choices need to be
made in generating panel data estimates of crime impacts, and we had not expected
some of the choices that led to the published NRC estimates.
After the publication of our article (ADZ 2011), members of the NRC panel
demonstrated to us that the results in question were replicable based on specification decisions that we did not consider, but which were indeed consistent with
the NRC’s description of the model. Once we fully understood the way in which
these NRC estimates were generated, it became clear that the NRC report
presented estimates based on county data from 1977-2000 that essentially had three
flaws: (1) the specification (adopted from Lott and Mustard 1997) was problematic
in a number of dimensions;6 (2) the standard errors were incorrect in two ways,
6. Perhaps the most troubling aspect of the published NRC model was that it used a contemporaneous
arrest ratio measure as an explanatory variable, apparently following a Lott specification. Consequently, the
NRC estimate of the impact of RTC laws on murder was based on a regression of murders in year t on a set
of controls that included the ratio of arrests to murders in year t. Having murders in year t on both sides of
the regression equation generates a serious problem of ratio bias, which explains in part why we failed to
replicate the NRC finding: We had expected that they would have followed the standard practice of at least
lagging the arrest ratio one period (even though now we understand they were just trying to follow but not
endorse the Lott approach).
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both of which made the results appear more significant than they were;7 and (3)
there were some errors in the data, which had been supplied by Lott, although these
data errors did not substantively effect the results. At the same time, a comment by
Moody, Lott, Marvell, and Paul Zimmerman (2012) as well as our own independent
review revealed that we had also made some coding errors, although again these
data errors had no impact on any of the major findings of our published paper.
To ensure that all of our claims and figures are as accurate as possible, we
issued a new, corrected version of our paper through the NBER, and in conjunction with two principals from the NRC panel, we also issued an erratum in
the American Law and Economics Review (Aneja, Donohue, Pepper, Wellford, and
Zhang 2012), making clear that we can now replicate the regressions presented in
the NRC report, even though those NRC county data regressions for 1977-2000
did contain data problems (including the minor ones mentioned above that were
caused by Lott, as well as some errors in the now-withdrawn 1993 county data from
the Uniform Crime Reports). At this point, both we and the National Research
Council view the replication issue as settled. As stated in ADZ (2011), as well as in
the subsequent erratum, we believe this episode shows the value of having publicly
available files that allow researchers to replicate results and ferret out any potential
errors.

Conclusion
While we are appreciative that Moody, Lott, Marvell, and Zimmerman
(2012) helped in the process of perfecting the estimates presented in the tables
above (by bringing to our attention some small data errors, which we list in our
NBER paper), we think the current comment by MLM (2013) may mislead readers
into thinking that there is support for the view that RTC laws reduce crime. This is
decidedly not the case if one uses the most complete data and proper econometric
methodology.
MLM seem to be trying to suggest that the replication of earlier, nowsuperseded regression results somehow breathes life into previous studies of the
More Guns, Less Crime hypothesis (see Lott 2010) that were based on less complete and less accurate data and unsound econometric approaches. Thus MLM
conclude: “we know that the published articles using Lott’s data have not been

7. Although the NRC report (in our view mistakenly) failed to use a cluster adjustment, it was explicit about
doing so. Their failure to use robust standard errors, however, was not mentioned in the report and again
surprised us (hence the failure to replicate), because that adjustment to correct for heteroscedasticity has
long been part of standard econometric practice.

VOLUME 10, NUMBER 1, JANUARY 2013

36

ANEJA, DONOHUE, AND ZHANG

invalidated because of critical data errors” (2013, 27). Given the findings of ADZ
(2011), even if it were true that the original data were flawless, it is entirely misleading to state that the original More Guns, Less Crime hypothesis has now been
tested many times over the past decade and a half, with a majority “finding some
support for the hypothesis that shall-issue laws reduce crime” (MLM 2013, 26).
A more helpfully accurate statement would be that the NRC’s 2005 report
concluded that all of the previous articles that appeared to provide support for
the More Guns, Less Crime hypothesis in fact did not provide credible statistical
support for that view. Moreover, our ALER paper (and NBER update) identifies
some of the precise econometric errors that led those papers astray. MLM also
fail to engage in any way with the important methodological questions of proper
econometric technique that are raised in our study. For example, ADZ demonstrate that many of the papers that MLM count as supportive of a beneficial
impact of RTC laws fail to use clustered standard errors, which is now standard
practice in panel data econometrics (Bertrand, Duflo, and Mullainathan 2004). It is
not very useful to count studies that are now known to be fatally flawed in assessing
the findings of a body of statistical evidence.
The use of clustering is just one example of a substantive issue raised by
ADZ but left unanswered by MLM. MLM also fail to engage with central claims
about the sensitivity of estimates to changes in the time period of analysis (crime
declined rapidly after 1992, and more markedly in non-RTC states than in RTC
states), about the different estimates produced using state-level versus county-level
data, about the choice of control variables included in the specification, about
the wild divergence of estimates when state linear trends are either omitted or
included, and about the claim that the strongest statistical support that can be
gleaned from the most accurate and complete data is not that RTC laws generate
any net benefits, but rather that RTC laws increase aggravated assaults (and gunrelated assaults in particular). These are the issues that merit scholarly attention,
rather than MLM’s focus on the small and now pre-empted side issue of replication
of some methodologically suspect and no longer current NRC regression.
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Did Jose Canseco Really
Improve the Performance of His
Teammates by Spreading Steroids?
A Critique of Gould and Kaplan
John Charles Bradbury1
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I talked about how I taught many of the guys, named and unnamed, everything they
needed to know about steroids, and said I shared my knowledge freely as I moved from
one team to the next. Whenever anyone wanted to know anything about steroids, he
always got the same answer: “Talk to Jose. Jose knows. Jose’s your man.” So they
came, and talked, and asked questions. And I shared everything I knew, with friend
and foe alike. …
I was like a goodwill ambassador, the Godfather of Steroids, and I was
genuinely glad to be of help…. So I spread the wealth. I was happy to do it. I wanted
to share and I did so hundreds of times, too many times to count.
—Jose Canseco, Vindicated (2008, 2)
Baseball, like many other sports, lends itself to the study of economic
behavior, because of the obvious goals of participants, rule constraints, and
availability of productivity measures. Eric Gould and Todd Kaplan (2011) use
the performances of teammates of the known steroid user Jose Canseco. Jose
Canseco’s career spanned many years and many teams. Gould and Kaplan use
1. Kennesaw State University, Kennesaw, GA 30144. The author thanks Brad Humphreys and participants at the 2011 Annual Meeting of the Southern Economic Association for helpful comments and
suggestions.
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a simple econometric strategy to identify the effect Canseco may have had on
his teammates. The strategy looks at performances during and after playing as
a teammate of Canseco. If Canseco had a positive (or negative) effect on his
teammates, then the impact should be observable in player performances.
After examining the performances of a large sample of players over several
years Gould and Kaplan conclude, “the empirical analysis shows that a player’s
performance significantly increases after playing on the same team with Jose
Canseco” (2011, 339). Close inspection of the study reveals several serious problems with the analysis, however—problems that result from a flawed empirical
approach as well as from their distorted interpretation of their own regression
estimates.
The Gould and Kaplan study is developed as an academic contribution on
the topic of peer effects among co-workers. But the study has found wider interest
because of its use of forensic statistical analysis to identify hidden behavior. Prior to
its publication, the study was profiled in the online magazine Slate (Fisman 2010).
The Slate article’s main focus is the novel approach of using statistics to identify
users of performance-enhancing drugs; the article’s subtitle is “Can Statistics Be
Used to Find Juicers?” The article was mentioned on the Freakonomics weblog
(2010a).2 Statistical analysis was said to support a popular notion that was widely
believed in the mainstream media and forcefully advanced by Canseco: that
Canseco spread steroids through baseball.
The issue of whether or not Canseco disseminated steroid knowledge
through baseball, and whether or not there is evidence of this transmission in the
performance of this teammates, is worthy of investigation because conversations
about the prevalence of performance-enhancing drugs are being carried on without
much scholarly guidance. Evidence that supports the conclusion that Canseco
spread steroids through baseball fits with existing notions about players using
ergogenic aids to gain an unfair advantage over non-users. These concerns extend
beyond baseball. In recent years, cycling and track and field have been plagued
with performance-enhancing drug controversies. The increase in hitting and hitting
power in the 1990s and 2000s made many of baseball’s top performers suspects
without substantial evidence. Even players who have not been linked to
performance-enhancing drugs in public investigations have been accused of using
performance-enhancing drugs because of their physique and hitting prowess (e.g.,
Brady Anderson, Jeff Bagwell, and Mike Piazza). Thus, external confirmations of

2. I do not mean to criticize either of these publications for writing about this result, because it would be an
interesting and useful finding if the results held up. Also, Freakonomics published a follow-up post (2010b)
that linked to a critique I had published online (Bradbury 2008) of an earlier version of Gould and Kaplan’s
study.
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long-held suspicions and Canseco’s own claims, such as the article by Gould and
Kaplan, may be used as evidence of steroid use by baseball players of that era.
This is not to say that baseball players did not use performance-enhancing drugs
or that Jose Canseco did not share his knowledge with other players. My concern
is whether careful analysis of historical performance data using statistical analysis
offers evidence that supports these popular suspicions.
In this paper, I examine the weaknesses of Gould and Kaplan (2011),
identifying methodological problems with the empirical strategy and demonstrating that even if the estimates are taken at face value, they do not support
the conclusion that Canseco left a visible trail of steroid users in his wake. I also
present a revised empirical model that corrects for the original study’s significant
defects. My findings are robust: in 77 specifications that I report in this paper, not
a single estimate is consistent with the Gould and Kaplan hypothesis, indicating
that the authors’ reported findings are extremely fragile and thus not indicative
of Canseco’s presence generating a performance bump. The performance of
Canseco’s teammates does not indicate a pattern of Canseco spreading
performance-enhancing drugs to them.

The Gould and Kaplan approach
Jose Canseco as Johnny Appleseed
Jose Canseco was a 15th-round draft choice of the Oakland Athletics in Major
League Baseball’s 1982 amateur draft. According to his autobiography (Canseco,
2005), in late 1984, after three seasons of relatively mediocre performance in the
low-level minor leagues, Canseco decided to use anabolic steroids in an attempt to
improve his performance.3 In 1985, Canseco improved his performance enough
to win Baseball America’s Minor League Player of the Year Award, and he was
promoted to the major-league club at the end of the season. In 1986, he made the
All-Star team and won the American League Rookie of the Year Award. In his
17-year career, Canseco would make six All-Star teams, garner four Silver Slugger
Awards, win the American League Most Valuable Player Award, and hit 462 home
runs. After his playing days were over, Canseco publicly attributed much of his
success to the use of anabolic steroids and growth hormone. He also dubbed

3. Poor performance at the lower levels of the minor leagues does not necessarily indicate poor
performance is to be expected at the major-league level. Bradbury (2010a) finds standard performance
benchmarks do not predict future performance until players reach the High-A level.
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himself “the Godfather of Steroids,” because he taught many other players how to
use performance-enhancing drugs.
Canseco’s claims and career make him an ideal subject for studying peer
effects among co-workers. Canseco openly used anabolic steroids which have
known ergogenic effects.4 He played for seven different teams over a long career,
giving him ample opportunity to share his knowledge with many different players.
If Canseco was disseminating knowledge of performance-enhancing steroids to his
teammates, there should be an observable Johnny Appleseed effect of players who
improved after playing with Canseco. Several metrics exist for measuring aspects
of player performance that anabolic steroids should enhance, and the one-on-one
contests between hitters and pitchers provide a relatively controlled environment
where individual player performance on the field is not heavily affected by
teammates during the game.5

The basic approach for identifying Canseco’s effect on his
peers
The main inferences from Gould and Kaplan (2011) are drawn from empirical analysis using multiple-regression estimated models with the following
structure:
Performanceit = β0 + β1(playing with Canseco)it + β2(after Canseco)it +
X(other controls)it + εit
(1)
Performance of player i in year t is estimated to be a function of several parameters,
with the main variables of interest being whether or not the player was a teammate
of Canseco in year t or had been a teammate of Canseco prior to year t. Tracking
several players over many years, some with Canseco as a teammate and some
without, should reveal predictable changes in performance if Canseco induced any
productivity improvements on his teammates. Thus, the estimates of β1 and β2
are of prime importance for identifying Canseco’s role in improving performance
through sharing his knowledge of steroids with teammates.
Gould and Kaplan’s justification for using the “with Canseco” and “after
Canseco” designations is “since even if a player did learn about steroids from

4. There is ample evidence that anabolic steroids improve strength and power (Hartgens and Kuipers
2004). However, the consensus among medical researchers is that growth hormone—though widely
abused by athletes as an alleged ergogenic aid—does not improve strength and power (Stacy, Terrell, and
Armsey 2004).
5. Bradbury and Drinen (2008) find that individual hitting performance is largely independent of teammate
spillovers.
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Canseco, we do not know when he learned about it during his time with Canseco,
but we can be sure that he already acquired the knowledge after playing with
Canseco” (2011, 341-342). Rather than focus on both the “with Canseco” and
the “after Canseco” indicators, the authors place almost all their emphasis on the
estimates of the after-effect.6
Gould and Kaplan code all years in which a player plays on the same team
with Canseco as one, and zero otherwise. For the after-effect indicator, it is not
until after the player and Canseco play on different teams that the player is coded as
one. The method creates the obvious problem of measuring the impact on players
who remained teammates with Canseco for multiple years. Many of Canseco’s
teammates played with him for several seasons, during which time Canseco himself
claims to have used performance-enhancing drugs along with his teammates. For
example, teammate Mark McGwire, an admitted steroid user and a player named
by Canseco as someone he injected with steroids is coded “with Canseco” from
1986 through 1992. He would not be recognized as receiving Canseco’s steroid
spillover performance effect until after seven years as teammates. Yet, according
to the study’s estimates, McGwire was not aided during his time as Canseco’s
teammate; it was only after he and Canseco separated that he benefitted from
Canseco’s influence—an odd conclusion. Such delayed spillover applies to many
of Canseco’s teammates.
The “after-Canseco” interpretation is even more convoluted in the authors’
method for players who play on the same team as Canseco but on non-consecutive
occasions, involving their playing together on different teams. Players are coded as
“with Canseco” for the first year playing with Canseco for every year all the way
through to the last year the player is on a team with Canseco. That is, it is not until
the first season after the final year of playing with Canseco that the player is coded
as “after Canseco.”
Table 1 summarizes the empirical estimates for the main variables of interest
reported in Gould and Kaplan (2011). The table lists the number of occurrences
of “statistically significant” (e.g., p-values less than 0.05) estimates on coefficients
for playing with and after Canseco by dependent variable. Positive with-Canseco
and after-Canseco coefficients would be consistent with Canseco having a positive
performance spillover onto his teammates. The with-Canseco coefficient is not
positive and significant in any reported specification; it is negative and significant in
two specifications. The after-Canseco coefficient is positive and significant in 12 of
the 27 specifications (44 percent).

6. The downplaying of the “with Canseco” indicator is seen, for example, in Gould and Kaplan’s not even
reporting the with-coefficient estimates in Tables 7, 9, and 10.
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TABLE 1. Summary of estimates reported in Gould and Kaplan (2011)
Estimates where p<0.05 (+/−)
Dependent Variable
(Number of specifications)

With Canseco

After Canseco

Home Runs (4)

1 (−)

3 (+)

Strikeouts (2)

1 (−)

2 (+)

Runs Batted In (2)

0

2 (+)

Slugging Average (3)

0

0

Batting Average (3)

0

1 (+)

Intentional Bases on Balls (2)

0

0

Bases on Balls (2)

0

1 (+)

Steals (2)

0

0

Fielding percentage (2)

0

0

Errors (1)

0

0

At-bats (1)

0

1 (+)

Games Played (1)

0

1 (+)

Earned Run Average (1)

0

0

Inning Pitched (1)

0

1 (+)

Total Positive

0

12

Total Negative

2

0

The authors state that in one non-reported specification using a single withand-after Canseco indicator produced an estimate that having Canseco as a current
or past teammate increased home runs by 1.4 per season. As the other estimates
show, however, this is being driven by after-effects, and it is not clear that
separating from Canseco as a teammate is a good proxy for identifying a peer effect.
Because no alternate specification that employs only a “with Canseco” variable is
reported, I am left to speculate that there is no pure “with Canseco” effect. This is a
result that conflicts with the spillover hypothesis; yet, it is not portrayed as counterevidence by the authors. Gould and Kaplan posit three reasons why the observed
after-effect is stronger than the with-effect:
[P]layers who learn about steroids from Canseco do not take steroids
during the whole time they are playing “with Canseco,” but do use them
during the entire time that they are former teammates with him.
Alternatively, it may take some time for Canseco’s positive effect to be
realized, or this pattern may be due to the fact that players who play
with him spend more of their time as former teammates of Canseco than
being current teammates of him. (342)
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Though estimates presented in this paper do not provide evidence of a postCanseco positive spillover, even if the Gould and Kaplan estimates are taken at face
value, they could be interpreted as contrary evidence of Canseco spreading steroid
knowledge. The lack of performance improvement while playing with Canseco,
especially because many players in this cohort played with Canseco for several
years—some of whom admitted using steroids during this time—contradicts the
steroid spillover hypothesis. Therefore, the interpretation that the results reflect
delayed positive spillovers from Canseco’s steroid education program is not the
only or best inference that can be drawn from the study. The fact that the “with
Canseco” indicator is never positive and significant in 27 estimates reported in
the Gould and Kaplan paper is strong evidence against the Canseco effect. While
empirical estimates are open to many interpretations, I think it is fair to say Gould
and Kaplan’s estimates do not provide particularly strong support for the existence
of a positive Canseco productivity spillover.

Dependent variables
Gould and Kaplan estimate the impact of having Canseco as a teammate
on eight hitting measures (home runs, strikeouts, runs batted in (RBI), slugging
average, batting average, intentional bases on balls, bases on balls, and at-bats), one
base-running metric (steals), two fielding metrics (errors and fielding percentage),
and two pitching metrics (earned run average (ERA) and innings pitched). In
attempt to focus on the physical strength boost produced by using steroids, the
authors state that they believe home runs, slugging average, RBI, strikeouts (power
hitters tend to strike out more often than non-power hitters), and bases on balls
(pitchers “pitch around” power hitters) are performance measures that should be
particularly sensitive to steroid use for power hitters. The authors predict that
steroids would affect non-power hitters in other ways, and thus they use other
metrics to search for performance effects. They focus on batting average, steals,
errors, and fielding percentage to examine position players.7 They use ERA to
examine pitchers. They posit that games played, at-bats, and innings pitched should
capture endurance effects for all players.

7. In Section 3 of the Gould and Kaplan paper, however, the authors claim that steroids should not affect
steals or fielding: “These results suggest that Canseco had no effect on measures which clearly should not
be affected by steroids (fielding percentage and perhaps steals), but did have an effect on an outcome which
is very important for these types of players (batting average)” (343).
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In particular, Gould and Kaplan place prime importance on the impact of
having Canseco as a former teammate on home runs hit in a season. The authors
estimate the impact of Canseco on home run totals more than any other measure
presented in the paper, and later use it for comparison with the potential impact
of other players on their respective teammates’ performances. One problem with
using total home runs per season is that the data is positively skewed to an extreme
degree, which raises the possibility of strong influence by outliers. This potential
bias is never addressed in the paper. A bigger problem, however, is that total output
is affected by performance opportunities as well as performance level. Thus,
changes in total output over time may be the product of managers choosing to play
a player more in the future due to aging, health, or other reasons, outside of any
influence steroids might have. Gould and Kaplan briefly address this potential bias
by including at-bats as an independent variable in one specification. Despite the
statistical significance of at-bats, the control variable is excluded in further analysis
because the authors believe the number of at-bats a player receives is endogenous,
as evidenced by the size and standard error of the after-Canseco coefficient in the
single estimate using at-bats as the dependent variable. However, using raw home
run totals without controlling for opportunities is not the best solution. A home
run rate normalized for opportunities is a far better dependent variable choice for
measuring changes in performance over time, as it avoids the endogeneity issue
and does not ignore an obviously relevant factor. The other dependent variables
represented as season totals also suffer from the lack of normalization.
While the other dependent variables are popular performance metrics
among baseball fans, they are odd choices for measuring performance changes
among Canseco’s peers to identify steroid use. Effects on strikeouts, RBI,
intentional bases on balls, and bases on balls are estimated because these measures
are “indicative of a higher performing ‘power hitter’” (342). There is no need for
“indicative” measures when numerous direct and superior metrics of hitting power
exist (I describe these metrics in a later section). Observing variables correlated
with power, rather than those measuring power directly, is hardly a robustness test:
in some cases, it is double-counting using inferior metrics. It is true that home run
hitters tend to strike out more and receive more walks than hitters with less power.
But bad hitters also strike out more frequently than good hitters; many hitters with
low batting averages walk more to compensate for their diminished hitting power;
and many batters are intentionally walked for strategic reasons such as base-out
situations and pitcher-batter matchups (e.g., batters who routinely bat before the
pitcher are normally poor hitters, but they are frequently walked so that the defense
can face the weakest hitter in the lineup). RBI is a performance measure that is
largely dependent on batting order position and the quality of batters on a player’s
team, which pollutes its usefulness as a benchmark of individual achievement.
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For this reason, RBI has long been regarded as a poor measure of individual
performance.8 All of these metrics are season totals rather than normalized rates,
which means that they are heavily influenced by playing time. In any event, the
observations of indicative-of-power variables offer little support for the positive
peer effect hypothesis.
Only two offensive dependent variables included in Gould and Kaplan
(2011) are not season totals: batting average and slugging average. Batting average is
the total number of hits per at-bat. In one of three estimates reported in Gould and
Kaplan (2011), the “after Canseco” indicator is positive and statistically significant
at better than the standard five-percent level; it is for non-power hitters only.
Though batting average is a rate stat, it does not differentiate power from nonpower hitting—all hits are weighted the same. The slugging average is a weighted
batting average that weights each hit by the number of bases the hitter advances;
thus, the slugging average reports the average number of bases per at-bat. The
slugging average is never statistically significant in any estimate for Canseco;
however, it is positive and statistically significant in estimates of teammate spillovers for five other comparable hitters reported in Gould and Kaplan (2011):
Rafael Palmeiro (Table 6), Ryne Sandberg (Table 6), Matt Williams (Table 9), Chili
Davis (Table 9), and Dante Bichette (Table 9). Based on slugging average, several
other players are more strongly associated with teammate improvement spillovers
than Jose Canseco. This highlights this importance of dependent variable choice in
framing the results as supporting or rejecting the Canseco peer effects hypothesis.
A thorough discussion of dependent variable choices is presented below.

Control variables
The control variables employed by Gould and Kaplan (2011) are also problematic, and thus call into question the specification choices and the significance
of the estimates they produce. If the regression strategy is misspecified, then
estimated coefficients that meet the standard threshold of statistical significance
do not support hypothesis rejection. Gould and Kaplan do not report estimated
coefficients for any variables other than the “with Canseco” and “after Canseco”
indicators; therefore, it is unclear what effect and importance the included variables
have. I comment briefly on potential problems on included variables in order to
explain why specification choices presented in this paper differ from those in
Gould and Kaplan (2011), not because I believe the included variables are
necessarily contributing to significant bias in the regression estimates. The other
8. See Bradbury (2008) for a discussion of the usefulness of common baseball metrics for measuring
performance.
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included variables are: the slugging average of division, manager’s lifetime winning
percentage, ballpark factor, experience, experience squared, and league-year fixed
effects.
The offensive output of the division is an odd choice. Major League Baseball
divisions are largely an arbitrary construct designed to promote rivalries. Major
League Baseball teams have always played games outside their divisions, and after
1996 teams played games outside their leagues. While scheduling does concentrate
play within each division, the concentration has changed much over time with the
addition of new divisions, interleague play, and unbalanced schedules (all teams
within a division do not play identical schedules); therefore, a division’s offensive
output provides little useful information. Instead, this control variable serves as a
poor proxy for the offensive environment of the league, which is partially captured
by the league-year fixed effects.
Career wins by a manager provide little information regarding managerial
ability, because managerial records are determined heavily by the quality of the
team managed. Bradbury (2010b) examines managerial influence on player performance using 30 years of player performances and finds no evidence of
managerial effects on player performance.
Using experience instead of age to control for the natural rise and decline
of player performance over a career is also problematic. The rise and decline in
performance among athletes is physiological, as all athletes exhibit a tendency to
improve until peaking in their early twenties to early thirties and then declining
(Schulz and Curnow 1988)—a pattern that Bradbury (2009) finds among baseball
players. Although age and experience are correlated (r = 0.89 among non-pitchers
in the sample), there is a bias as to how they covary. Superior baseball players
tend to enter the league at younger ages than inferior players; thus, experience is
correlated with ability. In addition, stellar players tend to have more experience
than less-skilled players at the same age, and more-skilled players exit the league
later than inferior players. Such effects in entry and exit mean that using experience
as a controlling factor for the rise and decline in performance has the potential to
underestimate the impact of aging, because more experienced players tend to be
better players and thus remain in the league to exhibit a performance decline.9
League-year fixed effects offer some controlling influence for the change
in the offensive environment of each league, but they also reflect other factors
not related to changing offensive environments altering player performance. For
9. Another problem with using experience to control for aging is that labor rules often affect when a
baseball player enters the league. The example of two contemporary Hall-of-Fame third basemen, Wade
Boggs and George Brett, demonstrates the issue. Brett entered the league at age 20, while Boggs did
not start play until he was 24. At times when their physiological aging functions were the same, Brett is
considered four years Boggs’ senior.

49

VOLUME 10, NUMBER 1, JANUARY 2013

CRITIQUE OF GOULD AND KAPLAN

example, in two seasons during the timeframe of the study, a significant number
of games were lost to a labor strike. In 1994, teams played an average of 48 fewer
games and in 1995 teams played an average of 18 fewer games. When count totals
are used as dependent variables, the lower numbers were a product of playing
fewer games with an uncertain effect as to how the propensity for home runs
and runs scoring were affected.10 In rate terms, home runs and runs per game
were at historically high levels; however, the raw totals of players will indicate that
home run performance declined. With totals as a dependent variable, an explicit
control for the offensive performance in each season is needed to be sure that the
deviation in performance is offensive-environment related rather than the result of
an unrelated exogenous shock like the 1994-1995 strike. Therefore, it is important
to control for changes in league performance explicitly, to ensure that such
problems are not biasing the main coefficients of interest.

Sample years
Gould and Kaplan use a sample of individual player performances from 1970
to 2009. Canseco’s career spanned from 1985 to 2001, which means the sample
includes 15 years of player performances before Canseco played and only eight
years of performances after his career ended. It is unclear why the 1970 beginning
date for the sample was chosen.
The start date of the sample is somewhat problematic because baseball
underwent a transition in offense during this period. Figure 1 maps runs per game
per team and home runs per game per team from 1970 to 2010 in the American
League, where Canseco played his entire career. The league experienced a trend
of rising run scoring during the 1970s, due in large part to the introduction of the
designated hitter in 1973. After a moderate decline in run scoring in the late 1980s
and early 1990s, in the mid-1990s the league experienced a dramatic rise in offense,
especially in regard to home runs.

10. Performance rates in these seasons could be affected by less fatigue and lack of spring training
preparation, but I suspect the effect would be minor.
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Figure 1. American League offense, 1970-2010

Offense tended to be rising for most of Canseco’s career; therefore, it is
natural to expect anyone who played with Canseco to see his offense improve after
leaving Canseco. The authors argue—possibly in anticipation of a critique like the
present one—that if such effects are driving the results, then there would be similar
effects observed from a sample of ten comparable power hitters, and they describe
the estimates for the comparison cohort to be “strikingly different.” According to
their estimates, however, five other players do have positive after-effects, and I
argue below that the estimates are not particularly robust for Canseco. For most
estimates, no performance spillovers are identified for Canseco or any other player;
thus, I disagree that the estimates are strikingly different. Even so, no justification is
offered for extending the sample back this far into the past, and doing so only risks
weighting the Canseco coefficients positively by including multiple observations
from players many years before Canseco entered the league that adds numerous
observations of “0” for the with- and after-effect variables from a low-offense era.

Cutoffs for inclusion in individual years
The cutoff choices of 50 plate appearances for hitters and ten games for
pitchers do not make much sense. For hitters, a part-time player who receives only
50 plate appearances will play briefly and face different circumstances compared
to full-time players, who typically accumulate 500 to 700 plate appearances in a
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season. Over the course of a season, a part-time player may play only when
matchups are favorable or when the score differential is high. These few
observations mean that performance metrics are more likely to deviate from true
ability than performance measured over the course of a long season, where
fluctuations in performance have more opportunity to even out. In a footnote
(342), Gould and Kaplan report that an alternate estimate using a 200 at-bat cutoff
produces a similar after-Canseco coefficient estimate. The authors state that they
prefer the 50 at-bat cutoff because they believe at-bats are endogenous to playing
with Canseco; however, as I state above, normalizing is a superior strategy for
handling endogeneity.
For pitchers, the ten-game cutoff means that relievers, who pitch to a small
number of batters per game, are included in the sample despite having few
opportunities to perform. This is a curious choice considering that in-game
opportunities, not games played, are used for hitters. In any event, I do not address
pitchers in this paper because pitchers are not the main focus in Gould and Kaplan
(2011), and Roger Tobin (2008) finds the impact of steroids is likely to be far less
for pitchers than hitters based on the physics of the game.

Arbitrary partitioning of the sample
Gould and Kaplan separate hitters into two classes, “power hitters” and
“position players,” and they focus on the former group as more likely to be aided by
steroid use.11 The authors define power hitters as players who played the majority
of their careers at first base, catcher, any outfield position, or designated hitter.
All other players who played a majority of their career games at second base, third
base, and shortstop are designated to be position players. My first objection to this
partitioning is that it is not necessary, because marginal improvements to hitting
will benefit all players no matter what their fielding position is. Many players who
are renowned for their hitting power play at “position player” positions, including
Alex Rodriguez and Miguel Tejada—both of whom played the majority of their
careers at shortstop, were accused by Canseco of using performance-enhancing
drugs, and admitted using performance-enhancing drugs.
The unnecessary separation of players into classes becomes more
troublesome because the assigned designation of “power” and “position” players
is not consistent with the traditional understanding of hitting prowess by position;
thus, the reported results are derived from an arbitrary sample and not produced

11. Readers familiar with traditional baseball terminology may be confused by the use of the term “position
players,” which typically refers to all non-pitchers; however, for the purpose of this paper I will use the term
consistent with the designation used by Gould and Kaplan (2011).
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by the theoretically most-relevant sample. Fielding ability becomes more important
with the frequency with which players must handle fielding chances. At positions
where fielding is more important, managers are more willing to trade off offense for
defense. In an extensive analysis of the productivity of baseball hitters over baseball
history, Michael Schell (2005) describes this relationship as a law of baseball—“The
offensive ability at a given position is inversely related to the defensive demands
of the position” (199)—and identifies shortstop, catcher, second base, and center
field as the positions with the weakest hitting positions for most of the years
coinciding with Canseco’s career. Bradbury (2010a) reports the most important
fielding positions based on fielding chances to be (ordered from most to least
important): catcher, shortstop, center field, second base, third base, right field, left
field, and first base. This ordering is consistent with the ordering of famed baseball
analyst Bill James (1982), who organized positions on the “defensive spectrum”
according to positional difficulty. Thus, catcher and center field, two positions
that are on the difficult side of the defensive spectrum, and from which hitting
expectations are less than other positions, are identified by Gould and Kaplan as
power positions, while third base, a position that is (slightly) on the less difficult
side of the defensive spectrum, is identified by Gould and Kaplan as a defensive
position.
The way the sample is split does not conform to the intention of focusing
on a cohort who would most benefit from steroid use because it includes nonpower players. It is unclear how the supposed stronger effect among the so-called
“power” cohort should be interpreted, because the group designations are not
properly composed to meet their intended purpose. Given that this partitioning
of the sample in a non-intuitive way produces what the authors feel is favorable
evidence of a Canseco peer effect, the sample parsing deserves an explanation and
ought to be compared to other arbitrary sample divisions.

Re-estimating Jose Canseco’s
effect on his peers
The analysis above points out substantial flaws in the method and
interpretation of the results of Gould and Kaplan (2011). It is possible that a better
empirical model might yield results that support the Canseco hypothesis.
Therefore, I use the basic framework employed by Gould and Kaplan, observing
player performances over time and correcting for the deficiencies identified above,
to identify any spillover effects that Canseco may have had on his teammates.
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Empirical method
Data is from Baseball-Databank.org, an open-access database of baseball
data. I use the same basic regression function employed by Gould and Kaplan
(2011), represented by Equation 1, to estimate the impact of playing with Jose
Canseco on performance. However, I use different specifications to identify withand after-effects of playing with Canseco, and I detail the differences below.
In regard to the dependent Performance variable, I estimate specifications
using seven measures of hitting production: home runs per at-bat, home runs
per hit, extra-base hits per at-bat, extra-base hits per hit, isolated power, slugging
average, and batting average. Though there are many areas of baseball
performance, the focus of this analysis is hitting power, because it is the area most
likely affected by anabolic steroid use. Hartgens and Harm Kuipers (2004) survey
the scientific literature and find short-term administration of anabolic steroids is
associated with improvements from baseline strength between five and 20 percent.
In an analysis of the impact of strength gains within the range identified by the
scientific literature on home run hitting, Tobin (2008) reports, “Basic mechanical
principles, in combination with simple but plausible models, show that relatively
modest increases in muscle mass, well within the range that can reasonably be
expected from steroid use, can dramatically increase home run production”
(19-20).
Home runs are the most powerful hits that batters can produce. Batters who
hit with power also tend to advance more bases on non-home run hits than do
batters who lack power; thus, extra-base hit propensity takes into account extra
hitting power that might be gained but is not captured by home runs. Home runs
and extra-base hits are normalized per at-bat and per hit. The former measure
reports the overall rate of output when a player may or may not hit the ball, while
the latter measures the power per hit ball relative to the number of hits. Arthur De
Vany (2011) describes the per-hit normalization as the purest measure of hitting
power because it excludes other factors that may contribute to the frequency of
hitting power outcomes.
Slugging average and batting average are the only dependent variables
employed both in Gould and Kaplan (2011) and in this study. Slugging average was
originally designed to measure power, but it also includes non-power performance.
Power hitters do tend to have higher slugging averages; however, because it is
a batting average, high batting average hitters also tend to have high slugging
averages. An alternate way to measure hitting power is to subtract the batting
average from slugging average to create a metric known as “isolated power.”
12

12. The data and Stata do-files are available on the Econ Journal Watch website (link to 9MB zip file).
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Isolated power is weighted average of extra-base hits per at-bat. Batting average
records the frequency with which a batter hits his way on to base without regard to
hitting power, and I include it to capture any non-power effects.
TABLE 2. Summary statistics of variables in regression estimates
Variable

Mean

Standard
Deviation

Minimum

Maximum

Home Runs per At-Bat (HR/AB)

0.025

0.019

0

0.153

Home Runs per Hit (HR/H)

0.095

0.073

0

0.522

Extra-Base Hits per At-Bat (XB/AB)

0.077

0.029

0

0.246

0.3

0.101

0

0.778

Isolated Power (ISO)

0.132

0.064

0

0.537

Slugging Average (SLG)

0.389

0.088

0.067

0.91

Batting Average (AVG)

0.257

0.04

0.064

0.468

With Canseco

0.015

0.123

0

1

After Canseco

0.048

0.215

0

1

Ballpark Factor

100.2

4.57

88

129

Extra-Base Hits per Hit (XB/H)

League Runs per Game

4.49

0.38

3.47

5.39

Age

28.78

4.15

18.79

47.85

Age2

845.27

249.09

353.06

2290.09

Career HR/AB

0.025

0.016

0

0.094

Career HR/H

0.097

0.06

0

0.391

Career XB/AB

0.079

0.022

0

0.148

Career XB/H

0.302

0.076

0

0.65

Career ISO

0.135

0.051

0

0.325

Career SLG

0.395

0.065

0.097

0.624

Career AVG

0.259

0.025

0.083

0.364

The main variables of interest differ from what Gould and Kaplan used to
proxy Jose Canseco’s impact on his teammates. The “with Canseco” indicator is
equal to one during seasons in which the player is a teammate with Canseco and
zero otherwise.13 The “after Canseco” indicator is coded as one in all years after
the first season as Canseco’s teammate and zero otherwise. This variable captures
the lagged effect from any learned steroid knowledge by identifying any former
or present teammate as having at least one year to apply the acquired spillover
knowledge. This corrects a major defect in the Gould and Kaplan indicator, which
does not identify any after-effect until after leaving Canseco’s team for the last time.
13. In 2000, Canseco played a brief stint on the New York Yankees, appearing in 37 games as a part-time
player at the end of the season. Canseco writes, “I spent only a couple of months playing for the Yankees,
and that’s not much time to get to know someone” (Canseco 2005, 230). Therefore, his teammates during
this time are not coded as “with Canseco.” Gould and Kaplan (2011, 341 n. 11) also do not code his Yankee
teammates as “with Canseco.”
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To control for the talent of each player, I employ either of two strategies.
First, player i’s career performance in the dependent variable is included as an
independent variable to anchor the performance to the player’s ability. Second,
player fixed effects are employed. However, because fixed effects pick up other
potential outside factors—such as the fact that the player was a teammate of Jose
Canseco—this may not be the ideal strategy. Both strategies are employed to
ensure robustness, and neither the random- nor the fixed-effects estimates identify
a positive Canseco effect. Also, because player performance tends to rise and
decline with age as a quadratic function, age and age squared are included.
To control for the offensive environment, a ballpark factor for each park and
the average runs per game in the league in year t are included.14 Year effects are
included in some specifications to control for potential effects unique to the year of
observation. Table 2 lists the summary statistics for the included variables.
The models are estimated using two sample time periods. The first time
period includes observations from 1970 to 2010, a range that extends the Gould
and Kaplan (2011) sample by one year. The second time period ranges from 1982
to 2004, and this range was chosen for two reasons. First, the sample spans four
years before and after Jose Canseco’s baseball career, so as to cluster observations
symmetrically around the time Canseco would spread his steroid knowledge.
Second, this sample ends before Major League Baseball instituted a drug-testing
program to serve as a deterrent. In 2005, Major League Baseball instituted its first
mandatory drug testing system with suspensions for a first offense.
Gould and Kaplan postulate that the peer effect from ergogenic drug
knowledge may have disappeared with testing, which they state began in 2003.
When testing actually began to impact performance-enhancing drug use is
debatable, but I believe 2003 does not represent the pivotal season for a change
in drug use. As a part of the 2002 collective bargaining agreement, the 2003 drug
tests were implemented for survey purposes only—the tests were anonymous and there
was no sanction for testing positive.15 In 2004, a player would have to fail at least
two drug tests before being subject to suspensions or fines. Testing in 2003 and
2004 did not result in any suspensions, fines, or public announcements of positive
tests for any major-league player: hardly a sign that Major League Baseball was
14. Ballpark factors are provided by Baseball-Databank.org. Factors are calculated based on comparisons
of runs scored and allowed in home and away parks by the home and visiting teams to parks.
15. MLB.com offers a timeline of Major League Baseball’s performance-enhancing drug policies (link).
Gould and Kaplan (2011) cite the drop in positive drug tests in 2004 from 2003 as evidence of the
effectiveness in testing. However, an alternate explanation for the decline is that the 2003 positive rates
were abnormally high as the result of players voluntarily refusing to take tests in 2003. It was reported
that some players discussed refusing to take the tests to generate false positives in order to trigger the
implementation of more stringent testing in the future; however, to my knowledge, no player publicly
admitted to doing so (see Merkin 2003).
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identifying and punishing steroid users in a manner that would deter use. It was
not until 2005 that Major League Baseball instituted a revised drug testing program
that included a ten-day suspension without pay for a first positive test, and several
major-league players received suspensions for positive tests, including former
Canseco teammate Rafael Palmeiro. In every year since 2005 Major League
Baseball has suspended multiple players as a result of testing positive for
performance-enhancing drugs. Therefore, 2005 is likely a better time to mark the
first season in which Major League Baseball operated a drug-testing program with
a credible threat of punishment.
Also, two sample cutoffs are used: 50 plate appearances, which Gould and
Kaplan use, and 200 plate appearances, which provides a larger sample of
performance per player, which I argue above is preferable. All non-pitchers who
meet the cutoffs and played for a full season on the same team are included in the
sample. Players who switch teams during the season are excluded for that season,
because moving may impact performance and it is unclear how spillover effects
may impact performance when the season is split on multiple teams. Jose Canseco
is excluded from the sample.
As one further test of Canseco’s influence, I examine the performance of
eight teammates with whom Canseco claims to have discussed performanceenhancing drug use: Jason Giambi, Juan Gonzalez, Dave Martinez, Mark
McGwire, Magglio Ordonez, Rafael Palmeiro, Ivan Rodriguez, and Miguel
Tejada.16 If Canseco shared his wisdom with these players as he claimed, and the
estimation strategy for identifying the peer effect is sound, then the boost in
performance should be evident in this sample.
The Wooldridge (2002) test for first-order serial correlation in panel data
identifies serial correlation in the data. The equations are estimated with fixed
and random effects using the Baltagi and Wu (1999) method to correct for serial
correlation. Gould and Kaplan do not report detection of or corrections for serial
correlation.

Results
Table 3 provides a summary of the estimates of with- and after-Canseco
effects, and Tables 4 through 10 report the regression estimates of the multiple
specifications for each dependent variable. The estimates for each dependent
variable are presented in separate tables, and the row numbers correspond to

16. Canseco implicates Magglio Ordonez in Canseco (2008). All other players are implicated in Canseco
(2005). Canseco also implicates several other non-teammates, but they are excluded because of the study’s
intention to estimate peer effects of co-workers.
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similar specifications across tables. In a few instances, estimates were not possible
due to the lack of positive definite matrices, which is why model numbers are
missing in some tables. In summary, ten specifications were estimated for each
dependent variable, and in none is any “with Canseco” and “after Canseco”
coefficient positive and statistically significant. In fact, in several cases one or both
are negative and statistically significant.
TABLE 3. Summary of impact of Canseco on performance
Estimates where p<0.05 (+/−)
Dependent variable (number of
specifications)

With

After

Home Runs per At-Bat (10)

6 (−)

2 (−)

Home Runs per Hit (10)

1 (−)

0

Extra-Base Hits per At-Bat (10)

7 (−)

0

Extra-Base Hits per Hit (10)

8 (−)

0

Isolated Power (10)

7 (−)

1 (−)

Slugging Average (10)

4 (−)

0

Batting Average (10)

0

0

Total Positive

0

0

Total Negative

33

3

Table 11 reports the estimates of direct spillover effects onto eight hitters
whom Canseco identified as teammates he aided with using steroids. The
specification reported for each dependent variable corresponds to Specification 5
in Tables 4 through 10. Again, in no specification is any Canseco indicator positive
and statistically significant.

Discussion and conclusion
In the analysis of Jose Canseco’s peer effect on his teammates, Gould and
Kaplan state, “Overall, the evidence points to the strong contagion effect of
improper behavior which can be generated by one worker when the incentives to
keep up with fellow workers are very strong” (340). The authors take the next step
of drawing several implications for other workplaces:
Outside the world of sports, similar forces may be at work in terms
of accounting practices, unprofessional behavior by lawyers, overly
aggressive subprime lending, political corruption, public disclosures,
cheating by students, accuracy in journalism, reporting in academic
research, etc.
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By demonstrating that unethical practices can spread through a
contagion effect, our analysis leads to several potential policy
implications. The most obvious policy implication is to increase the
punishment on individuals practicing unethical behavior and/or
transferring their knowledge of such practices to other workers. In
addition, policies could be designed specifically to stop the spread of
unethical behavior among workers. In particular, the firm (or trade
organization) could reward individuals for reporting unethical practices
of other workers. …Another possible way of containing a contagion is
the use of group punishment for the actions of individual workers (347).
Close examination reveals that Gould and Kaplan’s empirical strategy is
flawed. I leave the reader to ponder whether that affects the pertinence of the
remarks just quoted about unethical behavior and how to stem it.
This paper presents the results of many estimates of the performance impact
of playing with Jose Canseco. None of the regression specifications employed
identify a statistically significant and positive performance effect from playing with
Canseco. There are numerous reasons why results reported in this paper do not
support the findings of Gould and Kaplan; however, great care has been taken
to ensure that the best possible specification choices were made. In light of these
findings, it seems that the reported estimated Canseco spillover effects were likely
the result of multiple flaws in the study’s design. The performance record of
Canseco’s teammates does not provide evidence of a performance boost that
followed Canseco as he moved from team to team.
The fact that a Canseco effect is not evident does not mean that baseball
players did not use steroids or that Canseco did not aid his teammates with in using
steroids. There is strong evidence that many baseball players, including former
associates of Canseco, used performance-enhancing drugs. What the results do
indicate is that being Jose Canseco’s teammate did not provide any marginal
performance advantage over players who were never teammates with Canseco.
Thus, Canseco’s role in spreading steroid use in baseball is likely exaggerated. In
fact, the lack of results should not be surprising even in a world of rampant steroid
use. The knowledge of how to use steroids is understood widely throughout sports
among athletes, trainers, coaches, and doctors. Such dispersion of knowledge
means that Canseco’s influence would not be unique; thus, even if one accepts
that Jose Canseco is being truthful about his involvement in disseminating steroid
information, in a setting of pervasive steroid knowledge this behavior would not be
identifiable using the chosen empirical strategy.
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TABLE 4. The estimated peer effects of Jose Canseco on home runs per at-bat
1

2

3

4

5

6

7

−0.00253
(0.00113)

−0.00831**
(0.00145)

−0.0007
(0.00055)

0.00005
(0.00119)

10

−0.00185
(0.00081)

−0.00122
(0.00103)

−0.00130
(0.00081)

After Canseco

−0.00066
(0.00056)

0.00033
(0.00108)

0.00015
(0.00055)

Career HR/AB

0.93474**
(0.00763)

Ballpark Factor

0.00015**
(0.00002)

0.00010**
(0.00003)

0.00015**
(0.00002)

0.00075**
(0.00008)

0.00017**
(0.00002)

0.00013**
(0.00004)

0.00017**
(0.00002)

0.00088**
(0.00014)

0.00016**
(0.00003)

0.00011*
(0.00005)

League R/G

0.00441**
(0.00029)

0.00719**
(0.00045)

0.00113
(0.00061)

0.00374**
(0.00097)

0.00464**
(0.00030)

0.00836**
(0.00050)

0.00140*
(0.00064)

−0.02106**
(0.00434)

0.00497**
(0.00042)

0.00770**
(0.00068)

Age

0.00503**
(0.00030)

−0.00016
(0.00025)

0.00519**
(0.00030)

0.01422**
(0.00144)

0.00439**
(0.00033)

−0.00059*
(0.00028)

0.00466**
(0.00032)

0.01721**
(0.00304)

0.00495**
(0.00046)

−0.00062
(0.00039)

Age2

−0.0000829**
(0.0000051)

−0.0000041
(0.0000042)

−0.0000854**
(0.0000050)

−0.0003917**
(0.0000407)

−0.0000715**
(0.0000055)

0.0000040
(0.0000047)

−0.0000757**
(0.0000054)

−0.0004112**
(0.0000732)

−0.0000776**
(0.0000075)

0.0000062
(0.0000065)

No

Yes

No

Yes

No

Yes

No

Yes

No

Yes

Year Effects

−0.00176
(0.00086)

*

9

With Canseco

Fixed Effects

−0.00052
(0.00107)

*

8

*

0.94597**
(0.00759)

0.97408**
(0.00791)

−0.00136
(0.00085)

*

−0.00255
(0.00120)

*

−0.00176
(0.00088)

−0.00244*
(0.00120)

0.00027
(0.00055)

−0.01358**
(0.00286)

−0.00047
(0.00063)

−0.00046
(0.00132)

0.98818**
(0.00779)

0.98519**
(0.01076)

No

No

Yes

Yes

No

No

Yes

Yes

No

No

1970-2010

1970-2010

1970-2010

1970-2010

1970-2010

1970-2010

1970-2010

1970-2010

1982-2004

1982-2004

50

50

50

50

200

200

200

200

200

200

Observations

16,746

13,752

16,746

13,752

11,551

9,402

11,551

9,402

6,612

5,266

Players

2,994

2,418

2,994

2,418

2,149

1,724

2,149

1,724

1,346

1,081

R2 (overall)

0.63

0.03

0.64

0.00

0.72

0.04

0.73

0.00

0.71

0.04

0.07

0.05

0.09

0.00

0.08

0.07

0.11

0.00

0.09

0.06

Sample Period
PA Cutoff

2

R (within)

Standard errors in parentheses; * significant at 5%; ** significant at 1%.

VOLUME 10, NUMBER 1, JANUARY 2013

60

BRADBURY

TABLE 5. The estimated peer effects of Jose Canseco on home runs per hit
1

2

3

5

6

7

9

10

With Canseco

*

−0.00619
(0.00310)

−0.00291
(0.00390)

−0.00469
(0.00310)

−0.00590
(0.00306)

−0.00758
(0.00402)

−0.00477
(0.00304)

−0.00607
(0.00313)

−0.00728
(0.00421)

After Canseco

−0.00141
(0.00213)

0.00178
(0.00409)

0.00125
(0.00213)

−0.00183
(0.00197)

0.00004
(0.00421)

0.00127
(0.00195)

−0.00083
(0.00221)

−0.00036
(0.00458)

Career HR/H

0.94916**
(0.00765)

0.95693**
(0.00763)

0.98108**
(0.00753)

0.99105**
(0.00743)

0.98820**
(0.01013)

Ballpark Factor

0.00043**
(0.00009)

0.00031**
(0.00012)

0.00042**
(0.00009)

0.00049**
(0.00009)

0.00039**
(0.00013)

0.00049**
(0.00009)

0.00039**
(0.00012)

0.00024
(0.00017)

League R/G

0.01385**
(0.00110)

0.02295**
(0.00170)

0.00432
(0.00235)

0.01379**
(0.00109)

0.02511**
(0.00178)

0.00487*
(0.00230)

0.01419**
(0.00149)

0.02194**
(0.00240)

Age

0.01434**
(0.00116)

−0.00011
(0.00096)

0.01492**
(0.00115)

0.01227**
(0.00118)

−0.00126
(0.00100)

0.01319**
(0.00116)

0.01418**
(0.00161)

−0.00044
(0.00137)

Age2

−0.0002314**
(0.0000193)

−0.0000088
(0.0000159)

−0.0002405**
(0.0000191)

−0.0001948**
(0.0000196)

0.0000137
(0.0000166)

−0.0002090**
(0.0000192)

−0.0002165**
(0.0000264)

0.0000052
(0.0000229)

No

Yes

No

No

Yes

No

No

Yes

Fixed Effects
Year Effects

No

No

Yes

No

No

Yes

No

No

1970-2010

1970-2010

1970-2010

1970-2010

1970-2010

1970-2010

1982-2004

1982-2004

50

50

50

200

200

200

200

200

Observations

16,746

13,752

16,746

11,551

9,402

11,551

6,612

5,266

Players

2,994

2,418

2,994

2,149

1,724

2,149

1,346

1,081

R2 (overall)

0.63

0.03

0.64

0.73

0.04

0.74

0.73

0.03

0.05

0.04

0.06

0.06

0.06

0.09

0.07

0.05

Sample Period
PA Cutoff

2

R (within)

Standard errors in parentheses; * significant at 5%; ** significant at 1%.
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TABLE 6. The estimated peer effects of Jose Canseco on extra-base hits per at-bat
1

2
**

3
*

4

5

6
**

7
**

9
*

10
**

With Canseco

−0.00391
(0.00136)

−0.00416
(0.00171)

−0.00263
(0.00136)

0.02049
(0.05616)

−0.00412
(0.00135)

−0.00486
(0.00176)

−0.00318
(0.00134)

−0.00408
(0.00139)

After Canseco

−0.00153
(0.00092)

−0.00011
(0.00177)

−0.00041
(0.00092)

0.01091
(0.02476)

−0.00095
(0.00085)

−0.00081
(0.00182)

0.00027
(0.00084)

−0.00062
(0.00096)

Career XB/AB

0.92749**
(0.00919)

0.97326**
(0.00963)

0.96813**
(0.01311)

Ballpark Factor

0.00025**
(0.00004)

0.00025**
(0.00005)

0.00025**
(0.00004)

−0.00024
(0.00121)

0.00028**
(0.00004)

0.00032**
(0.00006)

0.00027**
(0.00004)

0.00029**
(0.00005)

League R/G

0.00759**
(0.00049)

0.01183**
(0.00074)

0.00152
(0.00102)

−0.00811
(0.03389)

0.00769**
(0.00048)

0.01274**
(0.00078)

0.00121
(0.00101)

0.00801**
(0.00066)

Age

0.00833**
(0.00050)

0.00197**
(0.00042)

0.00856**
(0.00050)

−0.00435
(0.01720)

0.00694**
(0.00051)

0.00154**
(0.00044)

0.00729**
(0.00050)

0.00778**
(0.00070)

Age2

−0.0001411**
(0.0000084)

−0.0000480**
(0.0000070)

−0.0001447**
(0.0000083)

0.0002221
(0.0006623)

−0.0001173**
(0.0000085)

−0.0000390**
(0.0000073)

−0.0001226**
(0.0000083)

−0.0001260**
(0.0000115)

No

Yes

No

Yes

No

Yes

No

No

Fixed Effects
Year Effects

0.94908**
(0.00943)

0.94611**
(0.00942)

Yes

No

No

Yes

Yes

No

No

Yes

No

No

1970-2010

1970-2010

1970-2010

1970-2010

1970-2010

1970-2010

1970-2010

1982-2004

1982-2004

50

50

50

50

200

200

200

200

200

Observations

16,746

13,752

16,746

13,752

11,551

9,402

11,551

6,612

5,266

Players

2,994

2,418

2,994

2,418

2,149

1,724

2,149

1,346

1,081

R2 (overall)

0.54

0.05

0.55

0.01

0.63

0.07

0.64

0.61

0.07

0.07

0.09

0.08

0.00

0.08

0.13

0.1

0.08

0.12

Sample Period
PA Cutoff

2

R (within)

Standard errors in parentheses; * significant at 5%; ** significant at 1%.
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TABLE 7. The estimated peer effects of Jose Canseco on extra-base hits per hit
1

2

3
*

6
**

7
**

9
**

10

−0.01486
(0.00479)

−0.01559
(0.00598)

−0.01192
(0.00481)

−0.01429
(0.00445)

−0.01588
(0.00576)

−0.01207
(0.00445)

−0.01459
(0.00455)

−0.01531*
(0.00603)

After Canseco

−0.00364
(0.00326)

−0.00186
(0.00622)

−0.00079
(0.00326)

−0.00181
(0.00281)

−0.00481
(0.00594)

0.00117
(0.00280)

−0.00065
(0.00312)

−0.00609
(0.00642)

Career XB/H

0.95033**
(0.00919)

0.96359**
(0.00948)

0.97115**
(0.00881)

0.98736**
(0.00902)

0.98605**
(0.01207)

Ballpark Factor

0.00047**
(0.00014)

0.00061**
(0.00018)

0.00048**
(0.00014)

0.00059**
(0.00013)

0.00087**
(0.00018)

0.00059**
(0.00012)

0.00055**
(0.00017)

0.00070**
(0.00024)

League R/G

0.01983**
(0.00172)

0.03143**
(0.00260)

0.00543
(0.00362)

0.01873**
(0.00159)

0.03157**
(0.00255)

0.00299
(0.00333)

0.01851**
(0.00215)

0.02803**
(0.00343)

Age

0.01871**
(0.00177)

0.00937**
(0.00146)

0.01929**
(0.00176)

0.01532**
(0.00168)

0.00777**
(0.00143)

0.01618**
(0.00166)

0.01726**
(0.00227)

0.00784**
(0.00196)

Age2

−0.0003069**
(0.0000296)

−0.0001690**
(0.0000243)

−0.0003162**
(0.0000294)

−0.0002513**
(0.0000279)

−0.0001415**
(0.0000238)

−0.0002644**
(0.0000276)

−0.0002699**
(0.0000373)

−0.0001297**
(0.0000327)

No

Yes

No

No

Yes

No

No

Yes

Year Effects

**

5

With Canseco

Fixed Effects

**

**

No

No

Yes

No

No

Yes

No

No

1970-2010

1970-2010

1970-2010

1970-2010

1970-2010

1970-2010

1982-2004

1982-2004

50

50

50

200

200

200

200

200

Observations

16,746

13,752

16,746

11,551

9,402

11,551

6,612

5,266

Players

2,994

2,418

2,994

2,149

1,724

2,149

1,346

1,081

R2 (overall)

0.54

0.06

0.55

0.66

0.07

0.67

0.64

0.05

0.03

0.08

0.05

0.04

0.12

0.06

0.05

0.11

Sample Period
PA Cutoff

2

R (within)

Standard errors in parentheses; * significant at 5%; ** significant at 1%.
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TABLE 8. The estimated peer effects of Jose Canseco on isolated power
1

2

3

4

5

6

7

8

*

*

*

10

−0.00762
(0.00276)

−0.00677
(0.00350)

−0.00509
(0.00275)

−0.02704
(0.00569)

−0.00740
(0.00287)

−0.00960
(0.00377)

−0.00559
(0.00284)

−0.00662
(0.00374)

−0.00725
(0.00295)

−0.00910*
(0.00398)

After Canseco

−0.00295
(0.00189)

0.00049
(0.00366)

−0.00012
(0.00188)

−0.09539**
(0.01873)

−0.00253
(0.00185)

−0.00110
(0.00394)

0.00069
(0.00182)

−0.00434
(0.00393)

−0.00179
(0.00209)

−0.00319
(0.00435)

Career ISO

0.93067**
(0.00806)

Ballpark
Factor

0.00058**
(0.00008)

0.00052**
(0.00011)

0.00058**
(0.00008)

0.00702**
(0.00123)

0.00067**
(0.00008)

0.00068**
(0.00012)

0.00066**
(0.00008)

0.00093**
(0.00012)

0.00066**
(0.00011)

0.00061**
(0.00016)

League R/G

0.01684**
(0.00099)

0.02676**
(0.00152)

0.00345
(0.00208)

−0.29635**
(0.05792)

0.01741**
(0.00103)

0.02996**
(0.00167)

0.00372
(0.00215)

0.00365
(0.00318)

0.01822**
(0.00141)

0.02789**
(0.00227)

Age

0.01832**
(0.00103)

0.00183*
(0.00086)

0.01888**
(0.00102)

0.14680**
(0.02679)

0.01549**
(0.00111)

0.00044
(0.00094)

0.01638**
(0.00108)

0.00980**
(0.00122)

0.01741**
(0.00152)

0.00012
(0.00130)

Age2

−0.0003100**
(0.0000172)

−0.0000653**
(0.0000143)

−0.0003187**
(0.0000170)

−0.0032993**
(0.0006036)

−0.0002607**
(0.0000184)

−0.0000382*
(0.0000156)

−0.0002743**
(0.0000179)

−0.0002163**
(0.0000240)

−0.0002808**
(0.0000251)

−0.0000252
(0.0000217)

No

Yes

No

Yes

No

Yes

No

Yes

No

Yes

Year Effects

**

9

With Canseco

Fixed Effects

**

0.94765**
(0.00808)

0.96093**
(0.00839)

0.98187**
(0.00833)

*

0.97938**
(0.01154)

No

No

Yes

Yes

No

No

Yes

Yes

No

No

1970-2010

1970-2010

1970-2010

1970-2010

1970-2010

1970-2010

1970-2010

1970-2010

1982-2004

1982-2004

50

50

50

50

200

200

200

200

200

200

Observations

16,746

13,752

16,746

13,752

11,551

9,402

11,551

9,402

6,612

5,266

Players

2,994

2,418

2,994

2,418

2,149

1,724

2,149

1,724

1,346

1,081

R2 (overall)

0.61

0.04

0.62

0.00

0.69

0.05

0.70

0.00

0.68

0.05

0.08

0.08

0.10

0.00

0.09

0.12

0.12

0.15

0.10

0.11

Sample Period
PA Cutoff

2

R (within)

Standard errors in parentheses; * significant at 5%; ** significant at 1%.
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TABLE 9. The estimated peer effects of Jose Canseco on slugging average
1

2

3

4

5

6

7

−0.01067
(0.00535)

−0.00601
(0.00408)

0.00357
(0.06515)

−0.00404
(0.00260)

0.00061
(0.00551)

0.00053
(0.00256)

10

−0.00892
(0.00424)

−0.00699
(0.00531)

−0.00473
(0.00424)

After
Canseco

−0.00473
(0.00288)

0.00310
(0.00551)

−0.00049
(0.00287)

Career SLG

0.92921**
(0.00964)

Ballpark
Factor

0.00096**
(0.00012)

0.00114**
(0.00016)

0.00095**
(0.00012)

0.00117
(0.00191)

0.00102**
(0.00012)

0.00129**
(0.00017)

0.00100**
(0.00011)

0.00150**
(0.00017)

0.00106**
(0.00016)

0.00119**
(0.00023)

League R/G

0.02460**
(0.00151)

0.04110**
(0.00231)

0.00520
(0.00319)

0.03381
(0.04706)

0.02491**
(0.00146)

0.04506**
(0.00237)

0.00511
(0.00305)

0.00945*
(0.00455)

0.02685**
(0.00200)

0.04298**
(0.00323)

Age

0.02900**
(0.00157)

0.01337**
(0.00130)

0.02984**
(0.00155)

0.01454
(0.03754)

0.02367**
(0.00156)

0.01230**
(0.00133)

0.02492**
(0.00153)

0.02150**
(0.00172)

0.02643**
(0.00214)

0.01186**
(0.00185)

Age2

−0.0004994**
(0.0000262)

−0.0002849**
(0.0000216)

−0.0005126**
(0.0000260)

−0.0002976
(0.0009918)

−0.0004050**
(0.0000259)

−0.0002531**
(0.0000221)

−0.0004243**
(0.0000254)

−0.0004040**
(0.0000341)

−0.0004348**
(0.0000352)

−0.0002350**
(0.0000308)

Fixed Effects

No

Yes

No

Yes

No

Yes

No

Yes

No

Yes

Year Effects

No

No

Yes

Yes

No

No

Yes

Yes

No

No

1970-2010

1970-2010

1970-2010

1970-2010

1970-2010

1970-2010

1970-2010

1970-2010

1982-2004

1982-2004

PA Cutoff

−0.00906
(0.00412)

*

9

With
Canseco

Sample
Period

−0.00541
(0.09654)

*

8

*

0.95052**
(0.00970)

0.93430**
(0.00984)

−0.00607
(0.00534)

*

−0.00871
(0.00423)

−0.01009
(0.00568)

−0.00315
(0.00553)

−0.00311
(0.00293)

−0.00341
(0.00609)

0.96214**
(0.00983)

0.95388**
(0.01363)

50

50

50

50

200

200

200

200

200

200

Observations

16,746

13,752

16,746

13,752

11,551

9,402

11,551

9,402

6,612

5,266

Players

2,994

2,418

2,994

2,418

2,149

1,724

2,149

1,724

1,346

1,081

2

R (overall)

0.52

0.03

0.53

0.00

0.60

0.05

0.62

0.01

0.59

0.05

R2 (within)

0.08

0.17

0.10

0.17

0.09

0.24

0.12

0.26

0.10

0.24

Standard errors in parentheses; * significant at 5%; ** significant at 1%.
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TABLE 10. The estimated peer effects of Jose Canseco on batting average
1

2

3

4

5

6

7

8

9

10

With Canseco

−0.00126
(0.00221)

−0.00024
(0.00276)

0.00037
(0.00223)

0.00188
(0.00288)

−0.00144
(0.00197)

−0.00084
(0.00255)

−0.00028
(0.00198)

−0.00030
(0.00268)

−0.00124
(0.00200)

−0.00060
(0.00267)

After Canseco

−0.00198
(0.00148)

0.00251
(0.00282)

−0.00048
(0.00148)

0.00806
(0.00587)

−0.00183
(0.00120)

0.00151
(0.00256)

−0.00031
(0.00120)

0.00377
(0.00291)

−0.00161
(0.00133)

−0.00023
(0.00277)

Career AVG

0.96778**
(0.01226)

Ballpark Factor

0.00037**
(0.00006)

0.00063**
(0.00008)

0.00037**
(0.00006)

0.00015
(0.00044)

0.00035**
(0.00005)

0.00065**
(0.00008)

0.00034**
(0.00005)

0.00032*
(0.00015)

0.0004**
(0.00007)

0.00062**
(0.00011)

League R/G

0.00754**
(0.00077)

0.01454**
(0.00120)

0.00173
(0.00167)

−0.00473
(0.00727)

0.00697**
(0.00068)

0.01549**
(0.00114)

0.00116
(0.00146)

0.02161**
(0.00502)

0.00835**
(0.00092)

0.01545**
(0.00151)

Age

0.01089**
(0.00081)

0.01133**
(0.00067)

0.01108**
(0.00080)

0.00341
(0.00801)

0.00843**
(0.00072)

0.01141**
(0.00064)

0.00869**
(0.00072)

0.00566*
(0.00276)

0.00911**
(0.00097)

0.01135**
(0.00088)

Age2

−0.0001936**
(0.0000135)

−0.0002162**
(0.0000112)

−0.0001962**
(0.0000134)

0.0000592
(0.0002424)

−0.0001488**
(0.0000120)

−0.0002082**
(0.0000106)

−0.0001525**
(0.0000119)

−0.0000545
(0.0000656)

−0.0001551**
(0.0000160)

−0.0002043**
(0.0000146)

No

Yes

No

Yes

No

Yes

No

Yes

No

Yes

Fixed Effects
Year Effects

0.97744**
(0.01226)

0.93566**
(0.01258)

0.95186**
(0.01255)

0.92846**
(0.01711)

No

No

Yes

Yes

No

No

Yes

Yes

No

No

1970-2010

1970-2010

1970-2010

1970-2010

1970-2010

1970-2010

1970-2010

1970-2010

1982-2004

1982-2004

50

50

50

50

200

200

200

200

200

200

Observations

16,746

13,752

16,746

13,752

11,551

9,402

11,551

9,402

6,612

5,266

Players

2,994

2,418

2,994

2,418

2,149

1,724

2,149

1,724

1,346

1,081

R2 (overall)

0.38

0.01

0.39

0.00

0.43

0.02

0.45

0.00

0.42

0.02

0.05

0.19

0.05

0.13

0.05

0.27

0.06

0.23

0.05

0.27

Sample Period
PA Cutoff

2

R (within)

Standard errors in parentheses; * significant at 5%; ** significant at 1%.
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TABLE 11. The estimated peer effects of Jose Canseco on specifically-identified teammates
HR/AB

HR/H

XB/AB

XB/H

ISO

SLG

AVG

With Canseco

−0.00313
(0.00514)

−0.01223
(0.01672)

0.00164
(0.00658)

0.00676
(0.01934)

−0.00175
(0.01601)

−0.00296
(0.02122)

−0.00001
(0.00817)

After Canseco

−0.00276
(0.00587)

−0.01247
(0.02078)

−0.00136
(0.00672)

−0.00971
(0.02094)

−0.00882
(0.01800)

−0.00467
(0.02209)

−0.00257
(0.00812)

Career Statistic for Dependent Variable

1.07506**
(0.11632)

1.10397**
(0.11662)

0.95045**
(0.14088)

1.01605**
(0.11779)

1.0483**
(0.12899)

0.97931**
(0.15858)

0.76613**
(0.25823)

Ballpark Factor

0.00041
(0.00043)

0.00017
(0.00142)

0.00097
(0.00054)

0.00147
(0.00160)

0.00174
(0.00134)

0.00301
(0.00175)

0.00133
(0.00071)

League R/G

0.01451**
(0.00540)

0.03142
(0.01793)

0.01684*
(0.00668)

0.03452
(0.01995)

0.04518**
(0.01676)

0.06415**
(0.02169)

0.01728*
(0.00864)

Age

0.00988
(0.00519)

0.02095
(0.01885)

0.01836**
(0.00580)

0.03203
(0.01820)

0.03981*
(0.01586)

0.06222**
(0.01918)

0.02587**
(0.00757)

Age2

−0.0001551
(0.0000846)

−0.0003013
(0.0003074)

−0.0003049**
(0.0000946)

−0.0005161
(0.0002968)

−0.0006443*
(0.0002587)

−0.0010241**
(0.0003127)

−0.000436**
(0.0001235)

No

No

No

No

No

No

No

Fixed Effects
Year Effects

No

No

No

No

No

No

No

1970-2010

1970-2010

1970-2010

1970-2010

1970-2010

1970-2010

1970-2010

PA Cutoff

200

200

200

200

200

200

200

Observations

113

113

113

113

113

113

113

8

8

8

8

8

8

8

R2 (overall)

0.68

0.72

0.54

0.62

0.63

0.53

0.39

R2 (within)

0.28

0.20

0.28

0.14

0.28

0.33

0.26

Sample Period

Players

Standard errors in parentheses; * significant at 5%; ** significant at 1%.
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A Reply to J. C. Bradbury
Eric D. Gould1 and Todd R. Kaplan2
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Our paper in Labour Economics (Gould and Kaplan 2011) examined the general issue of how workers affect the productivity of co-workers, and in particular
whether unethical practices that boost performance are transmitted between
workers. To do this, we investigated the steroid epidemic in Major League Baseball
and Jose Canseco’s claims that he taught his teammates how to acquire and use
steroids and human growth hormone. Our results support Canseco’s claim by
presenting a striking pattern whereby a player’s performance indeed tends to
increase after being a teammate of Canseco. Our results are based upon standard
measures of performance, and we found very little systematic evidence across
outcome measures that any comparable player increased the performance of his
peers in a similar way.
J. C. Bradbury (2013) has authored an extensive critique of our paper; the
present paper is our reply. Bradbury makes no claims that our results are nonreplicable or that they involve a programming error. Rather, he presents a series of
criticisms about our choices regarding specification, sample, and other matters. His
critique does not provide any convincing reason to reject our conclusions.
We disagree with all of Bradbury’s major criticisms—which can largely be
summarized as his belief that we should have imposed several very restrictive
assumptions on our specification and estimation, and that we used too much data
and did not adequately censor our sample on an outcome variable. It is highly
unusual to criticize a paper for not deleting years of data and for not censoring the
sample on an outcome measure. Moreover, Bradbury mounts criticisms that reveal
1. Hebrew University, Jerusalem 91905, Israel.
2. University of Haifa, Haifa 31905, Israel, and University of Exeter, Exeter EX4 4ST, UK.
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a severe misunderstanding of basic econometrics. We will detail our response to
Bradbury’s numerous comments below, but it is important to note that Bradbury
does not present any convincing argument for how the putative flaws in our
analysis would lead to a spurious result. Lacking any explanation for why our results
might be biased in support of the hypothesis that Canseco boosted peer
performance, Bradbury argues that “even if the estimates are taken at face value,
they do not support the conclusion that Canseco left a visible trail of steroid users
in his wake” (2013, 42).
That statement is perhaps Bradbury’s most serious one, since his other
statements are not directly about what we did, but rather what he thinks we should
have done differently. Bradbury’s argument for why we have a “distorted
interpretation of [our] own regression estimates” (2013, 41) is based on his
summary of our findings in his Table 1. That table shows that we never found
Canseco to have a significant positive effect on a player’s performance while they
were on the same team, and the “after-Canseco coefficient is positive and
significant in 12 of the 27 specifications (44 percent)” (Bradbury 2013, 45). Twelve
out of 27 is presumably too few.
Before we address the first point about the non-significant results for being
“with Canseco,” we want to point out the dishonesty in discussing the 12 significant “after-Canseco” coefficients as if all 27 specifications should be treated
equally. Five of the 27 “after-Canseco” coefficients presented by Bradbury as not
significant are testing for whether Canseco affected other players in terms of their
steals, fielding percentage, and fielding errors. Here is what we wrote about these
specific coefficients:
The first three columns show that Canseco had no discernible effect on
steals, fielding percentage, and fielding errors. Neither of these outcomes
is considered particularly important for power hitting, nor are they
typically thought of as being affected by physical strength. So, the lack
of any effect for these outcomes strengthens the interpretation of the
results in Table 4 that Canseco had a significantly positive effect on
the hitting power of his former teammates by affecting their physical
strength. (Gould and Kaplan 2011, 342-343)
One could argue with our interpretation that these results are essentially placebo
tests which should be insignificant, but a fair critique of our paper would at least
attempt to do so. Instead, Bradbury presents these insignificant results as if they
obviously support the idea that Canseco had no effect on his peers, while accusing
us of distorting our findings.
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Regarding the other estimates for the “after Canseco” effect, we invite all
readers to look at our paper and see that these coefficients are highly significant for
the type of outcome that is relevant for each type of player. For power hitters, the
“after Canseco” effect is positive and significant for home runs, RBIs, strikeouts,
bases on balls, and at-bats, while the coefficients for batting average, slugging
percentage, and intentional walks are positive but insignificant (2011, 343-344). For
position players, the “after Canseco” effect is positive and significant for batting
average and on-base percentage (343 n. 17). Even for pitchers, there is a positive
and significant “after Canseco” effect on innings pitched (344).3 Assuming that
managers tend to play players more when they are playing better, at-bats and
innings pitched are perhaps the best overall measures of a player’s performance
level. Given all these findings, we stand by our interpretation that Canseco had a
significant, positive impact on his teammates after playing with him.
Let us now address the insignificant findings for the “with Canseco” coefficients. Bradbury (2013, 46) writes: “The fact that the ‘with Canseco’ indicator is
never positive and significant in 27 estimates reported in the Gould and Kaplan
paper is strong evidence against the Canseco effect.” Bradbury then accuses us
of downplaying the lack of any findings for this coefficient by our not reporting
it for many specifications. But, we stated very clearly that this coefficient is not
significant, and we discussed why this might be the case:
However, Table 4 again reveals no significant impact of playing with
Canseco at the same time. The reason why playing with Canseco has a
much smaller effect than playing “after Canseco” may be due to the idea,
mentioned above, that players who learn about steroids from Canseco
do not take steroids during the whole time they are playing “with
Canseco,” but do use them during the entire time that they are former
teammates with him. Alternatively, it may take some time for Canseco’s
positive effect to be realized, or this pattern may be due to the fact that
players who play with him spend more of their time as former teammates
of Canseco than being current teammates of him. For example, power
hitters who played at least one season with Canseco in our sample spent
15% of their seasons on a team with Canseco and 39% of their seasons
being former teammates with him. Also, the smaller effect of playing
with Canseco may be due to the idea that Canseco took away scarce team
resources such as playing time, attention from coaches and trainers, etc.
(Gould and Kaplan 2011, 342)

3. In unreported results, the coefficient on “after Canseco” for at-bats for all non-pitchers in one sample is
16.24 with a standard error of 9.36.
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In footnote 3 (2011, 339), we discussed why it might take time for a player to
learn to use steroids effectively. According to Canseco, its effectiveness depends on
the proper mixing and cycling of growth hormone with various types of steroids,
as well as a proper diet, a rigorous weight lifting routine, and abstinence from
recreational drugs.
Given these explanations, it seems reasonable to interpret the significant
“after Canseco” effect as strong evidence of a peer effect despite the insignificant
“with Canseco” effect. But, once again, Bradbury does not make any attempt to
counter the logic of these arguments. Rather, he implicitly denies one of them by
writing that the “lack of performance improvement while playing with Canseco,
especially because many players in this cohort played with Canseco for several
years—some of whom admitted using steroids during this time—contradicts the
steroid spillover hypothesis” (Bradbury 2013, 46). As we describe in the quotation
from our paper above, most people did not play with Canseco for several years.
Over sixty percent of the people in our sample in Table 3 played only one year with
Canseco, and another 25 percent played only two years with him. So, if one were
really open to the idea that Canseco did affect the performance of his teammates,
should the hypothesis really be dismissed because the effect shows up a few years
after their initial exposure to Canseco rather than having an immediate impact?
Canseco never claimed to teach players how to use steroids on the first day that they
became teammates.
Moreover, we mentioned what happens if no distinction is made in the
specification between “with” and “after Canseco”. We wrote: “If, however, we do
not differentiate between current and former players by using one variable which
indicates whether the player either plays currently or in the past with Canseco, the
coefficient for home runs is 1.40, and is still highly significant with a standard error
of 0.52” (Gould and Kaplan 2011, 342). Bradbury dismisses this specific point by
saying (correctly) that: “As the other estimates show, however, this is being driven
by after-effects” (Bradbury 2013, 45). But, wait a second—Bradbury claims that
the “estimates presented in this paper do not provide evidence of a post-Canseco
positive spillover” (46). So, how could the joint “with and after” effect be driven by
an “after” effect that doesn’t exist?

To further his claim that we over-interpret our results, Bradbury argues that
the coefficients for Canseco’s peer effect are not very different, and perhaps
weaker, than the estimated peer effects from other power hitters that we examine:
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The slugging average is never statistically significant in any estimate for
Canseco; however, it is positive and statistically significant in estimates
of teammate spillovers for five other comparable hitters reported in
Gould and Kaplan (2011): Rafael Palmeiro (Table 6), Ryne Sandberg
(Table 6), Matt Williams (Table 9), Chili Davis (Table 9), and Dante
Bichette (Table 9). Based on slugging average, several other players are
more strongly associated with teammate improvement spillovers than
Jose Canseco. (Bradbury 2013, 48)
For the record, our Table 6 presents results for the peer effect of a few selected
players on skilled position players only, while Table 9 summarizes the results for
a larger set of 27 players (that were similar to Canseco in terms of career
achievements) on power hitters and position players, separately. All of the positive
coefficients mentioned in the quote above appear in Table 9 (including those
attributed to Table 6). Therefore, we invite all readers to look at Table 9 (Gould
and Kaplan 2011, 347) and decide whether the results support our conclusions.
Specifically, Canseco is the only player in Table 9 to exhibit a positive peer effect
for all seven outcome measures, with four of them significant. As we write: “With
the possible exception of Williams, there is no other player that has a systematically
large and significant positive effect across several outcomes” (345).
Bradbury specifically mentions positive coefficients on slugging percentage
by Palmeiro, Sandberg, Williams, Davis, and Bichette. It is true, as we mentioned
in the paper, that Williams had three positive and significant coefficients. However,
it is entirely misleading to suggest that the others display any evidence in favor
of a positive peer effect. Palmeiro has a positive and significant coefficient for
slugging percentage on position players, but also a negative coefficient on slugging
percentage for power hitters. In total, Palmeiro shows five coefficients that are
negative and significant, and two that are positive and significant. Sandberg displays
only one positive and significant coefficient out of seven. Not surprisingly,
Bradbury mentions only the one, not the other six. Davis had only two positive and
significant coefficients out of seven, while Bichette had only one—but he had two
that were negative and significant.
Given all this, we believe that a fair reading of Table 9 is that the results for
Jose Canseco look unusually positive and significant, relative to the other 26 players
of a similar caliber during the same era. In sum, there is no reason to take seriously
Bradbury’s claim that our interpretation of the results is distorted.
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We now turn to Bradbury’s comments about what we should have done
differently. His main criticism concerns the specification of Canseco’s treatment
effect on his teammates. As discussed above, we tested for Canseco’s influence on
the performance of other players by separating a player’s exposure to Canseco into
two distinct periods—the period spent with Canseco on the same team and the
period after the last year spent with Canseco (Gould and Kaplan 2011, 341):
Our specification:
Performanceit = γ0 + γ1(with Cansecoit) + γ2(after last year with Cansecoit) + uit
Bradbury calls this a “flawed empirical approach” (2013, 41), and he “corrects a
major defect” with the following (55):
Bradbury’s specification:
Performanceit = β0 + β1(with Cansecoit) + β2(after first year with Cansecoit) + uit
where “with Canseco” is similar to the variable we use for the time a player spends
with Canseco, and “after first year with Canseco” equals one for every season after
the first season playing with Canseco. It is hard to imagine that our specification
is somehow stacking the deck in favor of finding large after-Canseco effects on
his teammates, and Bradbury does not even try to suggest that it does. Bradbury is
adamant, however, that his specification is right and ours is wrong.
To understand the differences between the two specifications, let’s examine
the parameterization of the Canseco effect for a player that joins Canseco’s team in
his second season and then plays a total of four consecutive years with Canseco:
Canseco Effect
Season
1 - without Canseco

Bradbury

Gould and Kaplan

0

0

2 - with Canseco

β1

γ1

3 - with Canseco

β1+β2

γ1

4 - with Canseco

β1+β2

γ1

5 - with Canseco

β1+β2

γ1

6 - without Canseco

β2

γ2

7 - without Canseco

β2

γ2

8 - without Canseco

β2

γ2

As depicted above, Bradbury’s specification is describing three distinct periods, but
he breaks from convention by using dummy variables for categories that are not
mutually exclusive (i.e., the player described above has a 1 in seasons 3 to 5 for both

75

VOLUME 10, NUMBER 1, JANUARY 2013

REPLY TO BRADBURY

dummy variables: “with Canseco” and “after first year with Canseco”). Thus, he
makes the unnecessary and rather strong assumption that the effect of the first year
with Canseco plus the effect of “after last year with Canseco” is equal to the effect
of playing with Canseco in all years except for the first year. Or, put differently,
Bradbury assumes that β1 is the change in performance between the season before
playing with Canseco to the first year with Canseco, while the player’s performance
changes from the last year with Canseco to the first year without him by the same
exact magnitude, but opposite direction (i.e., −β1).
We don’t see why anyone would place such strong, and rather strange,
restrictions on the parameters. Bradbury does not even acknowledge that the
restrictions exist, let alone justify them. In fact, if β1 is negative, Bradbury’s
specification implies that there will be an increase in performance after leaving
Canseco’s team in season 6. According to Bradbury’s Table 3 (2013, 58), almost
all of his estimates are negative, which is consistent with our results showing a
significant boost in performance when the player is no longer on the same team as
Canseco.
In contrast to Bradbury, our specification divides a player’s career into two
distinct periods: during and after the player’s exposure to Canseco as a teammate. We
follow the convention of using dummy variables for categories that are mutually
exclusive, so no restrictions are made regarding how the effect may or may not
change between periods. In addition to the discussion described above about why
the “with Canseco” effect might differ from the “after Canseco” effect, we justified
the distinction between the two periods by writing: “the distinction between
playing ‘with Canseco’ and playing ‘after Canseco’ is important since even if a player
did learn about steroids from Canseco, we do not know when he learned about
it during his time with Canseco, but we can be sure that he already acquired the
knowledge after playing with Canseco” (Gould and Kaplan 2011, 341-342). We
never claimed that this is the only way to examine this issue, but nothing Bradbury
writes creates any doubts in our minds that ours is a sensible and conventional
specification.
Let us now examine the two specifications for a player that plays only one
year with Canseco before moving on:
Canseco Effect
Season

Bradbury

Gould and Kaplan

1 - with Canseco

β1

γ1

2 - without Canseco

β2

γ2

3 - without Canseco

β2

γ2

4 - without Canseco

β2

γ2

5 - without Canseco

β2

γ2
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For this type of player, the two specifications are identical—they both separate the
player’s career into two distinct periods with independent effects for each period.
Since approximately 60 percent of the players who ever played with Canseco actually played only one season with him, Bradbury is unwittingly proposing the same
specification for a majority of the players. However, as we’ve shown, Bradbury’s
specification makes additional, unnecessary restrictions on how Canseco may have
affected players that played more than one year with him. One can only guess why
Bradbury believes so fervently in these restrictions.
Bradbury also takes a strong stand against our treatment of players who play
with Canseco in multiple stints (Gould and Kaplan 2011, 341 n. 11), calling our
strategy “convoluted”:
The “after-Canseco” interpretation is even more convoluted in the
authors’ method for players who play on the same team as Canseco
but on non-consecutive occasions, involving their playing together on
different teams. Players are coded as “with Canseco” for the first year
playing with Canseco for every year all the way through to the last year
the player is on a team with Canseco. That is, it is not until the first season
after the final year of playing with Canseco that the player is coded as
“after Canseco.” (Bradbury 2013, 44)
Let’s compare the parameterizations of the Canseco effect under both
specifications for a player who plays with Canseco in non-consecutive seasons (and
in a pattern that happens to coincide with Roger Clemens’ career during this time
period):
Canseco Effect
Season

Bradbury

Gould and Kaplan

1994 - without Canseco

0

0

1995 - with Canseco

β1

γ1

1996 - with Canseco

β1+β2

γ1

1997 - without Canseco

β2

γ1

β1+β2

γ1

1999 - without Canseco

β2

γ2

2000 - without Canseco

β2

γ2

1998 - with Canseco

Starting from 1994 as a base year, Bradbury specifies that the subsequent changes
in Clemens’ performance in the following years go as follows: first there is a change
equal to β1 in his first year with Canseco, then a change of β2 in the next year,
followed by a change of exactly β1 but in the opposite direction (viz., −β1), then
going back in the other direction by β1, and then reversing course with another
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change of exactly −β1. Bradbury offers no justification for why a player’s
performance would jump around in such a stringent manner.
But, he calls our strategy “convoluted.” In our specification, γ1 captures the
effect of the period when the player was directly exposed to Canseco and
potentially learned how to use steroids from him, while the “after exposure” effect
is represented by the parameter γ2, which is not restricted to be the same or
different from γ1. We will not argue that this is the only or even the best possible
way to handle this non-trivial issue, but Bradbury fails to convince us that the
“convoluted” approach is ours.

Bradbury continues with a long series of comments that amount to throwing
everything but the kitchen sink at us. At best, some could be considered worthwhile
robustness checks. We’ll proceed largely in the order that Bradbury presents them.

Dependent variables
Our analysis examines many different measures of a player’s performance
to see if the results are consistent across different measures. Some of them are
normalized by playing time (measured as at-bats) like batting average or slugging
percentage, and some of them are raw output measures like the number of home
runs or number of RBIs. For home runs, we also show what happens if the number
of at-bats is included as a control variable. Bradbury insists that we should only
use the measures which are normalized by at-bats. He writes: “One problem with
using total home runs per season is that the data is positively skewed to an extreme
degree, which raises the possibility of strong influence by outliers. This potential
bias is never addressed in the paper” (Bradbury 2013, 47).
The reason why this “potential bias” is not addressed in the paper is because
we have no idea what bias he is talking about. In any case, what is the evidence
that home runs is skewed after controlling for experience and fixed effects for each
individual and year? Furthermore, the outliers that he is referring to are probably
the records that were smashed because of the use of steroids (by Barry Bonds, Mark
McGwire, etc).
Bradbury then makes a serious point that “output is affected by performance
opportunities as well as performance level” but misses the main point by saying
that “changes in total output over time may be the product of managers choosing
to play a player more in the future due to aging, health, or other reasons, outside
of any influence steroids might have” (2013, 47). That statement misses the main
point because we need to be concerned that steroids affected both the output and
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the opportunities. But, Bradbury recovers a bit by acknowledging that “Gould and
Kaplan briefly address this potential bias by including at-bats as an independent
variable in one specification”, but that “using raw home run totals without controlling for opportunities is not the best solution. A home run rate normalized for
opportunities is a far better dependent variable choice for measuring changes in
performance over time, as it avoids the endogeneity issue and does not ignore an
obviously relevant factor” (47).
Unfortunately, Bradbury mixes a bunch of stuff together (some of it true)
and ends with a recommendation that, contrary to his claim, does not avoid the
endogeneity issue. If steroids make players better, it is possible that Canseco
increased both his home run production and his playing time, and therefore, both
the numerator and denominator in a measure such as “home runs per at-bat.” In
fact, our results demonstrate just this, showing as well that the effect on home
runs is still significant for power hitters after controlling for at-bats. Contrary to
what Bradbury thinks, there is no clean solution to this issue, but our approach of
looking at it in several directions strikes us as the most reasonable way to proceed.
Bradbury then criticizes our choice of output measures from the perspective
of someone who is ensconced in the specialized world of discussing, creating,
and analyzing every minor detail and statistic in baseball. Some of the alternative
measures are worth checking, but the purpose of our study was not to take a stand
on which precise measure is the best measure of power hitting and so forth. We
used conventional measures of performance in order to speak to a more general
audience, and to avoid any appearance that we were cherry picking the best results
from all the various alternative measures of power hitting that baseball experts have
proposed.
Furthermore, as we discussed in the paper, Canseco claimed that steroids
could affect a player’s performance in ways that are hard to measure, such as faster
recovery from injuries (Gould and Kaplan 2011, 343 n. 16). Also, greater prowess
for power hitting could show up in a non-power hitting statistic like batting average
if, say, the defense is forced to play deeper in the outfield. In addition, opposing
teams are likely to “pitch around” power hitters, pitch to them in a fashion intended
to give up a single instead of an extra base hit, or even bring in a new pitcher to
specifically handle a dangerous batter. In these instances, the total number of home
runs will understate the power-hitting prowess of a player. Given the difficulty in
identifying precisely what steroids should be affecting, it seems prudent to check
the most conventional measures, as we did in our analysis.
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Control variables
Bradbury believes “the control variables employed by Gould and Kaplan
(2011) are also problematic, and thus call into question the specification choices
and the significance of the estimates they produce” (Bradbury 2013, 48). He does
not “believe the included variables are necessarily contributing to significant bias
in the regression estimates” (48), but nonetheless, that does not stop him from
complaining about them. He specifically calls using the slugging percentage of the
division “an odd choice” and complains that “[c]areer wins by a manager provide
little information regarding managerial ability” (49). We have no idea why he feels
this way. The coefficient on our managerial ability variable has a t-statistic of 2.89
for home runs in Table 3.
Bradbury argues that we should have used “age” instead of “tenure”, since
he believes that tenure is correlated with ability (“Superior baseball players tend to
enter the league at younger ages than inferior players” (49)). We don’t see his point,
since better players will also stay in the league longer and at older ages. Also, we
controlled for ability with individual fixed effects. But, in principle, we don’t have a
problem of using age instead of tenure, and after making this change, we can report
that the results are similar.
Bradbury then embarks on an ill-fated attempt to criticize our use of leagueyear fixed effects:
League-year fixed effects offer some controlling influence for the change
in the offensive environment of each league, but they also reflect other
factors not related to changing offensive environments altering player
performance. For example, in two seasons during the timeframe of the
study, a significant number of games were lost to a labor strike. In 1994,
teams played an average of 48 fewer games and in 1995 teams played
an average of 18 fewer games. When count totals are used as dependent
variables, the lower numbers were a product of playing fewer games
with an uncertain effect as to how the propensity for home runs and
runs scoring were affected. In rate terms, home runs and runs per game
were at historically high levels; however, the raw totals of players will
indicate that home run performance declined. With totals as a dependent
variable, an explicit control for the offensive performance in each season
is needed to be sure that the deviation in performance is offensiveenvironment related rather than the result of an unrelated exogenous
shock like the 1994-1995 strike. Therefore, it is important to control for
changes in league performance explicitly, to ensure that such problems
are not biasing the main coefficients of interest. (Bradbury 2013, 49-50)
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No, this is way off. Using league-year fixed effects precisely controls for anything
and everything that may have affected the mean in any year and league. The
inclusion of these fixed effects means that all performance outcomes are measured
relative to the mean in that given year and league. This is basic Econometrics 101.

Sample years
Bradbury continues in his confusion about what league-year fixed effects
control for with a comment about our choice of sample years. Our sample includes
years 1970 to 2009, despite Canseco’s career spanning the years 1985 to 2001.
Bradbury calls this “problematic” because performance measures are improving
over time. He writes:
[N]o justification is offered for extending the sample back this far into
the past, and doing so only risks weighting the Canseco coefficients
positively by including multiple observations from players many years
before Canseco entered the league that adds numerous observations of
“0” for the with- and after-effect variables from a low-offense era.
(Bradbury 2013, 51)
Once again, Bradbury does not understand that league-year fixed effects control
for changes in average performance over time. We did not justify going back to
1970 because we felt it was obvious that more years of data is better than less when
one has controls for each year. Furthermore, not every player’s career coincided
with Canseco’s, and it is important to include years before players were exposed to
Canseco in order to estimate the “with” and “after” effects while controlling for
individual fixed effects.
Bradbury displays a similar lack of understanding when he writes:
Offense tended to be rising for most of Canseco’s career; therefore, it
is natural to expect anyone who played with Canseco to see his offense
improve after leaving Canseco. The authors argue—possibly in anticipation of a critique like the present one—that if such effects are driving
the results, then there would be similar effects observed from a sample
of ten comparable power hitters, and they describe the estimates for the
comparison cohort to be “strikingly different.” (2013, 51)
No, we would not respond to this comment by comparing Canseco to other
players. Our response once again is that we included league-year fixed effects to
control for changes in average performance measures over time. Our examination
of other players is unrelated to the issue of increasing average outcomes over
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time—rather, the purpose is to examine whether Canseco’s effects are spurious by
seeing if they are typical or unusual compared to his peers.
Regarding sample years, Bradbury also takes issue with our analysis that
shows that the “after Canseco” effect disappears after 2003, which coincided with
the advent of new policies conducted by Major League Baseball to test players for
performance-enhancing drugs. We justified our choice of using an “after 2003”
variable by citing the policy change (the institution of testing with penalties), and we
noted that the results of the testing revealed a significant drop in steroid use from
2003 to 2004 (Gould and Kaplan 2011, 345 and 345 n. 18). But Bradbury doesn’t
buy this at all:
I believe 2003 does not represent the pivotal season for a change in
drug use. As a part of the 2002 collective bargaining agreement, the 2003
drug tests were implemented for survey purposes only—the tests were
anonymous and there was no sanction for testing positive. In 2004, a
player would have to fail at least two drug tests before being subject
to suspensions or fines. Testing in 2003 and 2004 did not result in any
suspensions, fines, or public announcements of positive tests for any
major-league player: hardly a sign that Major League Baseball was
identifying and punishing steroid users in a manner that would deter use.
It was not until 2005 that Major League Baseball instituted a revised drug
testing program that included a ten-day suspension without pay for a
first positive test, and several major-league players received suspensions
for positive tests, including former Canseco teammate Rafael Palmeiro.
(Bradbury 2013, 56-57)
So, Bradbury is arguing that the measured drop in steroid use in 2004 is irrelevant
because suspensions weren’t given until 2005. It is hard for us to understand why
a decrease in steroid use is not relevant for seeing whether Canseco affected his
teammates by teaching them about steroids. But, in any case, Bradbury is saying
that we included a “steroid-using” year, 2004, in our definition of the “poststeroid” era. If true, this should bias the results against finding a difference in
the “after Canseco” effects between the two periods. Instead, we find a huge
difference—the “after Canseco” effect completely disappears after 2003. Instead
of acknowledging or discussing the powerful evidence that this finding represents
in terms of bolstering our conclusions, Bradbury offers a tiresome tirade for why
our results and conclusions would actually be stronger if we did it his way.
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Cutoffs for inclusion in individual years
In our analysis, we restrict the sample to include seasons where a player had at
least 50 turns at bat. This is a fairly minimal restriction, motivated by the intention
to exclude years when a player was injured. Bradbury has major problems with this
cutoff: “The cutoff choices of 50 plate appearances for hitters and ten games for
pitchers do not make much sense” (2013, 51). He later argues that restricting the
sample to those with at least 200 plate appearances is preferable. But, as we show
in the paper, Canseco had a direct effect on at-bats. Therefore, as noted above and
in the paper, the number of times at bat is a legitimate measure of performance.
Again, it is very unusual to see a paper criticized for not censoring the sample
enough on an outcome variable.

Arbitrary partitioning of the sample
Bradbury does not like that we separate hitters into “power hitters” and
“position players.” For reasons that are not clear, he suggests that this makes it
hard to interpret our results. For those that do not want a separation, Table 3 in
our paper shows similar results for a sample composed of all hitters—significant
effects on home runs, strikeouts, RBIs, and batting average. Table 3 also tests for
whether the coefficients are the same for both types of players, and this hypothesis
is rejected for almost all outcomes. For someone who claims that his “first
objection to this partitioning is that it is not necessary” (2013, 52), it is puzzling that
Bradbury did not acknowledge or address this table in his critique.

Re-estimating Jose Canseco’s effect on his peers
Bradbury estimates the effect of Canseco on his peers after making many
changes to the specification, control variables, and sample. Not surprisingly, he
claims to find results that do not support our conclusions.
For some reason, however, he deletes from the sample any player that
switched teams during the year. For example, his sample does not include Mark
McGwire in 1997 when he hit 58 home runs for Oakland and St. Louis, or Fred
McGriff in 1993 and 2001 when he hit 37 and 31 home runs respectively. In fact,
we count 1,397 observations missing in Bradbury’s sample that are included in our
sample in Table 3. It appears that the main reason for the missing observations is
that the player switched teams during the year. Bradbury drops them because “it is
unclear how spillover effects may impact performance when the season is split on
multiple teams” (2013, 57). We don’t understand this point, especially since most of
these cases involve seasons where players did not play with Canseco on either team
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during the same season. In addition, deleting observations where players switch
teams creates an odd situation whereby 44 players (see the Appendix to this article)
in his data are coded with a 1 for the “after the first year with Canseco”, but never
have a year when they are coded with a 1 for “with Canseco”. So, according to
Bradbury’s raw data, many players became a former teammate of Canseco without
ever being a teammate of Canseco. Logic would seem to dictate that knowing
whether the two played together would be a necessary condition for determining
that they no longer play on the same team.
There are several other reasons for Bradbury’s results being different from
ours. As outlined in the estimating equations above, he estimates different parameters than we do, and provides no justification for the unnecessary parameter
restrictions imposed on the way Canseco potentially affects his teammates as they
play together and then move on to separate teams. He doesn’t seem to realize that
his negative and significant estimates for β1 actually are consistent with our findings
of a significant boost in performance when a player is no longer on the same team
as Canseco after playing multiple seasons with him. But, interpreting the meaning
of that coefficient is difficult since it represents the change in performance after
playing with Canseco and the effect (in the other direction) of being together with
Canseco for the first time. This kind of confusion is what happens when you break
from convention and use dummy variables for overlapping categories.
Another important difference is that Bradbury imposes an AR(1) process of
the error term on the estimation of the parameters (using the “xtregar” command
in STATA). Bradbury is correct that we did not address the issue of serial
correlation, but our results using OLS are still consistent under any general form
of serial correlation. Bradbury’s method assumes, without any justification, a very
specific form of serial correlation—an AR(1) process—and imposes the AR(1)
specification on the estimation procedure to obtain his estimates. His estimates are
problematic if his specific form of serial correlation is incorrect (see Wooldridge
2002, 278). So, if the estimates are different under the two estimation procedures,
this is a sign that the AR(1) assumption is incorrect. Therefore, a more conservative
strategy would be to impose no assumptions on the form of serial correlation.

Overall, Bradbury’s point seems to be that it is possible to get different
results from ours if you estimate different parameters which imply strong and nonintuitive restrictions on the way Canseco affects his teammates, impose strong
assumptions about an AR(1) process of the error term on the estimation, drop a
lot of observations for no good reason, and make other assorted changes to the
sample and control variables. We cannot argue with that. The question is whether
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any of these changes is worth making, and we found Bradbury’s attack on every
single aspect of our analysis to be thoroughly unconvincing and unserious.
Given the stridency in Bradbury’s critique, however, we suspect that
Bradbury’s main problem is not really with our analysis, but with our conclusions.
Bradbury has a very public history of denying the efficacy of steroids and human
growth hormone. He has claimed repeatedly that steroids had nothing to do with
the longstanding home run records being smashed by Mark McGwire and Barry
Bonds in 1998 and 2001 at the ages of 35 and 36 respectively. In his 2008 book
The Baseball Economist, Bradbury stated unequivocally that league expansion, not
steroid use, explains why power hitting has increased over the years: “In fact,
their great achievements in home run hitting are exactly what we would expect
given the current distribution of talent in the league. The statistics don’t convict
them” (Bradbury 2008, 94). In a New York Times article in 2007, Bradbury wrote:
“the blame shouldn’t be placed on pills, needles and balms. The true culprit is
expansion” (Bradbury 2007).
Without having done any econometric analysis of the effects of steroids
versus league expansion, Bradbury denies that steroids had any effect on home runs
in baseball. This is a rather extreme position—one that is clearly at odds with our
results, which came out a few years later. But, Bradbury went even further in his
book by arguing that the whole topic should be avoided: “In fact, we know very
little about the potential impacts of anabolic steroid use on performance, but that
has done little to curtail the discussions about threats to the ‘integrity’ of the game”
(Bradbury 2008, 108). Similarly he writes: “if you want to ruin any discussion of
baseball, just bring up steroids” (2008, 108). Apparently, Bradbury doesn’t even like
that we raised the subject.

Appendix
Player IDs in Bradbury’s data set that are listed as playing “after Canseco” but never
“with Canseco”:
aguilri01, aldresc01, baldwja01, bernato01, berroge01, bitkejo01, braggda01, brandma01,
brewebi01, chrismc01, donnech01, downske01, embreal01, guthrma01, hillesh01, hollida01,
jacobbr01, johnsjo07, johnsru01, johnto01, lewisri01, ludwier01, mahompa01, mantoje01,
mathetj01, mitchke01, moyerja01, nenro01, penaal01, pennibr01, pulsibi01, randowi01,
rodrifr02, rodrine01, russeje01, sierrru01, spraged02, stantmi02, sturtta01, suttodo01,
tatumji01, trachst01, tynerja01, whitema01.
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Reply to Deirdre McCloskey
and Stephen Ziliak on
Statistical Significance
Thomas Mayer1
LINK TO ABSTRACT

Deirdre McCloskey and Stephen Ziliak (2012) have graciously replied to my
essay titled “Ziliak and McCloskey on Statistical Significance: An Assessment”
(Mayer 2012). McCloskey and Ziliak’s (M-Z) criticisms can be grouped into
fourteen points. I will discuss them in the sequence that M-Z do. Page references,
unless otherwise indicated, are to M-Z’s reply, or to my paper.
1. M-Z say that although I got it right in 1980 I have now “reverted to an
erroneous, pre-1980 understanding” (298). I am not aware of such a change. On
re-reading my 1980 article (which devoted only one page to significance tests), I do
not see the large difference between the “old Tom” and the “new Tom” that MZ see, though I did make two points in 1980 that I omitted in 2012. One is that
statistics courses warn students about the wrong-way-round use of significance
tests; the other is that for some reason significance tests are not used in maximum
likelihood methods to see whether the regression that gives the best fit is really
better than another regression that attributes a very different value to the strategic
coefficient. But, all in all, my 1980 paper is no closer than is my 2012 paper to Ziliak
and McCloskey’s sweeping claims in The Cult of Statistical Significance (2008). Besides,
even if the “new Tom” had differed from the “old Tom,” changing one’s mind is
not an offense against the scientific canon.
2. M-Z (299) state that I focus on their 2008 book yet do not do justice to the
fact that “we showed in the book that our point has been made for nearly a hundred
years repeatedly.” That is correct and I acknowledged it (258). When discussing a
1. University of California, Davis, Davis, CA 95616.
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claim one should focus on its latest version. And my paper was already, if anything,
too long without dealing explicitly with the prior researchers whose thinking MZ absorbed in their book. Moreover, if M-Z are trying to make an argument from
authority, it founders on the fact that their point has also been criticized repeatedly
for an equally long time.
3. M-Z criticize my attempt at a balanced reading by attributing it to a vacuous belief that there is always something to be said on the other side. This is
wrong. I do not believe that the truth always lies in the middle—see for instance
my criticisms of the Fed’s thinking on lags in monetary policy (Mayer 1958), of new
classical theory (Mayer 1993, chapter 8), of the debate about a monetary growthrate rule (Mayer 1998), or of naïve interventionist policies (Mayer 2009, chapter 8),
or, closer to the topic at hand, my calling the wrong-way-round use of significance
tests “inexcusable” (Mayer 2012, 278-279). I do believe, however, that economists
who present innovative, unorthodox ideas often do claim more than they should.
Here are some examples: Keynesian economics, monetarism, new classical theory,
the permanent income theory, Ricardian equivalence, and monopolistic competition theory. And in physics, Newtonian theory provides an example. M-Z (305)
cite with approval Iris Murdoch’s “Humility is not a peculiar habit of selfeffacement, rather like having an inaudible voice, [but] it is selfless respect for
reality” (1967, 95). I agree. That is why I did not just repeat platitudes about so many
theories having initially made excessive claims. That would have saved much effort
and journal space.
4. Having accused me of being wishy-washy, M-Z also accuse me of being
strongly on the side of their critics, of giving “almost all the weight to the orthodox
side. … Tom does not assemble much of the evidence for a balanced perspective”
(299-300). But, far from supporting the orthodox view of significance tests I wrote:
“Z-M are right…one must guard against substituting statistical for substantive
significance…. They are also right in criticizing the wrong-way-round use of
significance tests” (278), and that in tests of maintained hypotheses the latter error
“is both severe enough and occurs frequently enough to present a serious—and
inexcusable—problem” (279). I then go on to say that this “error is probably much
more widespread” when deciding on congruity adjustments (279). I say that “in
countering the mechanical way in which significance tests are often used, and in
introducing economists to the significance-test literature in other fields, Z-M have
rendered valuable services” (279). This is hardly giving “all the weight to the orthodox side.”
Turning to specifics, M-Z write (300, italics in original):
Tom’s devotion to balance leads him to quote charges against us without
troubling to read the historical evidence, or to think through the charges,
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or to make his own judgment on the evidence and logic involved. …
An example among many…is giving credence to “a referee’s charge that
when Z-M complain about the confusion of statistical with substantive
significance they merely reiterate what many psychologists and
statisticians have said for several decades” (259). … Tom cites [Kevin]
Hoover and [Mark] Siegler (2008a, 2008b) with approval on some fifteen
occasions. He cites our crushing reply to Hoover and Siegler twice only,
once to quarrel with it. … Of the thirty or so positive reviews of The
Cult…Tom cites not one. …
Tom repeatedly praises [Aris] Spanos (2008) for his complaint that
we do not complain enough about other things wrong with significance
tests, such as specification error.
M-Z are right in saying that I just mention rather than discuss previous criticisms,
but then I was writing an article making specific points about The Cult, and not
a comprehensive book about it. I made this explicit when mentioning the charge
made by the referee that M-Z refer to, saying that I will not discuss it; this is
not the same as “giving credence.” If, in discussing the Hoover-Siegler vs. ZiliakMcCloskey debate I come down more in favor of the former, this could be due
to Hoover and Siegler having had the better of it on these points. It is up to MZ to show that this is not the case, and they do not do so. That I do not cite the
many favorable reviews that The Cult received is again a matter of space. I do say
that their book “has been widely, and in many cases very favorably, reviewed by
journals in diverse fields…. Few, if any, books by contemporary economists have
stirred interest in so many fields” (257). I mention Spanos frequently, but nowhere
“praise” him.
5. M-Z (301) reject my example of Milton Friedman’s (1957) use of the
differences between the income elasticity of consumption (along with differences
in the average propensity to consume) of urban and of rural (or farm) families
as an example of sign mattering regardless of the size of the difference. Here MZ are right and I was wrong, badly wrong. At many points Friedman reports the
extent of the differences, and I should not have cited his tests as support for the
proposition that sometimes size does not matter.2 However, the invalidity of a
particular argument for a claim does not invalidate that claim, and I can defend my
claim in a way that does not draw on Friedman’s discussion. Suppose one claims
that y > x without being able to quantify the difference. Suppose further that in

2. My careless error is explained—but not excused—by the fact that, having worked extensively on the
permanent income theory many years ago (see Mayer 1972), I thought I remembered Friedman’s book well
enough not to have to read it again. I was wrong; my apologies to the readers of my article.
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a random sample of 100 cases, y > x in 98 cases. A simple binomial test tells us
that it is highly likely that y > x also holds in the universe, that is, that we have
here a significant difference. To be sure, it would be better if we could quantify the
difference; a smaller sample would then suffice, or our degree of confidence could
be greater. But a binomial sign test does tell us something.
In defense of citing not significance but size M-Z write that “‘lower’ is not a
feature of the numbers themselves. It is always and everywhere an economic and a
human matter of how low is low” (301). In saying this they illustrate an illuminating
difference between a logical or statistical point of view and an historical one. To an
historian, and Deirdre McCloskey is, of course, an eminent economic historian, it
does matter whether per capita GDP in, say, 1950, was twice as large in the U.S. as
in Britain or only five percent larger. That is clearly a human matter, which anyone
interested in the economic structure of the two countries would want to know.
But a statistician testing a model whose logic implies only that per capita GDP was
higher in the U.S. does not. This difference mirrors a choice between “thick” and
“thin” theories.
A similar reasoning applies to M-Z’s discussion of my example about a rise in
the expected future price of drugs affecting current new addiction rates. That this
happens is an implication of the theory of rational behavior, and it can be used to
test the theory almost without regard to the question of how much addiction rates
change. I say “almost” because there is the common-sense qualification that if the
change were really trivial, say, 0.001 percent, we could not trust our data to tell us
the correct sign of the change, and also because a theory of rational behavior that
generates only so weak an effect is not an interesting theory.
6. M-Z claim that a significance test is “not answering the scientific or policy
or other human question at issue” (301). Yes, I agree. But it does partially answer
the question whether the results obtained should be given scientific credence, and
thus it is a question worth asking before we ask the more interesting questions
about scientific, policy, or human implications. Let us imagine that a research
assistant hands some computer output to Deirdre and tells her: “I am not sure,
but I may well have made a big error in key-punching the data.” Wouldn’t it make
sense for Deirdre not to look at the data until she has checked them? And isn’t
checking for whether—were it not for sampling error—the scientific, policy, or
human true value of the coefficients could well be zero or far removed from what
the output shows, similar to checking for key-punch errors? M-Z rightly castigate
researchers for overemphasizing the importance of t-values, but then proceed to
do so themselves.3
3. In their transformation into confidence intervals t-values tell us more, but that is because they then
embody oomph.

90

VOLUME 10, NUMBER 1, JANUARY 2013

REPLY TO MCCLOSKEY AND ZILIAK

7. M-Z criticize my argument (264, third paragraph) that a variable may be
important regardless of its oomph. In this they are right; my argument was muddled, and I withdraw it with apologies to the readers.
8. M-Z then discuss their thought experiment of advising Mother which
weight-control pill to take. I had argued that Mother should be told not just the
mean weight loss for each pill, but also how confident we can be about these means.
In their reply (302), they add two elements to this thought experiment. One is that
Mother was given not only the means, but also the variances. The second is that it
presupposes large enough samples. Given these two new elements and interpreting
“large enough” as “very large” (see Mayer 2012, 272), my criticism is, indeed, offbase. But saying that you do not need significance tests if you know the variances
and have a large enough sample is a much more modest claim than the one they
make in their book. And it substantially changes their thought experiment. In any
case, a major use of significance tests in academic economics is to see whether a
given result should be accepted into the inventory of journal-certified research, and
not to make decisions. M-Z do not think much of such a distinction (and I have
some sympathy with them), but that is another issue.
9. M-Z object to my saying that attaching asterisks to those coefficients that
have passed a severe test is permissible. They object because a significance test
is not the most important test of a hypothesis. And in this they are right; many
other problems, such as collinearity or conceptually inappropriate data, may result
in errors that could be much more serious than sampling errors. But the danger
resulting from the latter are much easier to flag than those other errors, so perhaps
highlighting them by asterisks is appropriate. I say “perhaps” because M-Z are right
to worry that such treatment will result in some economists overemphasizing their
importance.
10. M-Z write: “On the basis of a fleeting reference to a paper by…Joel
Horowitz, Tom asserts that tests of statistical significance ‘are at home in the
physical sciences’ (Mayer 2012, 256). That is quite wrong. Tom must not have
looked into the matter empirically” (303). M-Z are right that, rather than braving
the risk of misunderstanding articles in physics journals, I relied on the statement
of a trained physicist.4 And I do not see why it should take more than “a fleeting
reference” since Joel Horowitz was unequivocal. Turning to the lesser breeds of
the natural sciences, Douglas Johnson (1999, 763) reports that “Statistical testing
of hypotheses in the wildlife field has increased dramatically in recent years”, while
Tyler VanderWeele (2010) writes about “The Ongoing Tyranny of Statistical Significance Testing in Biomedical Research.” The statisticians Peter Guttorp and
4. As M-Z call Horowitz someone “who well understands the problem, and teaches ‘our’ point to his
students” (303), he makes a particularly effective witness for me.

VOLUME 10, NUMBER 1, JANUARY 2013

91

MAYER

Olle Häggström (2011, 1) inform us that: “Throughout most or all of the empirical
sciences, significance testing is one of the most widely used statistical procedures.”
And even if significance tests are not used in physics, such tests might still
be useful in economics. Economists can ill afford the snobbery of saying: “what
isn’t good enough for physicists is not good enough for us.” Where would that
leave rational-agent models? Since physics has much better opportunities than
economics to isolate the effects of critical variables from their background noise,
good economics need not look like physics in every way.
11. M-Z say (304) that I do not understand the difference between mathematics and philosophy—subjects that are concerned with whether an effect
exists—and the sciences—subjects that deal with how big the effect is. This is not
an adroit division. In the late seventeenth century scientists tried to explain fire by
the presence in the air of a substance called phlogiston. Science then progressed,
not by measuring the size of phlogiston or its effects better and better, but by
showing that it does not exist. By contrast, someone who asks whether patriotism
is a nobler virtue than is a cosmopolitan outlook is asking a question about size, but
she is a philosopher, not a scientist.
In my paper I cited several examples of scientists asking about existence. MZ question only one, the bending of light rays predicted by relativity theory, and
leave the others standing. Rather than argue about light rays, I will withdraw this
example and substitute another one. Suppose it were shown that teleporting can
occur. Scientists would be greatly interested, and their interest would be about the
same regardless of whether it was one gram that was teleported one millimeter, or
100 kilograms teleported one kilometer.
12. We come to the major issue of how frequently economists misuse significance tests by interpreting t’s as though they measure oomph, or by using significance tests the wrong way round. What is radical about Ziliak and McCloskey’s
book is not their recognition of the distinction between significance levels and
oomph, or the distinction between right-way-round and wrong-way-round significance tests—something probably most economists know, in principle. What is
radical about their book is their claim that most economists confuse these in their
day-to-day work. This should therefore be the main battleground. Ziliak and
McCloskey based their claim on their analysis of all relevant American Economic
Review articles in the 1980s and 1990s. They reject in just a single paragraph the quite
different results from my own analysis of AER articles. Here is this paragraph:
We say reluctantly that we find New Tom’s small sample finding that
economists are in fact not misled by mistaking statistical for substantive
significance, … well, incredible. Surveys of the sort he and we did of
AER papers involve judgment calls, and we suppose he reckons that if
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half of the profession gets it (which he claims based on his little sample
claiming to re-test our AER studies), that’s good enough. Our own
experience—and the experience of by now hundreds of critics of null
hypothesis significance testing in dozens of fields of science—is that
we find the mistake in eight or nine out of every ten empirical papers
in economics and other life and human sciences, from medicine to
psychology. (304, italics in original)
M-Z here make one claim that has some, but limited justification, and
another that is completely unjustified. The former is that, for the mundane reason
that evaluating AER papers is time consuming, and that I had no funding to hire
a research assistant, I used a relatively small sample—but a sample of fifty is not
all that small. Moreover, M-Z ignore that in addition to my own AER sample I
also cited Anthony O’Brien’s (2004) sample of 118 papers from economic history
journals, and also Walter Krämer (2011), who had analyzed all relevant papers in
the German Economic Review since 2000. O’Brien’s results were more or less similar
to mine, while Krämer faulted 56 percent of his papers, well below the 80 or
90 percent claimed by M-Z. Sample size is therefore not a credible explanation
for the disparities in results. What is a more likely explanation is that Ziliak and
McCloskey (2008) applied more severe criteria than the rest of us did. To help the
reader decide whose criteria are more reasonable I had provided two appendices:
Appendix A (Mayer 2012, 280-284) discusses Z-M’s criteria, while Appendix B
(285-289) provides relevant passages from the eleven papers that are in both ZM’s and my sample, and that Z-M classified as “poor” or “very poor.” Beyond that,
since Z-M and I both listed the individual papers we evaluated, interested readers
can also compare Z-M’s and my evaluations of a sample of other papers.
The completely unjustified claim is to attribute to me the belief that half the
profession gets it right and that this is good enough. The claim is unjustified for two
reasons. First, in my replication more than half got it right (I refrain from giving a
single number, since “right” is a matter of degree and of interpretation). Second, I
did not claim that that is good enough, writing:
[W]e should…reject the idea that, at least in economics, all is well with
significance tests. … Z-M are right in saying that one must guard against
substituting statistical for substantive significance and that economists
should pay more attention to substantive significance. They are also right
in criticizing the wrong-way-round use of significance tests. In the
testing of maintained hypotheses this error is both severe enough and
occurs frequently enough to present a serious—and inexcusable—
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problem. And the error is probably much more widespread when
[making congruity adjustments]. (Mayer 2012, 278-279)
13. M-Z (305) point to a recent Supreme Court case in which the Court
unanimously held that statistical significance is not necessary to prove discrimination, thus answering in the negative my question: “don’t courts have to consider
some probability of [sampling] error in rendering a verdict?” (Mayer 2012, 263).
That the Court rejected formal significance testing is hardly surprising, given the
importance in jurisprudence of justice to a particular individual, rather than in
deciding what deserves to be treated as a scientific finding, and also the difficulty
of knowing what p-value to use. That does not mean, however, that the Court does
not consider probability in making its decisions. Suppose a firm is sued because,
despite its employing the same number of men and women at the entry level, it has
recently promoted to the next level three men, but only one woman. The employer
argues that with such a small sample idiosyncratic factors could easily account for
it having promoted one more man and one fewer woman than strict equality would
call for. Wouldn’t the Court be more sympathetic to that firm than to a much larger
firm that makes a similar argument for having promoted thirty men but only ten
women? If so, the Court is informally taking the probability of sampling error into
account, which is all that I had suggested.
14. M-Z ask whether significance testing is a “wise and wonderful tool with
which economic science has made great strides” and “What major scientific issue
since the War has been decided by tests of statistical significance?” (305-306).
Significance testing deals with just one of many problems that confound econometric work (see Mayer 2007), and it is often overemphasized. It may not be
possible to point to any breakthroughs it has brought about since the War, but
it probably kept out of the literature a number of seeming ‘findings’ that were
based only on the vagaries of sampling and therefore deserved to be kept out.
There is value in asking how far we fall short of wonderful. But there is also value
in pondering how far we may fall if some of our less-than-wonderful practices
are faulted too severely or discarded too readily. Our analysis should be framed
as comparison of institutions, whether our topic is the economy or the empirical
investigation of the economy.
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We Agree That Statistical
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Nothing: A Rejoinder to
Thomas Mayer
Stephen T. Ziliak1 and Deirdre N. McCloskey2
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We are happy to reply a second time to Tom Mayer, and are flattered that
he has devoted so much time to our book. Long before most readers here were
born, Professor Mayer was already making major contributions to economics—as
recognized by a festschrift in his honor (Hoover and Sheffrin, eds., 1996). Mayer
(2012, 2013) strongly agrees with us on four of the five major claims we make in
our book about the theory and practice of significance. We are not surprised. As
we noted in Ziliak and McCloskey (2004a, b), in reply to other critics from Graham
Elliott and Clive Granger (2004) to Jeffrey Wooldridge (2004), Edward Leamer
(2004), and Arnold Zellner (2004), leading econometricians find on reflection that
they agree with our points, and realize with us that most of modern econometrics
has to be redone, focusing on economic significance and not on mere statistical significance. So we have been saying since 1985 (McCloskey 1985).
Mayer limits his complaints to certain aspects of theoretical and empirical
claims we make about significance testing in economics, in the 1990s American
Economic Review. He is ignoring, for example, Ziliak’s archival work, especially on
William Sealy Gosset and Ronald A. Fisher, and our chapters on the 20th century
history, philosophy, sociology, and practice of significance testing in the life and
human sciences, from agronomy to zoology and from Gosset to Joshua Angrist
(Ziliak and McCloskey 2008, chs. 1, 6-7, 16-24). We wish Mayer took a wider view.
1. Roosevelt University, Chicago, IL 60605.
2. University of Illinois at Chicago, 60607.
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Our complaints about statistical significance have been routine in other fields for
a century, and are not “sweeping claims” (Mayer 2013, 87). It is quite mistaken, as
Mayer asserts without citation, “that [our] point has also been criticized repeatedly
for an equally long time” (88). No, it has not been.
No one has refuted our central theses, not ever. In several dozen journal
reviews and in comments we have received—from, for example, four Nobel laureates, the statistician Dennis Lindley (2012), the mathematician Olle Häggström
(2010), the sociologist Steve Fuller (2008), and the historian Theodore Porter
(2008)—no one, Tom Mayer included, has tried to actually defend null hypothesis
significance testing. True, people sometimes express anger. Given the large implications for science and policy, we understand. But no one has offered real
arguments. We praised Kevin Hoover and Mark Siegler (2008) for attempting to
use significance tests in step-wise fashion, that is, as a mechanical screening device
for sorting possibly important from unimportant relationships (McCloskey and
Ziliak 2008, 46-47). But they fumbled the ball, and for the same reason that Mayer
(2013, 94) does and must: statistical significance does not and cannot do the job of
interpretation and decision-making.
But the main point here is that Mayer mostly agrees with us. We are in fact
in complete agreement about four of the five major claims we make in The Cult of
Statistical Significance (Ziliak and McCloskey 2008, passim):
1.) Economic significance is not the same thing as statistical significance:
Each can exist without the other—without, that is, either the presence or the
prospect of the other—though economists often confuse and conflate the
two kinds of significance.
Mayer agrees. As he admits in his second assessment of our work by quoting
his first assessment:
But, far from supporting the orthodox view of significance tests I wrote:
“Z-M are right…one must guard against substituting statistical for substantive significance…. They are also right in criticizing the wrong-wayround use of significance tests” ([Mayer 2012,] 278), and that in tests
of maintained hypotheses the latter error “is both severe enough and
occurs frequently enough to present a serious—and inexcusable—
problem” (279). (Mayer 2013, 88)
2.) Economists allocate far more time, space, and legitimacy to calculating
statistical significance than to exploring what they should: economic significance.
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Mayer agrees: “[I]n countering the mechanical way in which significance tests
are often used, and in introducing economists to the significance-test literature in
other fields, Z-M have rendered valuable services” (Mayer 2012, 279, quoted in
Mayer 2013, 88). A few pages on, he goes further, fixing on the main point of our
agreement: “M-Z claim that a significance test is ‘not answering the scientific or
policy or other human question at issue’…. Yes, I agree” (Mayer 2013, 90).
3.) The probability of the hypothesis given the available evidence is not
equal to the probability of the evidence assuming the null hypothesis is
true. Thus the null hypothesis test procedure is illogical in its primitives,
equations, and conclusions. The illogic of the test is an example of what is
known as the fallacy of the transposed conditional.
Mayer again agrees, in this case with mere logic and common sense. As
he said both in his first assessment of our work and in the current reply: “They
[Z-M] are also right in criticizing the wrong-way-round use of significance tests”
(Mayer 2012, 278, quoted in Mayer 2013, 88 and 93; see also Mayer 2012, 271).
The null test of significance is illogical because it measures the probability of the
evidence assuming a true null hypothesis but then pretends to answer a much more
important question: the probability of the hypothesis, given the new evidence.
Thus economists do not know the probability of their hypotheses.
4.) Assessing probabilities of hypotheses (Bayesian, classical, and other),
comparing expected loss functions, and demonstrating substantive significance ought to be the central activities in applied econometrics and in most
other statistical sciences.
Here again, Mayer agrees. “M-Z criticize my argument ([Mayer 2012,] 264,
third paragraph) that a variable may be important regardless of its oomph. In this
they are right; my argument was muddled, and I withdraw it with apologies to
the readers” (2013, 91). In other words, Mayer agrees that statistical significance—though conventional and even required by modern institutions of science,
politics, and finance—is a dangerously broken instrument, one that in most cases
needs to be put back on the shelf. Statistical significance proves nothing. Let’s get
back to science. End of story, off to the pub.
With such overlap in our positions the impartial spectator will begin to
suspect that the remaining differences could be not very important ones. But Mayer
hesitates, perhaps out of an admirable loyalty to other economic scientists, such
as Kevin Hoover and Aris Spanos. He persists in trying to defend another side of
the story, as though there was one, kicking at a horse that has long been dead, as
Thomas Schelling (2004) has noted. Then he falls back into the main and highly
ubiquitous confusion, which our work has sought to repair. Mayer (2013, 89-90)
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offers a hypothetical test of y > x in 98 cases out of 100 as evidence of a “significant
difference.” Wait a minute. Suppose y was 4.2 and x was 4.1 and there was no scientific
or policy reason to care about a difference of 0.1. “A binomial sign test does tell us
something,” he writes (90). Yes, but it does not tell us that a difference is important, which is overwhelmingly the scientific point at issue, a point which Mayer
elsewhere understands and accepts.
5.) Applying our 19-item questionnaire to all of the 187 full-length empirical
articles published in the 1990s in the American Economic Review
Review, we find that
about 80% of economists made the significance mistake, equating
statistical significance with economic importance, and lack of statistical
significance with unimportance.
Mayer (2012, 279) agrees that the error is “inexcusable” but he disagrees with
our estimate (2013, abs. and 93). Notice that of the five main claims we make in The
Cult, the only real difference of opinion between Mayer and us is not a difference in
kind but of degree. This makes our point rather well that quantitative oomph, not a
qualitative statement that p < .05, is the main point of science.
Mayer did not conduct a replication of our survey of significance testing in
American Economic Review articles from the 1990s. Neither did he attempt to replicate
our survey of 182 articles published in the same journal during the 1980s (Ziliak and
McCloskey 2008, chs. 6-7; Ziliak and McCloskey 2004a, b; McCloskey and Ziliak
1996). He did not use our survey at all. And yet he expresses discontent with the
estimate that emerges from our application of our survey to the pages of the AER.
We find, to repeat, that 80% or more of our colleagues who published in
the AER in the 1990s made the significance mistake—the mistake of not understanding claim number (1) above—causing incorrect decisions about models, variables, and actual economies. Mayer says he disagrees. We do not accept his alleged
evidence, but even if we did we do not believe that a failure rate of 20% (his lower
bound) or of 50% (his upper bound), though lower than the 80% rate we found,
would be cause for jubilation. A 50% failure rate in significance testing would still
be akin to choosing hypotheses, estimates, and economic policies on the basis of
random coin-flipping.
Mayer (2013, abs.) wonders in his reply to us why we did not more fully
discuss his “estimate.” One reason is that Mayer’s 2012 “Assessment” of our work
is not based on a valid empirical result. Mayer (2012, 266) looked at only 35 of the
369 articles that we studied from AER issues between January 1980 and December
1999. We use the phrase “looked at” precisely. He did not use our survey
instrument—the 19-item questionnaire—and therefore he is not able to determine
whether he and we come to the same empirical conclusions about our colleagues’
misuse of significance testing. Our survey questions were culled from best-practice
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statistics and econometrics, descending from Francis Edgeworth and Gosset on
down to Zellner, Leamer, and the statistician James O. Berger. Yet instead of
using quantitative criteria of judgment suggested by best-practice statistics, as we
did, Mayer (2012, 267) instead made a vague overall assessment with regard to
“the correct takeaway point with respect to significance and oomph” on the 35
articles he selected (we hope randomly) from our population of 369 articles. In
an Appendix, Mayer (2012, 285-289) took a closer look at 11 of the 369 articles.
And again, rather than using our 19-question instrument for actual replication, he
instead assigned overall judgments of “good”, “fair”, and “poor”. Still, in Mayer’s
most detailed analysis (such as it is), he finds that about 50% of the economists fail
when it comes to oomph and probability.
Recently a few other studies, which do use quantitative criteria, have come
to our attention. At the University of Leuven, Sophie Soete completed a master’s
thesis, “The Use and Abuse of Statistical Significance.” Soete (2012, 26) finds that:
Mayer did not use Ziliak and McCloskey’s questionnaire to assess the
use of statistical and economic significance in the AER papers, but
examined each paper based on the following criterion: Would a harried
reader who is not watching for the particulars of significance testing
obtain the correct take-away-point with respect to statistical and economic significance? Mayer thus focuses on the main thesis of a paper,
and classifies a paper as discussing economic significance if it mentions
the magnitude of the key variables but does not discuss effect sizes of
other variables. …
Mayer’s results contrast sharply with those of Ziliak and
McCloskey—this is not surprising however, as the studies use a very
different methodology.
Soete continues (28):
The (mis)use of statistical significance has also been examined for papers
published in the German Economic Review. In an unpublished paper,
Krämer (2011) examines all the articles that have been published in the
German Economic Review between 2000 and 2011. The results seem similar
to the results of the studies of Ziliak and McCloskey, but appear to
be slightly less dramatic. It is impossible to compare both studies in
detail, however, as Krämer does not provide exact information about his
methodology. Of the 110 papers that report using significance tests, 56%
confuse economic and statistical significance.
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Thus our critics Mayer and Walter Krämer3 join Hoover, Siegler, Spanos (2008),
and others, in expressing strong opinions about our survey instrument and our
empirical findings without actually testing them. No replication, no results.
In 2012 at the University of Brasília, Carlos Cinelli completed a dissertation
on “The Use and Abuse of Tests of Significance in Brazil.” Cinelli did not attempt
to replicate our results with the American Economic Review. But he did use our survey
instrument to analyze 94 articles in the Revista Brasileira de Economia:
The empirical chapter discusses the literature about the subject specifically in economics. We show the evidence found in other countries like
the United States—McCloskey and Ziliak (1996), Ziliak and McCloskey
(2004a, [2008])—and Germany—Krämer (2011): 70 and 79% of the
papers published in the American Economic Review, in the 80’s and the
90’s, respectively, and between 56 to 85% of the papers published in
the German Economic Review conflate statistical and economic significance.
We, then, quantify the problem in Brazil, taking a sample of all 94 papers
published in Revista Brasileira de Economia, between 2008 and 2011, and
carefully analyzing all 67 that used significance tests. Among other
numbers, the main results are: 64% of them confused statistical
significance with economic significance; more than 80% ignored the
power of the tests; 97% did not discuss the significance level; 74%
showed no concern about specification or statistical adequacy; 40% did
not present descriptive statistics; more than half did not discuss the size
of the coefficients; also more than half did not discuss the scientific
conversation within which a coefficient would be judged large or small.
(Cinelli 2012, abs.)
Cinelli credits several of our critics for offering comments and advice to him:
“Agradeço a…Aris Spanos, Deborah Mayo e Walter Krämer pelas informações
prestadas e dúvidas esclarecidas” (2012, acknowledgments).
In 2006 at the University of Pretoria, Walter H. Moldenhauer completed
a master’s thesis, “Empirical Analysis in South African Agricultural Economics
and the R-Square Disease.” Moldenhauer applied our 19-item questionnaire to
research articles published in Agrekon, a top journal in Africa of applied agricultural
economics. The size matters/how much question is more often addressed in subfield journals, we’ve found, as against general-interest journals such as the AER
(Ziliak and McCloskey 2008, 45). Yet even in the leading South African journal of

3. Krämer, who is cited favorably by Mayer, openly admits in his paper that its purpose “is to put the ZiliakMcCloskey view into perspective” (Krämer 2011, 3).
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agricultural economics Moldenhauer finds that “Almost 33 percent of the papers
in stratum three remarked on the sign not the size of the coefficients. The figure is
more or less in line with the 48 percent reported by Ziliak and McCloskey (1996)
for their survey of papers published during the 1980s” (Moldenhauer 2006, 113).
And to return briefly to our objection that Mayer skips over the converging
evidence from other fields on the size and robustness of our estimate, that statistical significance is being widely confused with substantive significance, and vice
versa, it’s important to understand that the confusion is just as widespread in
applied fields of science far removed from economics. Consider for example a
study of significance testing in the field of conservation biology, one that cites the
Ziliak and McCloskey (2004a) questionnaire:
In 2000 and 2001, 92% of sampled articles in Conservation Biology and
Biological Conservation reported results of null-hypothesis tests. In 2005
this figure dropped to 78%. There were corresponding increases in the
use of confidence intervals, information theoretic, and Bayesian techniques. Of those articles reporting null-hypothesis testing—which still
easily constitute the majority—very few report statistical power (8%) and
many misinterpret statistical nonsignificance as evidence for no effect
(63%). Overall, results of our survey show some improvements in
statistical practice, but further efforts are clearly required to move the
discipline toward improved practices. (Fidler et al. 2006, 1539)
Likewise in the leading journals of criminology:
We find that most researchers provide the basic information necessary to
understand effect sizes and analytical significance in tables which include
descriptive statistics and some standardized measure of size (e.g., betas,
odds ratios). On the other hand, few of the articles mention statistical
power and even fewer discuss the standards by which a finding would
be considered large or small. Moreover, less than half of the articles
distinguish between analytical significance and statistical significance,
and most articles used the term “significance” in ambiguous ways. …
To address these four issues, we adapt the instrument used in
economics by McCloskey and Ziliak (1996) and Ziliak and McCloskey
(2004). We used this instrument to code 82 articles in criminology and
criminal justice selected from three sources: Criminology, the flagship
journal of the American Society of Criminology, Justice Quarterly, the flagship journal of the Academy of Criminal Justice Science, and a review
piece by Farrington and Welsh (2005) on experiments in criminal justice.
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In each case our goal is to focus on outlets representing the best practice
in a particular area of the field.
We find very similar results across the outlets. … On the other
hand, only 31% of the articles mention power and fewer than 10% of
the articles discuss the standards by which a finding would be considered
large or small. None of the articles explicitly test statistical power with
a specific alternative hypothesis. It is not surprising, therefore, that only
40% of the articles distinguish between analytical significance and statistical significance, and only about 30% of the articles avoid using the term
“significance” in ambiguous ways. In large part, research in this field
equates statistical significance with substantive significance. Researchers
need to take the next step and start to compare effect sizes across studies
rather than simply conclude that they have similar effects solely on the
basis of a statistically significant finding in the same direction as previous
work. (Bushway, Sweeten, and Wilson 2006, 1, 4)
Whether the malfeasance rate is closer to Mayer’s impressions or to our
detailed test yielding an 80% figure, we are all glad to know that our shared scruples
are finding widespread support and application. A Columbia University statistician,
Andrew Gelman, concludes in his popular blog that “A sieve-like approach seems
more reasonable to me, where more complex models are considered as the sample
size increases. But then, as McCloskey and Ziliak point out, you’ll have to resort to
substantive considerations to decide whether various terms are important enough
to include in the model. Statistical significance or other purely data-based
approaches won’t do the trick” (Gelman 2007). And to repeat, as Mayer himself
admits: “M-Z criticize my argument ([Mayer 2012,] 264, third paragraph) that a
variable may be important regardless of its oomph. In this they are right; my
argument was muddled, and I withdraw it with apologies to the readers” (2013, 91).
In other words, there is little in Mayer’s articles to change beliefs about the
theory or fact of oomphless economics. Suppose instead of economists and
statisticians we were talking about dentists and toothpaste. Agreement on four
out of five virtues of toothpaste would be broadcast on national television; the
scientific consensus would be used as a marketing slogan, and four out of five
dentists surveyed would agree. Likewise, consensus sometimes occurs in other
branches of science, economics included. (Perhaps in this way economists can
make good on Keynes’s dream of economists acting less like prophets and more
like dentists.)4 We are encouraged by the new and growing consensus on statistical

4. See the final sentences of Essays in Persuasion (Keynes 1931).
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significance—that as a formula for science and decisions, it is weak from roots to
crown.
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My September 2012 article in Econ Journal Watch (Cushman 2012) began by
chronicling a series of reports and blog entries:
1. The optimistic February 2009 forecast by the Council of Economic
Advisers (2009);
2. Greg Mankiw’s (2009a) skeptical blog entry about the forecast;
3. Brad DeLong’s (2009) blog entry that scoffs at Mankiw and says that
the CEA forecast “is certainly the way to bet”;
4. Paul Krugman’s (2009b) blog entry following up on those of Mankiw
and DeLong;
5. A second blog entry by Mankiw (2009b), which interprets Krugman
(2009b) as joining DeLong in concurring with the February CEA
forecast and proposes to Krugman that they (Mankiw and Krugman)
bet on the matter.
I interpreted Krugman (2009b) as Mankiw (2009b) did, and then put forward a
hypothetical scenario: What if an econometrician had applied some standard
forecasting procedures at the time of this exchange? I found that the hypothetical
econometrician’s results would have supported Mankiw’s skepticism.
Immediately after my EJW paper appeared, Krugman responded in his blog
(Krugman 2012) that concurrence with the CEA forecast had not been his position
at all and that I must have had “the need to make stuff up.” In this note I provide
a reaction to Krugman. So the reader knows exactly what I am reacting to, here
1. Westminster College, New Wilmington, PA 16172.
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is the entire text of Krugman’s blog entry of 24 September 2012 (hyperlinks as in
original):
I guess I should take it as a compliment that people who want to attack
my record feel the need to make stuff up. Greg Mankiw posts the abstract
of a piece claiming that Brad DeLong and I endorsed the early, optimistic
Obama administration forecast for unemployment and growth. What? I
was famously pessimistic at the time:
[David Sipress (2009) cartoon of a doomsaying Krugman on a
street corner]
And here’s what I wrote [Krugman 2009a, January 10] when the
forecast came out:
One more point: the estimate of what would happen to the
economy in the absence of a stimulus plan seems kind of
optimistic. The chart above has unemployment ex-stimulus
peaking at 9 percent in the first quarter of 2010 and coming down
through the year; the CBO estimates an average unemployment
rate of 9 percent for 2010, so the Obama people are more
optimistic than the CBO, and a lot more optimistic than I am.
Brad tells me that the author of the piece also doesn’t know what
Okun’s Law is.
Better trolls, please.
Had Professor Krugman read just the first two pages of my paper, he would
have learned that I was dealing with not the January CEA forecast and January
blog entries by DeLong and Krugman, but rather the February 2009 CEA forecast
and March blog entries. Krugman could then have commented on the apparent
contradiction between his recovery-pessimistic entry of 10 January 2009 and his
seemingly more recovery-optimistic entry of 3 March 2009.2
2. The January forecast (Romer and Bernstein 2009) that Krugman referred to in January (Krugman 2009a)
focused on labor market conditions and only briefly on real GDP itself. Krugman (2009a) included Romer
and Bernstein’s Figure 1. The figure shows estimated unemployment rates through the beginning of 2014
without and with the incoming administration’s proposed recovery plan. The recovery-plan unemployment rates in Office of Management and Budget (2009), which lay behind the February 28 CEA
(2009) report, are slightly less optimistic than the January recovery-plan unemployment rates in Romer
and Bernstein (2009). Thus it is logically possible that Krugman could have thought the recovery plan
too optimistic in January but not in late February. I think, however, that these unemployment-forecast
revisions were too small to have been a factor behind Krugman’s March 2009 blog entry.
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In my EJW paper, I quoted parts of Krugman’s 3 March 2009 blog entry, but,
for as much clarity as possible, here I quote the entire entry (italics added for future
reference; links as in original):
As Brad DeLong says, sigh. Greg Mankiw challenges the administration’s
prediction of relatively fast growth a few years from now on the basis
that real GDP may have a unit root—that is, there’s no tendency for bad
years to be offset by good years later.
I always thought the unit root thing involved a bit of deliberate
obtuseness—it involved pretending that you didn’t know the difference
between, say, low GDP growth due to a productivity slowdown like
the one that happened from 1973 to 1995, on one side, and low GDP
growth due to a severe recession. For one thing is very clear: variables
that measure the use of resources, like unemployment or capacity
utilization, do NOT have unit roots: when unemployment is high, it tends to
fall. And together with Okun’s law, this says that yes, it is right to expect high growth
in future if the economy is depressed now.
But to invoke the unit root thing to disparage growth forecasts
now involves more than a bit of deliberate obtuseness. How can you
fail to acknowledge that there’s huge slack capacity in the economy right
now? And yes, we can expect fast growth if and when that capacity comes back into
use.
With the words “As Brad DeLong says, sigh” and a link to DeLong (2009),
Krugman opens the entry by aligning himself with the DeLong blog entry expressly
supporting the Administration forecast. At two points in his entry, Krugman
injects “yes.” In both cases the “yes” is an affirmation of DeLong’s outlook.
As unemployment was high in early March 2009, it is further reasonable
to infer Krugman’s support of the CEA forecast from the italicized phrases in
his second paragraph. They follow an emphatic statement that unemployment
does not have a unit root, and they essentially restate the CEA’s February 2009
argument: “But, a key fact is that recessions are followed by rebounds. Indeed, if
periods of lower-than-normal growth were not followed by periods of higher-thannormal growth, the unemployment rate would never return to normal” (2).
Krugman concludes the blog entry with a somewhat ambiguous “if and
when” statement.3 If the “if” rules and not the “when,” then Krugman’s final

3. For discussion of the ambiguity or undesirability of using “if and when,” see Fowler (1908, part II, no.
42).
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sentence means that unemployment might not fall back to normal, making the
previous sentence about “huge slack” somewhat irrelevant and contradicting the
previous paragraph.
I was not the only one to interpret Krugman (2009b) as concurring with the
CEA. First there was, of course, Mankiw himself (2009b). Almost simultaneously,
Econbrowser’s Menzie Chinn (2009) referred readers to bloggers Stefan Karlsson
(2009) and Tom Maguire (2009), who both did so. And there were Leigh Caldwell
(2009), New York Magazine’s Dan Amira (2009), and, a few days later, the editors of
the Washington Times (2009), followed by Bryan Caplan (2009)4 and Steve Verdon
(2009). As I noted in my article (Cushman 2012, 311), Krugman made no response
to Mankiw, and he did not write about anyone having misinterpreted his blog entry
that began, “As Brad DeLong says, sigh.”
Krugman brings up Okun’s Law near the end of his more recent (2012) blog
entry, apparently to cast extra doubt on my article. As can be seen above, Okun’s
Law was central to Krugman’s (2009b) discussion of the likelihood of recovery,
which followed his approving reference to DeLong (2009). In that entry, DeLong
had used Okun’s Law (without explicitly naming it) as the basis of a forecasting
model deployed to further his chastisement of Mankiw. But, as I will conclude
by showing, the DeLong model’s specification and empirical fit were inferior to,
and the model has yielded poorer forecasts than, the vector-autoregression (VAR)
model of the hypothetical econometrician in Cushman (2012)—a model that is also
related to Okun’s Law. And the DeLong model’s forecasts fare even worse relative
to the other forecasts made by the hypothetical econometrician.5
DeLong’s (2009) model is a VAR set out in two graphs that contained
unemployment and GDP growth data and corresponding regression lines.6
DeLong did not lay out the corresponding equations, but they are:
yt − yt−8 = a + c8unt−8 + ε1,t
unt − unt−8 = d + f8unt−8 + ε2,t

(1)
(2)

where y = log of real GDP and un = the unemployment rate.

4. The interpretation of Krugman (2009b) as effectively concurring with the CEA forecast was contested
by a commenter on Caplan’s blog entry (Charlie 2009).
5. The hypothetical econometrician produced his other forecasts with an autoregressive integrated
moving-average (ARIMA) model, which is not related to Okun’s Law as it depends only on past real GDP
and not on past unemployment rates (Cushman 2012, 313).
6. The two graphs may no longer be available through DeLong's website, but they can be seen at the
Internet Archive's copy of DeLong's entry (link).
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Meanwhile, I derived a VAR that, after consolidating various terms and generalizing to account for the accompanying discussion of serial correlation
(Cushman 2012, 318), becomes:
k

yt − yt−1 = a +

k
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This VAR is a model of the relationship between economic growth and unemployment that allows various adjustment patterns through time. It is thus a
dynamic Okun’s Law model. (Like DeLong in his blog entry, I did not mention the
connection to Okun’s Law in my article.) I then estimated all the VARs defined by
lag orders k = 0 to 4 for each variable in each equation, giving a total of 625 models.
The models were used to generate forecasts that were averaged using AIC and BIC
weights.
DeLong’s VAR contains a longer lag (the eighth) than my own VARs, which
might be good, but otherwise equations (1) and (2) impose odd restrictions
compared with standard VARs such as my own. The first restriction is that
responses to events less than eight quarters old are not estimated. The second is
that responses to past fluctuations in real GDP are not estimated. The consequence
of these omissions is that period-to-period persistence in real GDP and
unemployment is unlikely to be effectively captured by the model. Thus, the model
can be expected to underestimate persistence and, in response to a recession, to
forecast a larger rebound than otherwise.7 Another issue is that DeLong’s
regression estimates were computed using the data from the entire post-World
War II period, and thus the estimates will be biased by the problem of structural
instability in Okun’s Law discussed by Edward Knotek (2007). In my article, I tried
hard to select a start date for my estimation period that would avoid the problem.
But let’s find out exactly how the DeLong VAR would have performed,
compared with my own VAR approach, had it been estimated in March 2009 by
the hypothetical econometrician I posited in my article. I’ll use both DeLong’s
full, post-war estimation period of 1950:1–2008:4 and the one in my article of
1986:3–2008:4.8 The first key finding is that the DeLong model’s AIC and BIC
7. The presence of overlapping data in DeLong’s equations means their residuals will also contain movingaverage serial correlation, MA(8) in this case.
8. In conducting this new analysis, I again used TSP 5.1; code to create the graph (Figure 1) and compute
the AIC and BIC values (footnote 9) is available via econjwatch.org (link).
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values are both far larger (meaning the model is far less preferred) than the AIC
and BIC values for any of the more than 600 Cushman VARs, regardless of sample
period.9 According to these criteria, the DeLong specification is extraordinarily
poor as a dynamic Okun’s Law model. This could have easily been detected in 2009.
Let’s move on to forecasts. They are given in Figure 1. The DeLong model
forecasts for the two estimation starting dates are given by turquoise green line
labeled “DeLong ’50 start” and the olive green “DeLong ’86 start.” Figure 1 also
shows the forecasted DeLong long-run trend lines. For comparison, Figure 1 also
includes some results from Figures 1 and 2 in Cushman (2012): the hypothetical
econometrician’s forecasts (VAR and ARIMA, including the long-run trend
forecasts for 2014), the CEA forecast, and recent actual real GDP values.10
Figure 1. Forecasts and other values

9. To give the reader an idea of the magnitudes involved, here are the results for 1986:3–2008:4 estimation
period: The DeLong model AIC value is −833.5 whereas the Cushman AIC values range from −1295.1 to
−954.4 over 623 models. The DeLong model BIC value is −823.5 whereas the Cushman BIC values range
from −1289.1 to −961.0.
10. In Cushman (2012, 323), I explain the discrepancy between the quarterly and annual actual real GDP
values in the graph.
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In contrast to my hypothetical econometrician’s forecasts, the DeLong
model forecasts show immediate and complete rebounds from the recession conditions at the end of 2008. For 2013 (the bet year proposed by Mankiw), the
“DeLong ’86 start” forecast is in very close agreement with the CEA forecast.
And the “DeLong ’50 start” forecast from the full, postwar estimation period
that DeLong used is even more optimistic, reflecting its higher long-run growth
rate. This is certainly consistent with DeLong’s belief that the CEA forecast was
“certainly the way to bet” (2009). Finally, comparison with the now-known,
post-2008 real GDP values shows that the hypothetical econometrician’s forecasts
in Cushman (2012), while insufficiently pessimistic, would have proven more
accurate than the DeLong model forecasts.
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Economics Professors’ Voting,
Policy Views, Favorite Economists,
and Frequent Lack of Consensus
Daniel B. Klein1, William L. Davis2, and David Hedengren3
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In March 2010 we conducted a survey of U.S. economics professors and
received 299 responses. Previous papers about the survey focused on novel
questions and brought novel results.4 The present paper, however, reports on
familiar questions, with unsurprising results, about economists’ opinions on 17
policy issues, relating attitudes toward liberalization to political-party voting. We
also report on some other matters. The results confirm and embellish things
suggested by previous studies. The instrument, dataset, and analyses are online
(link).
The paper offers small novelties, including the following:
• We mailed the survey to a list of two thousand U.S. economics
professors, not a sample of AEA members.
• The survey included questions on policy topics not previously asked,
including abortion and occupational licensing.
• Some of the analysis shows results not only by Democratic and
Republican, but also by Green and Libertarian. We caution the reader
about small numbers of Libertarian respondents and especially Green
respondents.
1. George Mason University, Fairfax, VA 22030.
2. University of Tennessee at Martin, Martin, TN 38238.
3. George Mason University, Fairfax, VA 22030.
4. Davis et al. (2011) focuses on favorite economists, journals, and blogs (and describes our survey
method). Klein et al. (2012a) focuses on the characteristics of members of twelve professional economic
associations. Klein et al. (2012b) focuses on ideological openness (that is, whether the respondent likes it
when a writer discloses his or her own ideological sensibilities).
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Details about the survey are provided in William Davis et al. (2011). The
response rate was only 15.2 percent, but the gender ratio and party voting ratio of
the respondents give reason to believe that the set of 299 respondents is reasonably
representative of economics professors in the United States.
The voting question was as follows:
To which political party have the candidates you’ve voted for in the past ten years mostly belonged?
Democratic

Green

Libertarian

Republican

other

Table 1 provides results for each voting group. When a respondent checked both
Democratic and Republican, for example, we counted half for each; that is why the
“Count” figures are not round numbers.
TABLE 1. Party voting, gender ratio, and average liberalism score of economics professors
Party

Count

Percentage
of the 299

Gender ratio
(men/women)

Avg. liberalism
score (s.d.)

Democratic

167.67

56.08%

3.35

1.94 (0.56)

5.17

1.73%

1.82

1.57 (0.45)

Libertarian

17.00

5.69%

10.33

3.52 (0.37)

Republican

61.83

20.68%

5.76

2.71 (0.54)

“Other” checked,
but nothing written

11.33

3.79%

7.50

2.77 (0.63)

Cannot vote

11.00

3.68%

10.00

2.48 (0.89)

3.00

1.00%

2.00

3.25 (0.66)

22.00

7.36%

6.00

2.26 (0.89)

299

100%

4.19

2.27 (0.76)

Green

Choose not to vote
No answer
All

Dividing the Democratic count (167.67) by the Republican count (61.83), we find
a D:R ratio of 2.71, which is in line with previous findings for economists.5 The
Libertarian count is 17, making for 5.69 percent of the sample, which is unusually
high.6 We break out the Libertarian voters as a separate group, and, to follow
through, do likewise for the Greens, even though their count at 5.17 means that the
Green results are especially uncertain.
The 17 policy questions took the form as shown in the sample statement
below:

5. After publishing our 2011 article, we discovered that the party coding of one survey (#5011) was entered
as Democratic when in fact the respondent’s answer was Libertarian (the mismatch between the entered
party coding and the policy views led us to double check). For this reason the percentages for those two
parties differ very slightly from the reporting in our 2011 article—and other numbers in the 2011 paper are
off slightly because of the error.
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Each of the policy-issue questions offers a reform in relation to the status quo. Please mark your
disposition toward each.
Higher minimum wages:
support
strongly

support, not
strongly

neutral

oppose, not
strongly

oppose
strongly

have no
opinion

We followed the format shown in asking 17 policy questions:
Q10. Higher minimum wages
Q11. Tighter restrictions (e.g., tariffs and quotas) on imported goods
Q12. Tighter requirements for the permitting of new pharmaceuticals and medical devices
Q13. Tighter restrictions on private parties engaging in discrimination (on the basis of race,
gender, age, ethnicity, religion or sexual-orientation) against other private parties, in
employment or accommodations
Q14. Tighter restrictions on the buying and selling of human organs
Q15. Tighter workplace safety regulation (e.g., by the Occupational Safety and Health
Administration (OSHA))
Q16. Tighter air-quality and water-quality regulation (e.g., by the Env. Protection Ag. (EPA))
Q17. Tighter requirements on occupational licensing
Q18. Tighter restrictions on prostitution
Q19. Tighter restrictions on gambling
Q20. Tighter controls on immigration
Q21. Tighter restrictions on adult women having an abortion
Q22. Tighter restrictions on “hard” drugs such as cocaine and heroin
Q23. More redistribution (e.g., transfer and aid programs and tax progressivity)
Q24. More funding of the public school system
Q25. More benefits and coverage by Medicaid
Q26. More American military aid or presence abroad to promote democracy and the rule of
law

Using the word liberal in its classical Gladstonean sense of liberty or
liberalization, we create a liberalism score of domain [0, 4] by scoring the responses
as follows: “support strongly” was scored as 0, “support, not strongly” as 1,
“neutral” as 2, “oppose, not strongly” as 3, and “oppose strongly” as 4 (and “have
no opinion” as missing data, not as “neutral”). Higher scores are deemed more
6. As the authors of this article are sympathetic to libertarian ideas, it might be thought that this showing
reflects some kind of bias. As for the sampling method (explained at Davis et al. 2011, 127-128), we are
certain that there was no such bias, for the economics departments and individual persons selected for
sampling were determined either by rankings or by random selection by secretaries and assistants working
under William Davis at the University of Tennessee, Martin, and they would not know or care to include
one type rather than another. Moreover, the authors would have no cause to over-represent libertarians or
any other group. What is less easy to dismiss is the notion that there was a libertarian response bias: The
cover letter on University of Tennessee letterhead (link) came from William Davis and mentioned Robert
Figgins as a collaborator (there is no mention of Klein or Hedengren), and it is possible that some recipients
knew of them or their former publications and that such knowledge affected their inclination to respond.
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liberal. For some issues, the liberty interpretation is less than clear-cut (air quality,
abortion, military), but we exercise our judgment about things overall on the issue,
and move on.
Each policy question is anchored in the status quo and uses a comparative
term—“higher,” “tighter,” or “more”—to posit a ratcheting up of the restriction on
individual liberty or the expansion of tax-funded government activities. The reform
that it proposes is one-sided.
It is possible that one opposes making the minimum wage higher, without
opposing the minimum wage or its status-quo level. By specifying a one-sided
change to the status quo, our question narrows the issue and makes it more likely
for the respondent to select “oppose.” And, as expected, one-sided questions yield
results that are higher than those of questions that are two-sided (or general). The
mean score for our one-sided questions is 2.27. A 2003 survey of AEA members,
also using a five-point Likert scale that runs in the same direction, asked 18 policy
questions that are two-sided, and the mean score is 1.64 (Klein and Stern 2007, 311;
renormalized onto [0, 4]). The mean in our survey is higher, and the main reason
is surely that the questions are one-sided: In our survey, low, “support” responses
mean that the respondent not only supports the intervention but supports
tightening or increasing it. And high, “oppose” responses do not necessarily imply
support for liberalizing the status-quo policy.
In looking at the results by party voting, bear in mind that our 299
respondents are a sample not of the general population of the United States, nor of
the population of college professors, but of economics professors. We know that
professors in economics are more liberal than those in most other fields, especially
in the social sciences and humanities (Klein and Stern 2005, 285). Republicans are
not only more numerous in economics, but in economics they are more liberal
than Republicans in other fields (the same is true of Democrats, but much less
markedly).
Figure 1 shows the mean response by party voting. Reading from left to
right, the first group of bars is the liberalism score over all 17 policy questions. The
Libertarians are most liberal, followed by the Republicans, the Democrats, and the
Greens.
Then come the 17 policy questions. None of the results strikes us as
surprising. It is noteworthy that on only three issues, immigration, abortion, and
military, are the Republicans significantly less liberal than the Democrats. Democrats have a reputation of being more liberal on lifestyle issues, but we see that
among economics professors it is not so for prostitution, gambling, and drugs.
It has been found that among social sciences and humanities professors, the
Republicans have a bigger tent than the Democrats. Consider only the Republicans:
Compute the standard deviation of their responses on the minimum-wage ques-
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tion; and then on the next question, and so on; now sum all 17 Republican standard
deviations. Now do the same for the Democrats. In the 2003 survey of members
of six scholarly associations (each in a different discipline), the sum of the standard
deviations of Republican policy-question responses is considerably higher than the
sum of those of Democratic responses (Klein and Stern 2005, 271-273). In the
present study we find that the Republican sum of the 17 standard deviations is
18.74, while the Democratic sum is 18.01.
Figure 1. Policy views by party voting

Source: The data graphed in Figure 1 is found on the worksheet labeled “Figure 1 Data” in this Excel
file.
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Our study speaks to the question of whether economists agree on public
policy, but again finds results similar to the existing literature (for a discussion
and citations, see Whaples 2009). For each policy question, response percentages
and histograms can be viewed on the “Histograms” worksheet of this Excel file.
One simple test is single-peakedness, as noted by Robert Whaples (2009, 346).
We find that, for the responses to a policy question, 10 of the 17 distributions
show some violation of strict single-peakedness (the 10 being the minimum wage,
permitting new pharmaceuticals, discrimination, organs, the EPA, occupational
licensing, prostitution, abortion, redistribution, and Medicaid). One might expect
that a science about the welfare consequences of a policy would generate singlepeakedness, even pronounced single-peakedness (as with the international trade
question). After all, perfectly random responses would tend toward a uniform
distribution.
The single-peakedness test is handy, but it is also crude, as it can generate
false positives for consensus (consider our results on gambling, “hard” drugs, and
public school funding) and false negatives (consider our results on prostitution
and abortion). Another simple test is whether or not each of the five responses
garners at least 10 percent.7 Here we find that economists are distributed evenly
enough to fail this test of consensus for eight of the 17 questions (the eight being
the minimum wage, discrimination, organs, OSHA, “hard” drugs, redistribution,
public school funding, and Medicaid). These results and previous ones like them—
as well as those of Figure 1, which show party cleavages on many issues—will serve
scholars interested in whether economists agree on public policy (e.g., Gordon and
Dahl 2013).
The economics profession exhibits greater ideological diversity than other
fields (Klein and Stern 2005, 283-286). Is ideological diversity a good thing? The
answer, for each of us, will depend on what sort of state of consensus the state of
diversity is being compared to. Wherever one stands, one can imagine something
worse than a lack of consensus.
For each respondent we can compute a liberalization score. We can then
create a distribution of such scores over 0.5 intervals of the range [0, 4]. Figure
2 does this for all respondents, for Democratic respondents, and for Republican
respondents.

7. The 10 percent figure is perhaps focal because if each of the five responses had 20 percent, then the
distribution would be perfectly uniform, and 10 percent is half of that.
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Figure 2. Distributions of the 17-issue liberalism score of economics professors

Source: The data graphed in Figure 2 is found on the worksheet labeled “Figure 2 Data” in this Excel
file.

Figure 2 helps us estimate the percentage of economics professors who are
firm supporters of free enterprise. As each policy question proposes a ratchetingup of the intervention, it is reasonable, in our view, to focus on 3.0 (“oppose, not
strongly”) as a cut-point for firm support of the principles of free enterprise. By the
3.0 cutoff, we see that 16.4 percent of economics professors are firm supporters of
the principles of free enterprise—or could be considered free-market economists.
This figure of 16.4 percent is higher than the figure of 8.33 percent as highlighted
by Daniel Klein and Charlotta Stern (2007, 324-329) in using the same numeric cutpoint in reporting on the 2003 survey of AEA members. The difference appears to
arise not chiefly from the differences between the populations sampled (economics
professors in 2010 vs. AEA members in 2003),8 nor from differences between the
set of policy issues in the two surveys. Rather, the difference surely arises chiefly
from the fact that the 2010 policy questions are one-sided upward-ratchetings of
intervention, yielding more “oppose” responses; someone content with the statusquo intervention might “oppose” or “strongly oppose” the reform proposals of the
2010 survey. So perhaps the difference is more apparent than real. Regardless, even
8. The 2010 survey included a question about membership in he AEA (as well as other associations), and
we find that AEA members in the sample have a liberalism score about the same as that of the entire sample
of 299 economics professors (Klein et al. 2012a, 153). For the individuals with a liberalism score above 3.0,
their rate of membership in the AEA any time within the past ten years is 82 percent, which is only slightly
below the rate of 85 percent for the entire sample of 299 respondents, and their rate of AEA membership
“at present” is 61 percent, a bit below the rate of 66 percent for the entire sample (ibid., 150).
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at 16.4 percent, the contingent of free-market economists is smaller than many
people seem to think. Explanations for why people have faulty impressions about
economists are offered by Klein and Stern (2007, 324-329).
TABLE 2. Gender, party voting, and liberalism score
Democratic

Green

Libertarian

Republican

Other

All 299

23.0%

35.5%

8.8%

14.8%

13.7%

19.3%

1.81

1.33

2.94

2.57

2.52

2.02

77.0%

64.5%

91.2%

85.2%

86.3%

80.7%

Liberalism score

1.98

1.71

3.57

2.72

2.50

2.33

Liberalism score, all

1.94

1.57

3.52

2.71

2.50

2.27

Women
Liberalism score
Men

Regarding gender, it is well known that women in the United States are more
Democratic and less classical liberal. Studies find similar results for economists
(May et al. forthcoming; Hedengren et al. 2010, 310; Stastny 2010, 285). Table 2
shows the distribution among the parties by gender. We see that women are more
likely, relative to men, to be Democratic/Green. The table also shows that within
each of the two major parties, women are less liberal than their male counterparts.
TABLE 3. Favorite economists by party voting

Pre-20th
Century

20th Century,
deceased

Living,
60 or older

Living,
under 60

123

Democratic
(n=167.67)

Green
(n=5.17)

Libertarian
(n=17)

Republican
(n=61.83)

All
(n=299)

Smith, Adam
(122)

Smith, Adam (7)

Smith, Adam
(16)

Smith, Adam
(52)

Smith, Adam
(221)

Ricardo, David
(61)

Marx, Karl (4)

Ricardo, David
(7)

Ricardo, David
(25)

Ricardo, David
(106)

Marx, Karl (38)

Marshall, Alfred
(3)

Marshall, Alfred
(4)

Marshall, Alfred
(16)

Marshall, Alfred
(67)

Keynes, J.M.
(96)

Keynes, J.M. (6)

Friedman,
Milton (14)

Friedman,
Milton (48)

Keynes, J.M.
(134)

Samuelson,
Paul (66)

Robinson, Joan
(3)

Hayek,
Friedrich (7)

Keynes, J.M.
(21)

Friedman,
Milton (124)

Friedman,
Milton (46)

Schumpeter,
Joseph (2)

Mises, Ludwig
von (3)

Hayek,
Friedrich (17)

Samuelson, Paul
(90)

Arrow,
Kenneth (32)

Arrow, Kenneth
(3)

Buchanan,
James (5)

Becker, Gary
(25)

Becker, Gary
(65)

Solow, Robert
(28)

Stiglitz, Joseph
(2)

Coase, Ronald
(5)

Buchanan,
James (10)

Arrow, Kenneth
(41)

Becker, Gary
(26)

Wade, Robert (1)

Becker, Gary
(4)

Coase, Ronald
(12)

Solow, Robert
(35)

Krugman, Paul
(50)

Krugman, Paul
(4)

Cowen, Tyler
(2)

Levitt, Steve (9)

Krugman, Paul
(60)

Mankiw, Greg
(12)

Acemoglu,
Daron (2)

Easterly,
William (2)

Mankiw, Greg
(6)

Mankiw, Greg
(22)

Levitt, Steve (8)

Folbre, Nancy
(2)

Mankiw, Greg
(2)

Krugman, Paul
(5)

Acemoglu,
Daron (22)
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Finally, we asked respondents to name their favorite economic thinkers,
ranked first, second, and third, for each of four eras. Table 3 shows, for each era and
by party voting, economists’ top three favorites according to our tallying system,
which gave six points to a first-place response, five points to a second, and four
points to a third. We also list in parentheses the number of pure mentions of the
named individuals. One thing that does cut across party lines is a large regard for
Adam Smith.

Appendices
At the survey homepage (link), one can download:
(link), the complete dataset of the survey
(link), the survey instrument
(link), the listing of 300 economics departments
(link), the Excel files for tables, figures, and results provided in this
paper.
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Editorial note: Roland Vaubel provided a contribution to the January 2010 EJW symposium
on economists and the Euro, and he was the guest on the November 2012 edition of EJW
Audio.. In that interview he addressed a major current topic with clear statements, so we thought
transcription would be especially useful in this case. Professor Vaubel has touched up the
transcript for clarity and factual accuracy, but it is essentially verbatim. Brackets indicate an
insertion, but some very small changes have been made without indication.

Euro Politics:
An Interview with Roland Vaubel
Roland Vaubel1
Interviewed by Lawrence H. White2
LINK TO ABSTRACT

Lawrence H. White: This is Lawrence H. White of the George Mason University
Economics Department with the November 2012 Econ Journal Watch audio podcast. Today we’re privileged to be speaking with Professor Roland Vaubel from
the University of Mannheim in Germany. He holds the chair of political economy
there. Welcome to our podcast, professor.
Roland Vaubel: Yes, hello. Good morning.
White: In January 2010, Econ Journal Watch had a symposium about the Euro. The
lead article was by Lars Jonung and Eoin Drea, entitled “It Can’t Happen, It’s a
Bad Idea, It Won’t Last: U.S. Economists on the EMU and the Euro, 1989-2002.”
This article had the distinction of being published just about the time the Greek
sovereign debt crisis was erupting. Greek debt was being downgraded; just a couple
months later borrowing costs spiked, and it’s been crisis in the Eurozone since
then. But Jonung and Drea didn’t anticipate that. They were, you might say, con1. University of Mannheim, Mannheim, Germany 68131.
2. George Mason University, Fairfax, VA 22030.
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gratulating the Euro on its success and asking why had so many people been so
skeptical. And then we had a number of commentaries on their article, and yours
was probably the most skeptical about the future of the Euro going forward. So
maybe we should start at the beginning about why people were skeptical about
the Euro happening or succeeding going forward. Germany had a very strong
currency in the deutsche mark, so why did the German government agree to join
the European Central Bank project when it seemed to have so little to gain?
Vaubel: That’s a long story. Initially, the German minister of foreign affairs and
the chancellor, [Helmut] Kohl, envisaged a deal giving away monetary leadership
and getting in exchange a European foreign and defense policy in which Germany
would have full say, including, as some said, a nuclear component. This was the
initial idea of [Hans-Dietrich] Genscher in 1988. Then there was a report by a
committee, the Delors committee, on how it could be done if the leaders would
agree to do it. And then the Wall fell in Berlin in fall ’89, and the German government almost immediately aimed at unification, and for that unification the German
government needed the assent of the Western allies: United States, UK, and
France. The idea of German unification was welcomed by the American president,
George Bush Sr. It was not welcomed by Margaret Thatcher and [François]
Mitterrand. In fact, they had a meeting on how they could stop it. And then
Mitterrand made his separate peace with the German government, promising his
assent to German unification and getting in exchange the Euro. So, the deal
changed. The original deal envisioned by the German government didn’t come
about, and instead this bait of monetary leadership was used to get German
unification in time. In a TV interview, Mitterrand said that he had believed that he
could not really stop German unification, but of course he could make difficulties,
and the German government didn’t really know how long [Mikhail] Gorbachev
would be in power, so…how long the window of opportunity would be open. I
think that’s the explanation.
White: So, Germany was willing to join as a cost of getting something else.
Vaubel: Yes.
White: Why was France so eager to create a monetary union?
Vaubel: France had been fairly dependent on the monetary policy of the
Bundesbank since 1983. This was two years after Mitterrand had been elected. In
March 1983, the French economy was really in shambles because he had conducted
a very expansionary monetary and fiscal policy, devaluing vis-à-vis the D-mark
each year by about ten percent. And then there was a capital flight from France,
and Mitterrand wanted to leave the European Monetary System, which was a sort
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of adjustable peg system, established in 1979, but his minister of finance Jacques
Delors, and also the prime minister, [Pierre] Mauroy, did not want to leave the
European monetary system, and they persuaded Mitterrand to stay. So in the
following years, French monetary policy closely followed German monetary
policy. I believe that Mitterrand did this because there was an election, a parliamentary election in ’86, and he knew that he had to get inflation down by that
time, and he would have a stabilization recession on the way, and he wanted to do
that very quickly so that it would be out of the way by the time of the election,
and he could use the monetary policy of the Bundesbank as a scapegoat. But then
by the late ’80s inflation was very low in France, and French politicians became
very dissatisfied with the situation. Also, we got the Single European Act, the
internal market, which meant the abolition of capital controls. So, when capital
controls were abolished between France and Germany in ’89, French monetary
policy was bound even more closely to the policies of the Bundesbank. So, the
French politicians considered that humiliating, and I think that’s why they were
willing to pay a price.
White: So, all you’ve discussed are political rationales: saving face, having more of
a say in monetary policy. This was not discussed or thought of by the politicians in
terms of optimal currency areas, is that right?
Vaubel: [Right], not at all. There was no economics behind the decision in
December 1989 to start with a European monetary union. In fact, I did an analysis
along the lines of optimum currency area theory, looking at the long-term real
exchange rate changes between the member states, and they had been larger in the
late ’80s than they had been in the early ’80s. So, from an economic point of view,
’89 was less advantageous than maybe ’85 or ’81.
White: Now in your piece in EJW you talk a bit about the conditions that the
German government was able to impose on the parameters of the ECB constitution. Tell us what those were.
Vaubel: Well, first of all we got the so-called Stability and Growth Pact. That
was agreed to in 1996, before the final decision to start with eleven countries.
Then, the German government really had veto power over who would be on the
European Central Bank board, and they managed to get a solidly hard-money,
hardliner board, even though in the majority of member states there were socialist
or social democrat-led governments. The board of six people had only one
socialist, that was [Wim] Duisenberg from the Netherlands, and he was really a
hard-money man, so the initial board was extremely hawkish. And the German
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government also made sure that the director in charge of economics and research
would be a German, Otmar Issing, who really is a monetarist.
White: You mention in your piece that once the ECB was up and running,
Germany no longer had this kind of veto power.
Vaubel: Yes.
White: So has the character of the board changed?
Vaubel: Yes, very much so. Issing has disappeared, and his successor, the German
successor, is in fact a member of the Social Democratic Party, and he has completely different views. In the meantime, the Greek vice president [of the ECB
board], [Lucas] Papademos, was in charge of [research] at the board. He is a former
student of [Franco] Modigliani at MIT, and the first thing he did after getting
in charge of research…was to organize a conference against monetarism. The
chief witness was Michael Woodford from Columbia University, who argues that
you don’t have to look at the money supply at all and you just do it by adjusting
interest rates. There were some further changes. The initial inflation target had
been, implicitly at least, 1.5 percent. This was raised to below two percent but as
close as possible to two percent, which is 1.9999…[percent], really a joke. Then
in 2003, the Stability Pact was violated by France and Germany, and in 2005 the
Stability Pact was changed completely so that it had no teeth at all anymore. And
the monetary reference rate, which had been introduced by Issing, of 4.5 percent
per annum for M3, was delegated to lower rank, whereas initially it had been one of
the two pillars of inflation targeting.
White: Now the Stability and Growth Pact that you’ve mentioned had fiscal rules,
is that right?
Vaubel: Yes.
White: To try to restrain the membership to countries that would not want money
printed to cover their deficits, is that a fair way to put it?
Vaubel: It was a limit on the deficit, and it was a limit of three percent. Three
percent of GDP, government deficit relative to GDP.
White: And there was also a debt-to-GDP ratio?
Vaubel: Yes, but that was not really mandatory. That was indicative—
recommended.
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White: So, you mention in your piece that American economists were surprised
that the Eurozone started with as many as eleven member states because they didn’t
think that these criteria could be met.
Vaubel: Yes. They were not met.
White: So, some countries fudged their numbers?
Vaubel: Yes, quite a few. I mean, Greece is the most obvious case, but this was
later, this was in 2001. But apart from that, Italy fudged the criteria, violated the
criteria, and Portugal and Spain, and some others I don’t remember really. I did
an analysis in February 1998, and I found that only three countries unambiguously
fulfilled the criteria, and those were the three Benelux countries.
White: And so, it went ahead because nobody wanted to admit that they were not
meeting the criteria?
Vaubel: Yes. At the summit in Maastricht in 1991, two important changes were
introduced into the agreement, which had not been foreseen by the Bundesbank
and not by the German minister of finance [Theodor] Waigel. This agreement
was changed in two important respects, and the first was that a time, a date was
introduced when the monetary union would start at the latest, and this date was
1999. I don’t think that Kohl had anticipated this, because it was proposed by
[Giulio] Andreotti and Mitterrand. Kohl then agreed to it without asking his
minister of finance and the Bundesbank, and 1999 was a very inconvenient date
for him because he knew that there would be an election in 1998. … The decisions
about the Euro and who would take part would be taken before the election. And
that is exactly what happened, and that explains to a large extent why there was
really a landslide defeat for Kohl and his party. So the date was one of the changes,
and the other change was that a decision about who would join would be taken
by qualified majority, whereas the initial agreement, which the German minister
of finance and the Bundesbank had worked out with the other central banks and
so on, was that the decision would be taken unanimously, because that was the
normal decision rule in these cases. It was not explicitly mentioned, but by not
mentioning it, it was clear it would be unanimous. And this [change to qualified
majority] was [made] at the initiative of the French minister of economics, [Pierre]
Bérégovoy, and this meant that the German government could be outvoted. So,
technically it would have been possible to start in 1999 with Germany and also
some other countries, against the wishes of the German government. I think it
was absolutely clear, since the Treaty of Maastricht, that a qualified majority of
the member states would join, in 1999, because it would have been impossible to
get a qualified majority in favor of [only] a minority starting with the Euro. The
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member governments would not agree to the start of the Euro unless their own
country would be among the joiners. So this was quite predictable, and that’s what
happened.
White: So it would have been an embarrassment to have been left out of the initial
joining group?
Vaubel: Yes. They all wanted to join.
White: So, the EMU has happened. How has it performed since its beginning?
Vaubel: The inflation target was [usually missed] except in 1999 [and 2009-10]. But
the inflation rate in [1999] was not due to the monetary policies of the European
Central Bank but to the previous monetary policies, which had been dominated
by the Bundesbank. From [2000 to 2008], the inflation rate was always above two
percent—not very much so, but they never managed to get it below their limit.
And the inflation rate of the Euro, even though it was fairly low by historical
standards, even compared with the D-mark, was higher than the inflation rates
in the other…West European countries, where monetary policy was run by
independent central banks. The inflation rate of the Euro was higher than the
inflation rate in Switzerland, in Norway, in Sweden, in Denmark, and even the UK.
So if you really compare it with the performance of competing central banks, the
same period of time, the European Central Bank was not particularly successful.
And then of course, in 2007 the inflation rate was above three percent, and without
this great recession it might have stayed there for longer. And now, over the last
year and this year, it [is] far above two percent.
White: And of course they’re fighting a fire now with the fiscal situation, which
means they’re unlikely to put much emphasis on bringing inflation down, in fact…
Vaubel: Yes, I think so.
White: [Mario] Draghi has pretty much said he’ll keep interest rates as low as
necessary.
Vaubel: Yes, yes. And the monetary base has increased very much over the last one
and a half years, by more than 50 percent. The money supply, M1, is already getting
speed. It used to be absolutely stagnant—since the outbreak of the great recession
M1 was stagnant, and over the last twelve months it has increased by five percent,
and I would not be surprised if this increase went on, if it accelerated. The German
member of the ECB board, [Jörg] Asmussen, has said that the so-called “exit” from
this hyper-expansionary monetary policy would take several years, and I believe
that even though we are in a mild recession now and may stay there for the next
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year, it will be necessary to re-collect this excess monetary base very quickly, in 2014
at the latest. And if, as I expect, it will take several years, we’ll get really high inflation
rates. And this is already anticipated in the housing market. In Germany we have
a booming housing market, which is really not in line with the business outlook in
general; growth is not very high, it’s about one percent. So there are already strong
inflation expectations, and also the share index, the stock market index, is quite
strong, which is not at all in line with the weak economic growth. So, expectations
are for high inflation I think.
White: People are buying houses and shares to get rid of…to lower their money
balances.
Vaubel: Yes, that’s one reason. Yes. Too much money is chasing too few goods,
but in addition I think there are inflation expectations.
White: So they’re buying houses as a hedge.
Vaubel: Yes.
White: In the last sentence of your EJW piece you have a kind of pregnant
statement, that we’re seeing a “shift from initial conditions to the long-run politicoeconomic equilibrium of the game” of the Eurozone. So, what do you mean by
that? What’s the long-run equilibrium look like?
Vaubel: The long-run equilibrium is that—we have it now—it’s that the president
of the German Central Bank is systematically outvoted, and we have that for now
one and a half years. Sometimes he’s joined by some others, but since he was
appointed he’s completely isolated in the European Central Bank council. And, I
predicted that. So, the monetary policy is now run by the median decisionmaker
in the council, and that is essentially France. You may remember that the previous
[president] of the Bundesbank, Axel Weber, had some ambitions to become
president of the European Central Bank. And in January last year, the French
president [Nicolas] Sarkozy sent a letter to the German chancellor saying that he
was really not opposed to having a German as the next president of the ECB,
but he made some suggestions. He suggested three names, and Axel Weber was
not on the list. So, Axel Weber heard about that, and he resigned as [president]
of the Bundesbank immediately, in February [2011]. And that is how we got this
new [president], who used to be the economic advisor of the chancellor, in the
chancellor’s office. Sarkozy had a very strong position. He could really veto any
ECB presidential appointment, because the appointment has to be made by
qualified majority, and France and Italy together have a blocking minority. So if
France and Italy together had openly vetoed Axel Weber he could not have become
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president of the ECB. And, well, they knew this, so Weber dropped out of the race,
and Draghi, who was the main contender, became president of the ECB. That’s the
politics behind it.
White: There was one other important sign of Germany being on the outs, which
was the resignation of Jürgen Stark.
Vaubel: Yes.
White: What was that about?
Vaubel: The same, exactly the same. He and Weber had voted against the bond
purchases in May 2010. In 2010, the ECB decided under [Jean-Claude] Trichet to
buy Greek bonds in the secondary market, and Weber and Stark voted against that,
and also the president of the Greek Central Bank, who was a conservative and
opposed to the socialist government which was in power [at the time], so these
three voted against it, against the bond purchases. And, well, Stark delayed his
decision, I don’t know why. He has said quite frankly in the meantime that the bond
purchases were the reason for his resignation.
White: Where do you see the bond purchases and the current policy of the ECB
leading? Where will the fiscal crisis go?
Vaubel: Yeah, that’s very difficult. I think things will go on as they have until
the German…federal election in September [2013], because the German minister
of finance, [Wolfgang] Schäuble—who is really the strong man of government,
it’s not the chancellor—he has promised to the Germans that they will not lose
money in giving these credits to Greece. So, he does not wish to have another
haircut in Greece before the election, because that haircut would also reduce the
value of the assets of the European Stability Mechanism, of which Germany is the
most important shareholder, and it would also reduce the value of the assets of the
European Central Bank. So, the Germans would lose money. And since the Greek
government can stop debt service at any time, the German minister of finance is
now really in the hands of the Greek government, and he will give any money they
want, regardless of whether they fulfill the policy conditions or not, until the next
election. After that we are likely to have a completely different government, and it’s
very difficult to predict what will happen. Many strange things can happen.
White: Is there a plausible scenario under which Germany, and perhaps Finland or
the Netherlands, decide that it’s not worth the cost of staying in the Eurozone?
Vaubel: It’s conceivable after the election. There’s now a minor party which has
the program of, well, not really leaving the Euro, but they are Euroskeptical. They
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are saying ‘no more money to Greece, and we want to have referenda on all these
questions.’ And in the polls, the opinion surveys, they are quite strong, so they may
get into parliament. They are a right-wing party—not particularly right-wing, but
certainly not left-wing—and it is conceivable, but not terribly likely, that chancellor
[Angela] Merkel and the Christian Democrats may need the support of that party in
order to continue to govern without the Social Democrats. It’s conceivable; it’s not
very likely.
White: So the most likely scenario is just higher inflation but the Eurozone stays
together?
Vaubel: Yes. Of course, this higher inflation will have further effects on German
public opinion. The opinion polls show that this whole policy is deeply unpopular.
Two-thirds of the Germans are opposed to these bond purchases, and this may
affect the next election in four years’ time. But I don’t believe that, before that, the
German government would want to leave the Euro.
White: Okay. Well, this will be very interesting to see. Your predictions have
proven depressingly right over the years.
Vaubel: Unfortunately.
White: Thank you very much for talking to us, and we’ll see how it plays out from
here.
Vaubel: Yes. Thank you for your interest.

Roland Vaubel is Professor of Economics at the University
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